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ABSTRACT

The Agave Platform is an open, Science-as-a-Service
(ScaaS) cloud platform for reproducible science. Agave uses
standards-based technologies and community promoted best
practices to enable users to run code, manage data, collaborate
meaningfully, an integrate anywhere [1]. Each year over a
dozen trainings are given to new and existing users at con-
ferences, workshops, and training sessions around the world.
In 2017, the Agave outreach team switched from a dedicated
Jupyter Hub[2] deployment that had been used to support
training activities for the previous 18 months to dynami-
cally provisioning our training infrastructure on-demand using
Terraform[3], Ansible[4], and Docker Swarm [5]. This one
change radically transformed the scale, quality, and frequency
of our trainings.

To date, we have used this approach to deploy and scale
infrastructures from 2 to well over 100 nodes on Nectar, Jet-
stream, and AWS. Each deployment is a unique instance of the
infrastructure with its own Swarm, infrastructure components,
and support services. Each attendee receiving their own dedi-
cated training account, publicly addressable vanity domain, git
repository, and training environment. For trainings involving
HPC content, an optional SLURM or PBS cluster can also be
provisioned and scaled. Despite all the moving parts, every
deployment is fully reproducible and fully idempotent.

The flexibility we realized through a highly dynamic and
customizable infrastructure allowed us to change the way in
which we wrote our training materials. We began to cus-
tomized each lesson with content and examples that directly
referenced a reproducible containerized training environment
specifically designed for the material. We could now guar-
antee every user had working Jupyter Notebook and Lab
servers preconfigured with the Agave SDKs, CLI, and value
authentication credentials. We knew they would have a Linux
development server with the correct libraries and environment
variables installed, as well as a working continuous integration
server, persistent storage, and a publicly accessible way to
connect to it all. This allowed us to write with confidence
knowing that our materials would ”just work” for everyone in
attendance during an event.

Containerization also allowed us to extend the impact of our
training by including a Docker Compose file that perfectly
replicated an individual user training environment on their
local system. This not only gave attendees the opportunity
to complete the training on their own time, it also allowed us
to reduce the cost of hosting each training by spinning down
the entire infrastructure days earlier that we previously would
have.

In this demonstration, we will show how we configure,
deploy, and scale our training infrastructure in a matter of
moments, and how the same open source project can be
leveraged for your next training event [6][7].

Keywords—agave; training; devops; infrastructure; docker;
swarm; containers; jupyter; web services; saas; paas; science-
as-a-service;

REFERENCES

[1] R. Dooley, M. Vaughn, D. Stanzione, S. Terry, and E. Skidmore,
“Software-as-a-Service: The iPlant Foundation API,” in 5th IEEE
Workshop on Many-Task Computing on Grids and Supercomputers, Nov.
2012. [Online]. Available: http://datasys.cs.iit.edu/events/MTAGS12/p07.
pdf

[2] K. Thomas, R.-K. Benjamin, P. Fernando, G. Brian, B. Matthias,
F. Jonathan, K. Kyle, H. Jessica, G. Jason, C. Sylvain, I. Paul,
A. Dami&aacute;n, A. Safia, W. Carol, and J. D. Team, “Jupyter
Notebooks &ndash; a publishing format for reproducible computational
workflows,” Stand Alone, pp. 87–90, 2016. [Online]. Available:
http://www.medra.org/servlet/aliasResolver?alias=iospressISBN&isbn=
978-1-61499-648-4&spage=87&doi=10.3233/978-1-61499-649-1-87

[3] “Terraform.” [Online]. Available: https://www.terraform.io/intro/index.
html

[4] A. Hat, Red, “Ansible is Simple IT Automation.” [Online]. Available:
https://www.ansible.com

[5] “Docker Swarm,” 2014, last access: 2015-03-13. [Online]. Available:
https://www.docker.com/docker-swarm

[6] “terraform-training-swarm: Terraform templates to build and manage
a cluster of user sandbox environments for trainings and workshops,”
Oct. 2017, original-date: 2017-10-15T20:50:02Z. [Online]. Available:
https://github.com/agaveplatform/terraform-training-swarm

[7] “Applying Best Practices in Practice: SciOps with the Agave Platform,”
Feb. 2018, original-date: 2018-02-17T13:03:17Z. [Online]. Available:
https://github.com/agavetraining/pearc18


