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Abstract—This paper proposes a new process model for
enabling high-performance intra-node communication. In the
current process model, which is supported by Linux and Unix,
intra-node communication can incur significant overhead when
overcoming process boundaries. The proposed process model
eliminates process boundaries, and thus allows implementation
of high-performance intra-node communication. While the same
effect can be achieved by designating a special memory region
shared by those processes contributing to the same parallel
computation, in such cases, the shared memory region must be
mapped to every process. In partitioned global address space
(PGAS) languages, each process has its dedicated private memory
region in the PGAS array. When PGAS memory regions are
implemented as shared memory, the shared memory approach re-
sults in O(n2) memory mapping entries in the page table residing
in the OS kernel, where n is the number of processes in a node.
Our proposed process model, which we have named partitioned
virtual address space (PVAS), can avoid this page table problem
while still achieving high-performance intra-node communica-
tion. In this research, a PVAS prototype is implemented and
evaluated with benchmark programs written with the coarray
of a PGAS language, XcalableMP. The benchmark results show
that PVAS intra-node communication achieves performance levels
similar to shared mapped implementation using GASNet. This
is significant because the number of processor cores in single
computing units is expected to increase significantly in the future,
while main memory size is expected to decline in proportion to
the number of cores. Therefore, it will be necessary to take into
account the growth of the page table size prior to the advent of
many-core architecture.

I. INTRODUCTION

Recently, it is becoming more common to build parallel
applications utilizing the partitioned global address space
(PGAS) model languages. PGAS is a parallel programming
model for next-generation supercomputing and several PGAS
languages, such as UPC[4], X10[13] and XcalableMP[12]
have so far been proposed.

PGAS supports the data referencing simplicity of a shared-
memory programming model and provides the data access
locality performance advantage of a message-passing pro-
gramming model. In PGAS applications, several processes are
invoked to construct a parallel application, and global arrays
are distributed (partitioned) onto each process. Access to the
local and remote parts of the global array is programmable in
the same manner (global). In contrast, many-core architectures
(such as Intel MIC[2]) are gathering attention in the field of
exascale computing. Intra-node parallelization is an important

issue in many-core environments because the number of cores
per node has been experiencing rapid growth. While the simple
programming scheme and performance levels of PGAS are
suitable to many-core environments, in order to achieve the
efficient intra-node parallelization, it will be necessary to
redesign PGAS intra-node communications to facilitate access
to remote parts of a global array.

In the PGAS systems, access to a remote part of a global
array located on a intra-node process takes place via intra-node
communication and most PGAS languages currently utilize
the shared memory scheme to facilitate such communication.
Those PGAS languages employ one or both of the following
two intra-node communication strategies: 1) memory copy via
shared memory, 2) shared memory mapping. Both of these
strategies face certain problems in many-core environments.

In the case of 1), the “memory copy via shared memory”
strategy, access to the remote part of the global array takes
place using a shared memory as an intermediate buffer. Thus,
if any process wants to read or write data obtained from the
remote part of the global array, data transfer from/to the remote
array takes place using two memory copies via the shared
memory. Unfortunately the execution of these two memory
copies can result in high latency, and may inhibit efficient
intra-node parallelization. This is expected to be especially
true in the forthcoming many-core environments, where the
negative impact of high latency for intra-node communications
will become even larger due to the excessive number of
processes running in the same node, and where the frequency
of intra-node communication can be expected to be greater
than in existing multi-core environments.

As for 2) above, in the “shared memory mapping” strategy,
each process constructing a parallel application designates
a shared memory region as the local part of the global
array, and all other processes map this region to their own
address spaces. Access to the remote part of the global array
can be accomplished simply using just one memory copy
to/from the local address region, which maps the remote array.
Accordingly, its access speed is very high compared with the
“memory copy via shared memory” strategy described above.
However, this strategy results in excessive numbers of memory
footprints in the kernel space because the shared mapped
memory regions must be memory-mapped to all processes.
Since there are n shared memory regions because each process



has its own region, in situations where n is the number of
cores, O(n2) page table entries will be required.

For example, Intel Knights Ferry only has two GB of
main memory because the number of cores is just 32[10].
However, considering the rapid ongoing evolution of current
semiconductor manufacturing technologies, it is expected to
that many more cores will be added to computing units in the
future. When the number of cores reaches 100, the number of
page table entries could reach as high as 10,000. Assuming
each page table entry consumes four KB (one memory page),
the total size of the required page tables could be as high as 40
MB. While this number may not seem excessive, the size can
be proportional to the number of PGAS arrays, and result in
of the consumption of a significant about of valuable memory
space just for the page table.

One of the solutions devised to overcome these problems
calls for mixing a PGAS programming model with a shared
memory programming model using threads. In this mixed
programming model, a shared memory programming model is
used for the intra-node parallelization and a PGAS program-
ming model is used for the inter-node parallelization. This
allows parallel applications to avoid the intra-node communi-
cation penalty by utilizing the shared memory programming
model for intra-node parallelization. However, modifying an
existing PGAS model application to support the mixed model
application and optimizing it is very labor intensive for pro-
grammers.

In this paper, a new process model named “partitioned
virtual address space” (PVAS), which provides a scheme that
facilitates intra-node communication with low latency and
fewer memory footprints, is proposed. PVAS enables a process
to access the data of another process directly, without requiring
a shared memory scheme, by eliminating the address space
boundary between them.

The remainder of this paper is organized as follows. In the
next section, we provide background information related to
this research and the motivation that resulted in the PVAS
proposal. Section III will give an overview of the conven-
tional techniques used to implement an efficient intra-node
communication system. In Section IV, we outline the proposed
PVAS concept, while in Section V we describe the design
and implementation of PVAS in a Linux kernel. Section VI
provides the performance results of benchmark programs. In
the final section, we will present our conclusion to this paper
and discuss our future works.

The contributions of this paper are as follows:
• Proposal of a new process model that enables intra-

node communication with low latency and fewer memory
footprints

• Evaluation of proposed intra-node communication
method using the Numerical Aerodynamic Simulation
(NAS) parallel benchmark programs written in
XcalableMP, a PGAS language

The main contribution of this paper is the results of our
evaluation of the proposed technique using the PGAS im-
plementation of the NAS parallel benchmark. Note that for
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Fig. 1. To overcome an address space boundary, a shared memory region is
allocated and two memory copies are produced.

similar techniques[8], [7], evaluations were performed using
micro benchmarks, where only intra-node communication per-
formance was measured. Our evaluation results will show that
the PVAS can provide the same performance levels obtained
with conventional techniques. In fact, there are even situations
where PVAS exhibits better performance than can be achieved
through conventional methods.

II. BACKGROUND

In Section I, we described two reasons why the conventional
scheme for the intra-node communication is costly: 1) the
“memory copy via shared memory” strategy results in high
latency, and 2) the “shared memory mapping” strategy results
in an excessive amount of memory footprints.

Generally speaking, the trouble with the conventional
scheme, as it relates to intra-node communication, can be
traced to the process boundary. More specifically, the problem
of crossing the address space boundary. This arises because the
virtual memory mechanism and the process model of current
operating systems force the processes to run in a separate
virtual address space. While this feature prevents any process
from corrupting the data of any other process, it also imposes
penalties on intra-node communication. In other words, to
access the data of another process beyond their own address
space boundary, processes have to pay various prices.

In the case of 1) the “memory copy via shared memory”
strategy, the processes communicate with each other by the
memory copy beyond the address space boundary while using
a shared memory as an intermediate buffer. However, using
a shared memory to overcome the address space boundary
produces extra overhead.

Figure 1 shows the semantics of the write access to the
remote part of a global array in a PGAS system that employ
the “memory copy via the shared memory” strategy. In the
first step of this process, a shared memory for the data copy
is allocated. The writer-process then copies the write data to
the shared memory, and the process that has the destination
array then copies the write data from the shared memory.
Thus, two copies of the memory are created. When read access
is performed, two memory copies are produced in a similar
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Fig. 2. The cost for mapping all shared memory regions is very high.

fashion. The extra memory copies that are produced when a
shared memory strategy is used result in high latency.

In the case of 2), the “shared memory mapping” strategy,
a shared memory region is allocated beyond address space
boundaries of the global array to provide a location where
data can be shared between processes.

Figure 2 shows the semantics of write access to the remote
part of the global array in PGAS systems using the shared
memory mapping strategy. In the first step of this strategy, each
process constructing a parallel application allocates a shared
memory region as a local part of the global array. Then, each
other process maps all the other process’s regions to their own
separate address space. Write access is performed using the
memory copy loaded into the local address space region, which
then maps the remote part of the global array. This setup allows
read and write access to be performed using the one memory
copy obtained from the local address space region. More
specifically, intra-node communication is accomplished by the
simple process of memory copying to/from the local address
space region, so there is no need to overcome the address
space boundary during every communication. Therefore, the
communication latency is very small. However, this strategy
produces an excessive number of memory footprints in the OS
kernel. As a result, the total size of the page tables becomes
excessive because each process has to map the shared memory
regions allocated as parts of the global array to their own
address space, and a total of O(n2) memory space is wasted
on page tables (n is the number of processes constructing a
parallel application).

For example, as shown in Figure 3(a), the Linux kernel
supports four-level page table ( PGD, PUD, PMD and PTE
) on the x86-64 architecture, where page size is 4KB. Each
PTE can map two MB of physical memory and a PTE size is
4KB, then two MB of memory is required to create the page
table space needed to map one GB of address space. If each
process constructing a parallel application has a local part of
a global array 100 MB in size, and the number of processes is
32, then more than 200 MB of memory is necessary just for
the page table. On many-core architecture with 100 cores, the
total size of the page table can be ten times larger than this.

When using the two MB large page, PTE which size is only
four KB can map one GB of physical memory, so the size of
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Fig. 3. The page table mechanism on x86 64bit architecture

the page table becomes smaller than the case of the four KB
page. However, if a local part of a global array is larger than
one GB, O(n2) problem is still effective.

As discussed above, the conventional approach utilizing
a shared memory scheme incurs the following intra-node
communication costs:

• memory copy via shared memory: high latency due to the
need to copy data beyond the address space boundary

• shared memory mapping: excessive memory footprints in
order to map the shared memory regions allocated as parts
of the global array to separate address spaces

These costs derive from the address space boundaries be-
tween processes. Because address spaces are separate for each
process, overcoming the address space boundaries requires
either multiple data copies between each process engaged in
sharing, or mapping shared memories to each separate address
space. Conversely, if there are no address space boundaries
between the processes, it is possible to achieve low cost intra-
node communication.

III. RELATED WORK

A. Memory Copy via Kernel Thread

Another method, “intra-node communication via the ker-
nel thread”, has been proposed [15][17]. Because the kernel
thread can access the data of all user processes beyond the
address space boundary, intra-node communication via the
kernel thread produces only one memory copy. In this method,
the communication latency is smaller than that which occurs
during intra-node communication by the data copy scheme
using the shared memory as the intermediate buffer (where two
memory copies take place). However, this method introduces
overhead in the form of context switching between the user
process and the kernel thread. As a result, the communication
latency becomes larger than that of PVAS.
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Fig. 4. Address space of four processes on SMARTMAP

B. XPMEM

XPMEM[5] is a Linux kernel module that enables any
process to map the memory of another process into its
virtual address space. The XPMEM API has following
three main functions: xpmem_make(), xpmem_get() and
xpmem_attach(). In this method, a process can export a
memory region of its virtual address by calling xpmem_make.
Other processes can then attach themselves to this memory
region by calling xpmem_get() and xpmem_attach().
After being attached to the memory region of another process,
the process can then access it using a single memory copy
operation to the local address space region that maps it.

This XPMEM capability improves the intra-node communi-
cation latency of PGAS systems. Brightwell et al. implemented
intra-node communication on the OpenSHMEM system using
XPMEM[7] and showed that one-sided communication per-
formance of OpenSHMEM had improved.

However, XPMEM incurs the same drawback as the shared
memory mapping strategy. The processes using XPMEM have
to map the memory region of another process to their own
address space, which means the total size of the page tables
become larger due to excessive mapping costs.

C. SMARTMAP

SMARTMAP[8] is an address space mapping scheme im-
plemented in the lightweight kernels[1][3] developed by San-
dia National Laboratories. SMARTMAP enables a process for
mapping the memory of another process into its virtual address
space, much in the same fashion as XPMEM.

Figure 4 shows the address space design of SMARTMAP.
On SMARTMAP, a process occupies an address range from
0 to 512 GB as its local address space. The rest of the virtual
address space is treated as a global address space and is used
for mapping the memory of all other processes. Thus, a process
can directly access the memory of another process by copying
one memory to the global address space region that maps the
remote process address space.

SMARTMAP utilizes an x86-64 page table structure
to implement the global address space. Furthermore, on
SMARTMAP, a process can use only the first entry of the
top-level page table (PML4), which covers address ranges up
to 512 GB. The rest of the entry is used for the global address
space. In this scheme, when a process is invoked, the pointer
of its first PML4 entry is written to the PML4 entry for the
global address space of all processes. The number of the entry
for which the pointer is written is fixed for each process. This
allows every process on a node to have a global view of the
virtual address space in the node.

On SMARTMAP, each process also has a separate page
table, but those page table entries for a global address spaces
are shared. Therefore the total size of the page tables does
not become larger like it does when the XPMEM method
is used. However, this process makes SMARTMAP hard to
implement in the Linux kernel, which is widely used as the OS
of HPC clusters. On this implementation, multiple processes
share the same page table entries. Unfortunately, the memory
management of the Linux kernel does not allow shared page
table entries, which makes it hard to implement SMARTMAP
in the Linux kernel and prevents SMARTMAP from being
implemented as the Linux kernel module.

D. Single Address Space Operating Systems

Single address space operating systems like Opal[11] and
Mungi[9] have been proposed. Those operating systems en-
force all processes on the system to run in a same address
space. There are no address space boundaries between any
processes. And each process can access the data of any
other processes directly. This feature can enables the high-
performance intra-node communication as in the same way
what PVAS does. However, processes on the single address
space OS are not protected from the other processes in the
way what conventional OSes does.

Here, PVAS address space is defined as a address space
where PVAS processes can coexist. The address boundaries
between a PVAS address space and the other PVAS address
spaces, or the PVAS address space and any other normal Linux
processes are still preserved and protected with each others
in the way what Linux does. It is assumed that the PVAS
processes in the same PVAS address space are the processes
participating in the same parallel computation, and are sharing
the same fate. Thus, the elimination of the process boundaries
between the PVAS processes in the same PVAS address space
cannot be considered to be harmful.

IV. CONCEPT

This section describes the concept behind the new process
model proposed in this paper. This new process model, which
improves PGAS system intra-node communication, is called
“partitioned virtual address space” (PVAS). PVAS provides a
way to achieve intra-node communication with low latency and
fewer memory footprints, which, in turn is expected to permit
PGAS systems to achieve better intra-node parallelization in
many-core environments.
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Fig. 5. Semantic views of the virtual address space of the Linux process
and PVAS process models

The main concept behind PVAS centers on eliminating
the address space boundary between processes by running
each process constructing a parallel application in a virtual
address space that is partitioned, but not separated. Figure 5
shows semantic views of the virtual address space of both
the conventional process model used by Linux and the PVAS
process model.

In the conventional process model, each process construct-
ing a parallel application runs in a separate virtual address
space assigned by the OS. Memory segments of the process
(TEXT/BSS/HEAP/STACK segments) are mapped to a sepa-
rate virtual address space. The rest of the virtual address space
can be used for the MMAP region.

On the PVAS process model, each process constructing a
parallel application runs in the same virtual address space.
A process running on the PVAS process model is called a
PVAS process in order to distinguish it from a normal process
running on the conventional process model. Furthermore,
each PVAS process is assigned a partitioned region within
a virtual address space instead of a whole virtual address
space. This partitioned region is called a PVAS segment. The
TEXT/BSS/HEAP/STACK segments of each PVAS process
are then mapped onto the PVAS segment. The MMAP region
of each process takes up the rest of the PVAS segment. No
PVAS process can allocate space in a MMAP segment outside
their assigned PVAS segment.

Furthermore, in the PVAS process model, each PVAS pro-
cess has its private DATA/BSS/HEAP/MMAP segments in the
PVAS segment. This feature guarantees data access locality
at same level provided in conventional process model. In the
multi-thread model, in contrast to the PVAS model, the stack
segment is local and restricted to its own thread, while the
other segments are shared between threads.

Each PVAS process accesses data on its private PVAS
segment, but can also access data on the PVAS segment of
another PVAS process directly when necessary. Because there
is no address space boundary between PVAS processes, each
PVAS process can access the data of any other process without
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a shared memory scheme.
Thus, PVAS has the potential to improve the intra-node

communication of PGAS systems. In the PVAS process model,
PVAS processes constructing a PGAS parallel application can
access the remote part of a global array directly, without the
need for a shared memory scheme. PVAS processes do not
need to create memory copies via a shared memory allocated
as an intermediate buffer, so intra-node communication latency
is very small. Furthermore, PVAS processes do not need to
allocate a shared memory as part of the global array, and then
map them to their own address spaces in order to perform
intra-node communication. Therefore, the typical page table
size increase that normally occurs when mapping to various
parts of the global array simply does not happen.

Figure 6 shows the semantics of a write access to the remote
part of the global array of the PGAS systems running on the
PVAS process model. As can be seen in the figure, the writer
PVAS process can copy write data directly to the remote array
with one memory copy. Read access is performed via a similar
process.

V. DESIGN

This section provides details on our implementation of the
PVAS process model in the kernel of Linux version 2.6.32.

In the PVAS process model, processes constructing a paral-
lel computation run in a same virtual address space. Therefore,
they share the same page table.

The OS kernel assigns a partitioned region of a virtual
address space called a PVAS segment to each PVAS process.
The size of the PVAS segment is fixed during configuration of
the OS. Furthermore, when it is invoked, each PVAS process
is assigned a unique ID by a parent process. This ID is called
PVAS ID (≥ 0). PVAS processes can then confirm their own
PVAS ID by using the system call dedicated to PVAS. The OS
kernel determines which PVAS segment should be assigned
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to the PVAS process by reviewing the PVAS ID. The start
address of the PVAS segment assigned to the PVAS process
is calculated by following expression.

start-address = pvas-id × pvas-segment-size

For example, when the size of the PVAS segment is four
GB, the start address of the PVAS process that has the PVAS
ID of 2 is 0x200000000.

The distance from the start address of the PVAS segment,
to the location where the ELF binary is loaded, is fixed.
This feature permits PVAS processes easy access to the data
of any other PVAS process. If PVAS processes execute the
same binary image, the relative location of the DATA and
BSS segment in the PVAS segment is the same. Therefore
each PVAS process can calculate the remote address of any
other PVAS process on the DATA and BSS segments via the
following expression:

remote-address = local-address +( remote-pvas-id − local-
pvas-id )× pvas-segment-size

For example, the address of a static array located on another
PVAS process can be calculated from the PVAS ID and
the local offset of the array in the PVAS segment (Figure
7). Several top pages of each PVAS segment are reserved
as so called export segments so that PVAS processes can
exchange information with each other (Figure 8). By using
this export segment, the address of the dynamically allocated
array created by each PVAS process can be passed to the other
PVAS processes via the export segment. Therefore, each PVAS
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Fig. 8. The export segment is located on top of the PVAS segment

process can easily access the data in all of the other PVAS
processes.

PVAS processes must be invoked from a normal ELF binary
format, but they need to be compiled and linked using the po-
sition independent executable (PIE) format. A PIE executable
process can be executed as a normal process as well as a PVAS
process.

PVAS allows coexistence with the conventional process
model. On PVAS, a virtual address space is shared by pro-
cesses which are executed as a same parallel application. Any
other processes are executed in the separate virtual address
spaces. Programmers can control which programs should be
executed in a same virtual address space.

Some system calls to leverage the PVAS scheme have been
added to the Linux kernel. A PVAS process is invoked and
executed by the fork-exec semantics in the same way as a
normal process. The sys_pvas_create() is a system call
to create a virtual address space where PVAS processes are
executed. This system call returns the descriptor of the created
virtual address space. The sys_pvas_fork() is a system
call to invoke a PVAS process. When called by the parent
process, this system call receives the PVAS ID of the invoked
PVAS process and the descriptor of the virtual address space
where the invoked PVAS process is executed as arguments.
This system call returns the process ID (not the PVAS ID)
of the invoked PVAS process. The sys_pvas_exec() is a
system call used to execute a specified program as a PVAS pro-
cess. This system call is called by the PVAS process invoked
by sys_pvas_fork(). The sys_pvas_destroy() is a
system call used to delete the virtual address space created
by the sys_pvas_create(). This system call takes the
descriptor of the virtual address space that is to be deleted.

VI. EVALUATION

In this section, we evaluate the results of applying the
PVAS intra-node communication scheme to a PGAS system.
XcalableMP supports the coarray function and employs the
shared memory mapping strategy for intra-node communica-
tion. The coarray function of the XcalableMP is modified to
leverage the PVAS scheme. The modified coarray and original
implementations are evaluated by use of the simple ping-pong
communication and NAS Parallel Benchmarks[16].



・・・	
#include <xmp.h>	
	
char buff[BUFF_SIZE];	
char local_buff[BUFF_SIZE];	
	
#pragma xmp nodes p(2)	
#pragma xmp coarray buff:[*]	
	
int main(argc, *argv[]) {	

	int my_rank, dest_rank;	
		
	my_rank = xmp_node_num();	
	dest_rank = 1 – my_rank;	

	
	local_buff[0:BUFF_SIZE] = buff[0:BUFF_SIZE]:[dest_rank];		
	return 0;	

}	

Fig. 9. XcalableMP coarray sample code

A. Implementation of Coarray Function

Figure 9 shows an XcalableMP coarray sample code.
This sample code represents two processes that copy data

from the remote buffer, declared as a coarray, to their local
buffer. The coarray is declared by xmp coarray pragma in
XcalableMP; In this sample code, array buff is declared as a
coarray; The coarray is located on the memory of each process
constructing a parallel application. Each process can access the
remote coarray by attaching the ":[destination node
id]" qualifier after the variable used to represent the coarray.

When accessing the remote coarray, intra-node communi-
cation takes place. The XcalableMP coarray function uses
the shared memory mapping strategy of GASNet[6], which
supports the global address space capability required for intra-
node communication.

The XcalableMP compiler converts the coarray declara-
tion to the array on a shared memory allocated by the
gasnet_attach(). The shared memory region is auto-
matically mapped to the address spaces of the processes con-
structing a parallel application. Intra-node communication is
performed by calling gasnet_put() and gasnet_get().
The actual operation of gasnet_put() or gasnet_get()
is a memory copy to/from the local address space region which
maps the remote coarray on the shared memory.

The coarray function of the XcalableMP is now modified to
leverage the PVAS intra-node communication scheme. On the
modified coarray function, the array declared as the coarray
is allocated normally (not allocated as a shared memory).
In the next step, the array address is written to the export
segment of the PVAS segment. Each process constructing a
parallel application then accesses the remote coarray directly,
thus confirming the remote coarray address written to the
export segment. Using this implementation, access speed to
the remote coarray was found to be comparable with a similar
implementation using GASNet. However, in contrast to shared

memory mapping strategy, page table memory consumption
in the kernel was smaller because it was not necessary for
each process to map a shared memory (allocated as the remote
coarray) to its own virtual address space.

B. Evaluation Environments

The test environment used for executing benchmark pro-
grams is described below:

• CPU: Intel Xeon X5670 2.93 GHz (6 core) × 2 Sockets,
12 MB Cache

• Memory: 48 GB DDR3 SDRAM
This evaluation was performed in a multi-core environ-

ment because the targeted many-core processors (which are
expected to have several tens, or even a few hundred cores)
have yet to be released. Here, it is assumed that our multi-
core environment test results would match those obtained from
those unreleased many-core environments because (except for
core numbers) multi- and many-core architecture is basically
the same.

C. Ping-pong Communication

Next, the performance of ping-pong communication us-
ing the coarray function of XcalableMP was measured. The
implementation of the benchmark is very simple. First, the
sender process copies the message to the remote coarray of
the receiver process. As soon as the message transmission is
complete, the sender process sends an “ack” acknowledgement
reporting completion of the message copy to the other process.
This ack transmission is performed by writing a flag value
in the coarray. The receiver process, which is informed by
the sender process, begins copying the message to the remote
coarray of the sender process. When the message copying
process is finished, the receiver process places the ack flag in
the sender process. In this manner, the ping-pong communi-
cation is repeated. The same ping-pong XcalableMP program
was used to measure the performance with the GASNet-
Shmem (denoted as “gasnet-shmem”), GASNet-AM (denoted
as “gasnet-am”), and PVAS.

With GASNet-Shmem which employs shared memory map-
ping strategy, the ping-pong buffer region is allocated as
the shared memory by calling the gasnet_attach() and
the GASNet get/put operations performs a memory copy
to/from its region. Thus, its communication performance can
be thought to be equivalent to that of PVAS. While with
GASNet-AM, the ping-pong buffer is statically allocated, and
the get/put operations are done by the GASNet AM (Active
Messages) protocols which employs memory copy via shared
memory strategy.

Figure 10 and 11 show the ping-pong latency and band-
width performance, respectively. The coarray implementation
evaluation results obtained using the PVAS scheme were
comparable with those obtained via GASNet-Shmem imple-
mentation. Intra-node communication took place via just one
memory copy in both implementations. Therefore, their access
speeds to the remote coarray were almost the same. While the
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Fig. 11. Ping-pong bandwidth

GASNet-AM communication performance was somewhat low
due to the AM protocol overhead.

D. NAS Parallel Benchmarks

The performance of the NAS Parallel Benchmarks imple-
mented by the XcalableMP coarray function [14] was also
measured (Figure 12 and 13). The conjugate gradient (CG)
and integer sort (IS) are performed using problem sizes of
class A, B and C, where A is the smallest and C is the largest.
Benchmarks are executed with eight processes in a node.

Each bar in those graphs shows the total elapsed time. The
upper part of each bar represents the calculation time in the
program, while the lower part of the bar represents the time
of intra-node communication. In all cases, the performance
results of the coarray implementation using the PVAS scheme
were found to be comparable with the GASNet-Shmem imple-
mentation, while the GASNet-AM implementation took much

longer. These results are in close agreement with the ping-pong
benchmark evaluation results, discussed above.

E. Discussion

As shown in Figure 10 and 11, the performance of intra-
node communication utilizing GASNet depends on how the
accessing memory region is allocated. In contrast, PVAS pro-
vides a coherent way for accessing other PVAS process regions
that can always achieve optimum communication performance.

In our PVAS process model, the elimination of process
boundaries is the key to implementing high-performance intra-
node communication. Process boundaries are introduced by
modern OS kernels to guarantee the independence of each
process, and to ensure that no matter what failures occur in any
individual process, the other processes can survive. However,
in most parallel applications, when a process dies due to an
erroneous execution, the remaining processes participating in
the parallel computations are unable to proceed. Thus, all of
the stalled processes should be terminated by the job (process)
management system so that other parallel job executions can
proceed. In the same fashion, since erroneous behavior of a
PVAS process would result in the termination of the entire
PVAS process group in any case, the elimination of process
protection boundaries is unlikely to cause critical problems.

However, the possibility does exist that a software bug
might cause one PVAS process to rewrite a memory region
belonging to another PVAS process. In such cases, the altered
process may survive, produce incorrect output, assert an error
during a sanity check, or simply raise the SIGSEGV exception.
Execution problems of this nature can be hard to debug
and repair. If the parallel program can run with the normal
process model, then access to memory regions out of its
process boundary can easily be identified as a SIGSEGV
exception. This debugging technique is possible, because the
same executable binary can run in both the PVAS and normal
Linux process models.

Recently, the checkpoint/restart mechanism is becoming
more important for the HPC applications since the high-
performance computers have the tendency of having more
number of compute nodes and less reliability because of the
increasing number of nodes. Checkpoint and restart is a well-
known technique to tackle this problem. This checkpoint and
restart technique can be applicable to the PVAS model, treating
a PVAS segment and execution contexts of PVAS processes
associated with the PVAS space as a normal Linux process
having multiple threads.

VII. CONCLUSION AND FUTURE WORK

This paper proposed an alternative way to map process
memory spaces into a single virtual address space in a node.
The technique, which is named partitioned virtual address
space (PVAS), was evaluated using the ping-pong micro
benchmark program along with the NPB CG and NPB IS
benchmark programs rewritten with the XcalableMP PGAS
language. Analyses of the results of those evaluations showed
that while conventional intra-node communication can provide
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the same performance as PVAS when the PGAS array is
located in a shared memory region, when the PGAS array
is located outside a shared memory region, normal intra-
node messaging is required, and thus, performance degrades
severely.

We believe that our proposed PVAS model can provide
PGAS compilers with more freedom for producing compiled
code. The XcalableMP version of the PVAS implementation
is still quite preliminary, so we will continue to investigate
its effectiveness through collaboration with the XcalableMP
development team.

Currently, PVAS is implemented by modifying the Linux
kernel code. In the future, we plan to implement PVAS as
the Linux kernel module in order to enhance its portability.
Several added system calls for PVAS will need to be converted
to the ioctl command to the special device file. And the
evaluations of our PVAS model with the combination of inter-
node communication are left for future work.

ACKNOWLEDGMENT

This research was partially supported in part by the CREST
project of Japan Science and Technology Agency (JST), which
is an independent public body of the Ministry of Education,
Culture, Sports, Science and Technology (MEXT). We would
like to extend our thanks to Prof. Sato and Dr. Nakao of the
High Performance Computing System Laboratory of Tsukuba
University who gave us the opportunity to use an XcalableMP
system and provided us with many useful comments.

REFERENCES

[1] Kitten Lightwaight Kernel. https://software.sandia.gov/trac/kitten.

[2] Many Integrated Core (MIC) Architecture - Advanced.
http://www.intel.com/content/www/us/en/architecture-and-technology/
many-integrated-core/intel-many-integrated-core-architecture.html.

[3] Open Catamount. http://www.cs.sandia.gov/∼rbbrigh/OpenCatamount/.
[4] The UPC Language. http://upc.lbl.gov/.
[5] . XPMEM Cross-Process Memory Mapping. http://code.google.com/p/

xpmem/.
[6] Berkeley Lab. GASNet. http://gasnet.cs.berkeley.edu/.
[7] Ron Brightwell and Kevin Pedretti. An Intra-Node Implementation of

OpenSHMEM Using Virtual Address Space Mapping. In PGAS 2011:
Fifth Conference on Partitioned Global Address Space Programming
Models, PGAS ’11, 2011.

[8] Ron Brightwell, Kevin Pedretti, and Trammell Hudson. SMARTMAP:
operating system support for efficient data sharing among processes on a
multi-core processor. In Proceedings of the 2008 ACM/IEEE conference
on Supercomputing, SC ’08, pages 25:1–25:12, Piscataway, NJ, USA,
2008. IEEE Press.

[9] Heiser Gernot, Elphinstone Kevin, Russell Stephen, and Vochteloo
Jerry. Mungi: A distributed single address-space operating system. In
Technical Report UNSW-CSE-TR-9314, School of Computer Science and
Engineering, November 1993.

[10] Mike Giles. Runners and Riders in GPU Steeplechase. Technical report,
Oxford University Mathematical Institute Oxford e-Research Centre,
2010. NAG Technical Forum.

[11] Chase J., Levy H., Lazowska E., and Baker-Harvey M. Opal: A Single
Address Space System for 64-Bit Architectures. In In Proc. IEEE
Workshop on Workstation Operating Systems, April 1992.

[12] Lee Jinpil and Sato Mitsuhisa. Implementation and Performance Evalua-
tion of XcalableMP: A Parallel Programming Language for Distributed
Memory Systems. In The 39th international Conference on Parallel
Processing Workshops, ICPPW10, 2010.

[13] Ebcioglu Kemal, Saraswat Vijay, and Sarkar Vivek. X10: Programming
for hierarchical parallelism and non-uniform data access. In Interna-
tional Workshop on Language Runtimes, OOPSLA, 2004.

[14] Nakao Masahiro, MinhTuan Tran, Lee Jinpil, Boku Taisuke, and Sato
Mitsuhisa. Implementation and Performance Evaluation of Coarray
Function in XcalableM. In Symposium on Advanced Computing Systems
and Infrastructures, volume 2012, pages 289–297, may 2012.
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