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Abstract—In the last decade, PGAS languages have gained
increased visibility in the HPC community. With this paper, we
contribute to the discussion of comparing PGAS languages, which
so far has not received much attention.

The focus of this paper is twofold: In the first part we study
how Chapel—as a modern PGAS language—competes against
non-PGAS parallel programming models (Java Concurrency,
OpenMP, MPI, CUDA, PATUS) in an educational setting, both
in terms of productivity and performance. The second part
compares implementation and optimization aspects of three
PGAS languages (Chapel, UPC, Co-Array Fortran) to reach
the performance level of classical approaches. For this purpose,
we chose an application which is a recurring motif in scientific
computing: a stencil computation.

I. INTRODUCTION

Because current supercomputers are constellations with
symmetric multiprocessor nodes that are coupled by high-
speed interconnects, "hybrid" parallel programs combining
OpenMP and MPI are widespread. From the programmer’s
point of view, this is rather complicated and the resulting
software productivity is not at all comparable with corre-
sponding practice of commercial software. To overcome these
deficiencies, other software approaches are currently explored:

• New general-purpose languages which introduce high-
level constructs for dealing with parallelism, e.g., PGAS
languages.

• Domain-specific languages that offer problem-oriented
support.

• Libraries of high-level software patterns and application
kernels.

In order to analyze the status of these innovative approaches
and compare them to standard programming models, we
introduce an experiment in HPC software development—both
in terms of productivity and performance. We use the class of
stencil applications (also called structured-grid applications)
in order to compare solutions for the programming models
listed in section III. We conducted a classroom experiment,
in which the students of our HPC course at the University of
Basel were asked to implement the stencil in six different pro-
gramming models and share their experiences by filling out a
questionnaire, from which we derived coding and performance
productivity metrics.

The paper is structured as follows: Section II describes
the mathematical problem we want to solve using the par-

allel programming models and languages, which are briefly
introduced in section III. This section also shows snippets of
actual code, highlighting language concepts with respect to the
chosen programming problem. In section IV we describe the
classroom experiment and discuss our findings. We extend the
experiment in section V to performance studies of a sequence
of Chapel implementations and PGAS languages which were
not discussed in the course.

A preliminary version of this paper appeared in PARS-
Mitteilungen [2]. The present paper is both an update (integra-
tion of new experimental data) and extension (Chapel, UPC,
and Co-Array Fortran parts).

II. PROBLEM DESCRIPTION

In this paper, we use the classical wave equation

∂2u

∂t2
− c2∇2u = 0 in Ω := [−1, 1]3

as a model problem. For simplicity, we impose Dirichlet
boundary conditions,

u ≡ 0 on ∂Ω,

and set the initial condition to be

u(x, y, z, 0) = sin(2πx) sin(2πy) sin(2πz).

We solve the PDE with an explicit finite difference method
both in space and time. For the discretization in time we use
a second-order leap frog scheme with time step ∆t. For the
discretization in space, we choose a fourth-order discretization
of the Laplacian on the structured uniform grid Ωh with step
size h:
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is the actual spatial finite difference stencil. Figure 1 shows
a visual representation. The symbol ∇2

h denotes the discrete
version of the Laplacian.



Fig. 1. The structure of the stencil used in this paper to solve the classical
wave equation using the finite difference method. The value of a grid point
at time t+ 1 depends on grid point values at times t and t− 1.

The pseudo-code for the sequential algorithm is described
in Algorithm 1. It implements a Jacobi iteration that does tmax
time steps. Rather than using one grid for each time step as
suggested in the formula above, it uses 3 grids: u− holds the
values of the previous time step t− 1, u0 holds the values of
the current time step t, and u+ (time step t+ 1) receives the
values of the computations depending on u− and u0 (line 5).
u+ is also the output of the computation, assuming that we
are only interested in the grid values after completing the last
time step.

Algorithm 1 Pseudo-code for the iterative stencil computation
Require: Arrays u−, u0; Stencil operator ∇2

h

Ensure: Array u+

1: for t← 1 . . . tmax do . Iterate over the time domain
2: . Iterate over the discrete domain, the index set Ωh

3: for (i, j, k) ∈ Ωh do
4: . Compute the next time step at (i, j, k)

5: u+ijk ← 2u0ijk − u
−
ijk + ∆t2c2∇2

hu
0
ijk

6: end for
7: u− ← u0; u0 ← u+ . Rotate arrays (copy semantics)
8: end for

III. PROGRAMMING MODELS INVESTIGATED

For the classroom experiment, six programming models
were chosen, which were components in a course on high
performance computing (HPC CS311 University of Basel).

As Java is the programming language taught in the in-
troductory courses, its concurrent programming libraries and
paradigms were used as an introduction to parallel program-
ming. Chapel is a relatively new programming language be-
longing to the PGAS family with interesting features. It was
taught in our course for the first time in 2011. As de facto
standards for parallel programming on shared- and distributed-
memory machines, OpenMP and MPI are covered. A brief
sidetrack on novel microarchitectures, specifically on graphics
processing units (GPUs), is included in the course; thus we
also include NVIDIA’s CUDA. PATUS is one of our own
research projects [3].

In this paper, we additionally cover two “older” member
of the PGAS family, namely, UPC and Co-Array Fortran, as

UPC has been taught in previous HPC courses as a parallel
language, and Co-Array Fortran has been adopted as a standard
PGAS Fortran extension.

This section gives a brief overview of the languages and
programming models, highlighting specific features which
have relevance for our mini-PDE solver. If applicable, we
also demonstrate the concrete use of these features in small
code excerpts. Note that the codes shown in this section are
basic implementations rather than versions which have been
optimized for performance.

In the code examples shown throughout the paper, the
variables u_m1, u_0, and u_1 are the pointers to the grids upon
which the stencil operates and correspond to u−, u0, and u+

in Algorithm 1, respectively. Also, we will always use x_max,
y_max, and z_max to denote the size of the grids (including
the halo region) in the respective directions.

A. Java Concurrency

As of Java Platform SE 5, the Java Concurrency framework
is part of the JDK and provides access to higher level ab-
stractions of parallel programming including thread scheduling
mechanisms, interfaces for asynchronous execution (Future,
Delayed), synchronization constructs (barriers, semaphores,
locks), and concurrent data structures [7]. These are not
intuitive for novice parallel programmers: For instance, the
code example below shows that to synchronize, we need
to invoke the get method of each of the Future instances
returned on submission of a concurrent task.

The Java Concurrency package has been designed for
task-level parallelism. For applications with a focus on data
parallelism—such as the one chosen for this experiment—
the domain decomposition has to be done manually, and the
subdomains have to be explicitly assigned to a task (in the
example code below, we subdivide the domain along the z-
direction). Furthermore, Java requires tasks to be encapsulated
as classes, which makes the code even more verbose1:

class Calculator implements Runnable {
private int m_nStart; private int m_nEnd;
public Calculator(int nStart , int nEnd) {

m_nStart = nStart; m_nEnd = nEnd;
}
@Override public void run() {

for (int k = m_nStart; k < m_nEnd; k++)
for (int j = 2; j < y_max - 2; j++)

for (int i = 2; i < x_max - 2; i++)
u_1[k][j][i]=2* u_0[k][j][i]-u_m1[k][j][i]+...

}
}

public static void main (String [] args) {
final int nNumThreads =

Runtime.getRuntime (). availableProcessors ();
final ExecutorService executor =

Executors.newFixedThreadPool(nNumThreads );
final int nPlanesPerThread = (z_max -4) / nNumThreads;

for (int t = 0; t < t_max; t++) {
List <Future <?>> listFutures = new ArrayList <>();
// submit parallel tasks
for (int i = 0; i < nNumThreads; i++)

1Lambda expressions/closures could mitigate this, but while these language
features were originally planned to be added in Java 7, their implementation
has been postponed to a future version of Java.



listFutures.add(executor.submit(new Calculator(
i*nPlanesPerThread +2, (i+1)* nPlanesPerThread +2)));

for (Future <?> future : listFutures) { // synchronize
try { future.get (); } catch ... }

float [][][] tmp = u_m1; u_m1 = u_0; u_0 = u_1; u_1 = tmp;
}
executor.shutdown ();

}

B. Chapel

Chapel is a programming language under development at
Cray Inc. as part of the DARPA High Productivity Computing
Systems program to improve the productivity of parallel
programmers [4]. Chapel is influenced by earlier language
specifications such as:

• data parallelism, index sets, and distributed arrays from
ZPL and High Performance Fortran

• task parallelism and synchronization from Cray MTA
C/Fortran

• object orientation from Java
• the module concept from Modula-2
• generic programming/templates from C++
Chapel supports a global-view programming model both for

control and data structures, which makes it very attractive for
programming stencil applications. Evidence for this is given
in section V-A, in which a number of Chapel implementation
variants are shown and discussed.

C. OpenMP

OpenMP has become the de facto standard for shared
memory parallelization. Its strengths are the relative ease with
which both work-sharing constructs and task-level parallelism
can be created by inserting #pragma directives in the original
sequential source code [13]. Thus, like Chapel, OpenMP
proposes a global-view programming style. In our case, a
simple domain decomposition can be achieved by simply
making use of the work-sharing construct as the listing below
demonstrates.

#define IDX(x,y,z) ((x)+x_max *((y)+y_max*(z)))
for (t = 0; t < t_max; t++) {
#pragma omp parallel for private(x,y,z)

for (z = 2; z < z_max -2; z++)
for (y = 2; y < y_max -2; y++)

for (x = 2; x < x_max -2; x++)
u_1[IDX(x,y,z)]=2* u_0[IDX(x,y,z)]-u_m1[IDX(x,y,z)]...

float* tmp = u_m1; u_m1 = u_0; u_0 = u_1; u_1 = tmp;
}

As all the threads have a global view of the memory, no
additional constructs are needed to handle the halo regions
on domain boundaries, and also no explicit synchronization is
needed since the OpenMP pragma synchronizes implicitly.

D. MPI

MPI [13] is the most prevalent programming paradigm
for distributed-memory architectures. It has become the de
facto standard for these types of architectures. MPI codes
are typically written in the “single program, multiple data”
(SPMD) style; thus, an MPI code runs as many program
instances simultaneously as there are hardware resources.

Parallelism is expressed at a rather coarse-grained program
granularity. Communication and synchronization are done by
calls to the MPI library.

As a paradigm for explicit distributed-memory program-
ming, MPI adds the difficulties of having to decompose the
computation domain manually and communicate the updated
artificial boundaries between subdomains explicitly. Further
performance considerations such as overlapping computation
and communication using asynchronous MPI constructs, sig-
nificantly add to the challenge. We do not print the MPI source
code here due to the paper’s space restrictions, but suffice it to
say that a simple MPI version can be implemented by dividing
the three-dimensional block of data along the z-direction
and assigning each process one of the blocks, allowing each
process its own halo regions, which have to be exchanged in
each time step (e.g., by using MPI_Send/MPI_Recv pairs).

E. Unified Parallel C

UPC [5] is a small language extension of ISO C to ex-
press parallelism in a partitioned global address space fashion
for SPMD-style parallel programming. Variables which are
declared as “shared” are living in the shared space and are
accessible to all UPC threads. Thus, one-sided read and write
operations are permitted, and no message passing is required
to exchange nonlocal data. However, shared data actually have
“affinity” across threads, and the access speed depends on
the ownership of the data. All other data are considered to
be private and are only visible to the owner thread. Syn-
chronization mechanisms must be invoked explicitly. Further
interesting features are the extension of the classical C “for”
loop to the “upc_forall” loop which adds an affinity field to the
parameter list, and the enrichment of C pointers with shared
pointer semantics. Some concrete code examples will be given
in section V-B.

F. Co-Array Fortran (CAF)

CAF is the PGAS extension of Fortran95 [10]. Shared
arrays are marked with the so-called codimension (denoted by
square brackets in contrast to regular Fortran array accesses),
which contains information about the data distribution. For
instance, real :: B(n, m)[*] declares a shared coarray B
that is local to each process (“image”). Assuming image p
requires shared data of image p + 1, image p can access the
data via B(:,:)[p+1]. Since each image runs independently
from the other images (similarly to MPI programs), explicit
synchronization constructs have to be used, e.g., by using sync
all. A concrete code example will be given in section V-C.

G. PATUS

PATUS, which stands for Parallel Auto-Tuned Stencils,
is a code generation and auto-tuning software for stencil
computations [3]. It automatically generates optimized codes;
the optimizations can include cache optimizations (cache
blocking), loop unrolling, and explicit vectorization, and it
can generate inline assembly code for compact SSE or AVX
code generation. Futhermore, the auto-tuning methodology



is used as an approach to determine implementation-specific
parameters such as cache block sizes, so that the performance
on the given hardware architecture is maximized. Currently,
backends for shared-memory CPU systems (using OpenMP
for parallelization) and for CUDA-programmable GPUs have
been implemented, but the framework has been designed such
that more hardware architectures can be added modularly. The
following listing shows the stencil specification, which defines
the pointwise stencil calculation in a small C-like domain-
specific language, and is the main input for PATUS:

stencil wave {
domainsize = (2 .. x_max -3, 2 .. y_max -3, 2 .. z_max -3);
operation (float grid u, float param dt_dx_sq) {

u[x,y,z;t+1] = 2*u[x,y,z;t] - u[x,y,z;t-1] + dt_dx_sq *(
-15/2* u[x,y,z;t] -
1/12 *(u[x-2,y,z;t]+u[x,y-2,z;t]+u[x,y,z-2;t]+...) +
4/3 *(u[x-1,y,z;t]+u[x,y-1,z;t]+u[x,y,z-1;t]+...));

}
}

H. CUDA

CUDA, the Compute Unified Device Architecture, is
NVIDIA’s GPU architecture introduced with the G80 series
of their GeForce GPUs in the fall of 2006. The GeForce
8800 was the first CUDA-programmable GPU. Parallel to the
hardware, NVIDIA developed C for CUDA [11], the general-
purpose language used to program their CUDA GPUs. CUDA
C is a slight extension of C/C++. In particular, there are new
specifiers identifying a kernel, the program portion which is
executed on the GPU. Like MPI, the CUDA programming
model follows the SPMD model; each logical thread executes
the same kernel, and a kernel therefore is a thread-specific
program (the function with the __global__ specifier in the
code below) in which special built-in variables (threadIdx,
blockIdx, blockDim) have to be used to identify a thread and
the portion of the data the thread is supposed to operate on:

__global__ void compute(float* u_m1 ,float* u_0 ,float* u_1) {
int x = blockIdx.x * blockDim.x + threadIdx.x;
int y = blockIdx.y * blockDim.y + threadIdx.y;
int z = blockIdx.z * blockDim.z + threadIdx.z;
u_1[IDX(x,y,z)] = 2 * u_0[IDX(x,y,z)] + ...

}
void main() {

for (int t = 0; t < t_max; t++) {
compute <<<blocks , threads >>>(u_m1 , u_0 , u_1);
cudaThreadSynchronize ();

}
}

In this CUDA implementation each CUDA thread updates
a single grid point, which is a common thing to do in CUDA
programming, although usually considerably more sophistica-
tion is needed to achieve optimal performance.

IV. EXPERIMENT SETTINGS AND RESULTS

A. Test Environment

In order to compare the individual solutions, we specified
a common test environment right from the beginning:

• Hardware Architecture: CPU and a GPU systems:
– A four-socket quad-core Intel Xeon E7420 (“Dun-

nington”) system. The CPUs run at 2.13 GHz, have

TABLE I
PROGRAMMING ENVIRONMENTS USED BY THE STUDENTS

Language Compiler Optimization Flags

Java Oracle Java v1.7.0_03 N/A
Chapel Cray Chapel v1.4.0 --fast --no-checks -O

C/C++ GNU C compiler -O3 -fgcse-sm -funroll-loops

(OpenMP, MPI) gcc v4.1.2 -funroll-all-loops

MPI Intel MPI v4.0 N/A
UPC BUPC v2.14.2 -network=smp -opt -pthreads

CAF G95 v0.93 -O3 -funroll-loops

CUDA NVIDIA CUDA 4.2 -O3

32 KiB of L1 data cache, a 3 MiB unified L2 cache,
which is shared among 2 cores, and an 8 MiB L3
cache, which is shared among 4 cores. The system
is equipped with 128 GiB of DRAM. The DRAM
bandwidth was measured to be 8.3 GB/s using the
STREAM Triad benchmark [9].

– An NVIDIA Tesla C2050 GPU of the “Fermi”
generation. The GPU has 448 streaming processors
clocked at 1.15 GHz. The graphics card is equipped
with 768 KiB of L2 cache and 3 GiB of GDDR5
memory. The device was used with ECC turned
on, in which case a bandwidth of 84.5 GB/s was
measured using NVIDIA’s bandwidth test.

• Stencil computation: 2003 grid points, 100 time steps.
The update calculation of each grid point consists of 19
Flops. The total compute load is 15.2 GFlop.

• Measurement: Run time of the stencil kernel computation.
• Speedup analysis: Absolute speedup, i.e., comparison

with the original sequential code.
The programming environment settings are summarized in

Table I. Both OpenMP and MPI programs were compiled with
the GNU C compiler, as was the code generated by PATUS.
The same compiler was also used internally by Chapel.

B. Questionnaire and Results

The students had to solve the stencil problem for all
programming models introduced and they were asked to report
both on the efficiency of the solution and their experience
regarding programming ease and productivity. In order to
gather data, a questionnaire was used, in which the students
were asked to provide information about time spent on par-
allelization, and the number of code lines in the sequential
and the parallel version, a judgment whether they found
implementing in the particular programming model to be easy,
medium, or hard, and a description of the source and kinds of
errors they made during implementation.

The average values of the data handed in (15 student reports)
can be found in Table II, while Figure 2 gives a graphical
representation including minimum and maximum values.

The table values should be read as follows:
• Working hours: The number of hours the team worked

to write/parallelize the code and arrive at a working
implementation.



TABLE II
DATA COLLECTED FROM QUESTIONNAIRES (AVERAGE VALUES)

Programming Model Working Hours Parallel Overhead Best Performance [GFlop/s] Lines of Code Learning Curve [1=̂easy, 3=̂hard]

Java 5.14 35% 5.98 267 2.4
Chapel 4.83 0% 3.23 120 1.8
OpenMP 2.58 4% 6.66 197 2.0
MPI 18.00 32% 6.06 296 3.0
PATUS 2.60 N/A 7.72 22 1.5
CUDA 8.50 N/A 35.70 183 2.25
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Fig. 2. Coding characteristics for the programming models evaluated. The bars shaded in gray visualize the average numbers, the overlaid black bars show
the minimum and maximum values. The values are normalized such that the maximum of the average values is mapped to 1.

• Lines of code: The number of lines of the parallel
implementation.

• Parallelism overhead: The percentage of lines that needed
to be added for the parallelization compared to the
sequential baseline code:

(#Linespar −#Linesseq)/#Linesseq.

• Performance: The performance in GFlop/s when using 16
threads (or the one GPU).

• Learning curve: A value between 1 and 3, 1 meaning
“easy” and 3 meaning “hard.”

The parallelism overhead for the OpenMP and MPI imple-
mentations are based on a sequential C code. Parallelizing the
problem in Chapel was done trivially by all the students by
changing a “for” loop into a parallel “forall” loop. For both
CUDA and PATUS there is no sequential baseline, since CUDA
programs are inherently parallel and PATUS automatically
generates parallel code.

C. Performance Discussion

The students were asked to optimize their code for per-
formance, and as an incentive for investing time into manual
code optimization, the students turning in the codes delivering
the best and second best performance were honored with extra
credits. Nevertheless we want to point out that the performance

results presented in this section are purely based on the efforts
of the students; the figures might not show the performance
numbers of optimally tuned codes.

Figure 3 shows the scaling and performance numbers (for
1 to 16 threads/processes) on the CPU system obtained by the
students. The minor horizontal axis corresponds to the number
of threads/processes used; the major horizontal axis shows the
programming models. The bars shaded in gray visualize the
average performance numbers in GFlop/s for single precision
calculations. The overlaid black bars show the minimum and
maximum performance numbers which were reached.

The GPU performance result is not shown, since no scala-
bility benchmarks were done on the GPU system. The average
performance reached on the GPU system was 30.8 GFlop/s.
(A highly optimized code performs at around 100 GFlop/s on
this machine.)

Remarkably, the graph conveys that performance-wise all
programming models are on a par (except for Chapel, but we
will show in section V-A that even in Chapel this performance
can be reached), as the best student implementations achieve a
performance between 6 and 7 GFlop/s with 8 and 16 threads.
(The cutoff at around 7 GFlop/s is due to the limited memory
bandwidth available on the system.) In particular we want
to point out that the Java performance is on par with the
performance of the other models, even for low thread counts,
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Fig. 3. Performance results obtained by the students. The bars shaded in gray visualize the average numbers, the overlaid black bars show the minimum
and maximum values. Only performance numbers for the CPU system are shown.

which might be contrary to the current general conception of
Java within the HPC world.

The Chapel result suggests that more effort has to be spent
on code optimization, but that due to its intended higher level
of abstraction it might not be evident how it can be done.
Indeed, the students commented on this fact by stating that
the optimization techniques they used for other programming
models did not yield comparable results in Chapel.

On the other hand, the average performance numbers for
the Java, Chapel, and MPI implementations are roughly the
same, whereas the all of the students achieved significantly
better results with OpenMP and PATUS. In the case of PATUS
the reason is evident, since all the optimizations are done
under the hood. One of the reasons for the considerably higher
performance numbers on low thread counts when using PATUS
(around 3× when using 1 thread) is the explicit vectorization
of the code, i.e., PATUS generates a code which explicitly uses
SSE intrinsics, whereas the students did not exploit this data
level parallelization manually, but relied on the compiler to do
so. As the incremental parallelization approach of OpenMP
allows one to parallelize programs with a few lines of code,
we can conclude that multiple variants can be tried out quickly
and hence the program is easier to optimize.

The increasing spread in the Java and MPI performance
attests that parallel Java programming and the use of MPI to
create scalable programs can be tricky. The programmer needs
to have some understanding of the hardware architecture;
merely knowing the parallel constructs is not sufficient for
a successful parallelization.

The reasons for the slowdown when increasing the thread
count are manifold; they include the potential pitfalls of paral-
lel programming: wrong parallelism granularity (choosing the
wrong loops for parallelization), false sharing (multiple threads
write to the same cache line), unneeded synchronization and

inefficient use of atomic constructs, and NUMA effects (data
needs to be transferred from foreign memories).

The students also realized that their code optimizations were
dependent on the hardware architecture: optimizations, which
gave a performance boost on their development laptops, did
not necessarily show a beneficial effect on the target machine.

D. Productivity Discussion

It has often been claimed that HPC software development
needs to be more productive. While the discussion usually is
qualitative only (e.g., HPC language design issues), some re-
searchers have worked on quantitative measures [6], [8], [14].
The figures reported from our experiment do not allow fine-
grain analysis (e.g., we do not know the portions of learning
time and development time). In the following, we therefore
define two coarse measures for HPC software productivity:

Coding Productivity =
Lines of Code
Working Hours

, (1)

Performance Productivity =
Performance Achieved

Working Hours
. (2)

Figure 4 shows our findings. Regarding Coding Productivity
(left part of the figure), Java and OpenMP are roughly on
par. More code has to be written for Java, but students are
experienced in Java programming and can write code quickly,
whereas for OpenMP fewer directives had to be placed, but
careful thinking was necessary.

The ranking in Performance Productivity (right part of
the figure) is more interesting. CUDA is the overall winner
(comparing the averages), which is clear, since another type
of hardware was used on which much higher performance
can be achieved and, although the CUDA programming model
requires rethinking the parallelization approach, it is not too
difficult to come up with a reasonable, working solution.
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Fig. 4. Productivity metrics for the programming models evaluated. The bars
shaded in gray visualize the average numbers, the overlaid black bars show
the minimum and maximum values. The values are normalized such that the
maximum of the average values are mapped to 1. The numbers in the bars
are the absolute code lines-per-hour averages.

The runner-up is PATUS, which is also obvious, since it
is a tool targeted at stencil applications: few lines of code
have to be written (only the stencil specification), and PATUS
optimizes the code for the user automatically. OpenMP follows
immediately. From Table II we can see, that the students spent
about an equal amount of time for both the OpenMP and the
PATUS implementation, as for PATUS, they first had to learn
the PATUS DSL. Java and Chapel are on the same level—after
a large gap. On average, the students spent the same amount
of time for the implementations, and the average performance
outcome was equal as well. We assume that Java Concurrency
is still not well known, and use is far from trivial and requires
a verbose coding style. In the case of Chapel, the students
again had to struggle with the new syntax. MPI comes last:
navigating the overwhelming size of the MPI specification and
writing a correct MPI program requires a great effort.

V. POST-CLASSROOM PGAS EXPERIMENT EXTENSIONS

The classroom data delivered by the students show that
the PGAS representative Chapel can compete with other
approaches. The two exceptions are CUDA and PATUS. But
CUDA is running on another architecture type (GPU) and
PATUS is domain-specific.

In order to get more insight into the state-of-the art of PGAS
development we have been extending our studies with Chapel,
UPC, and Co-Array Fortran experiments. Studies as to how
X10 behaves are under development.

0

1

2

3

4

5

6

7

1 2 4 8 16 1 2 4 8 16 1 2 4 8 16

Chapel UPC CAF

S
in

g
le

 P
re

ci
si

o
n
 G

F
lo

p
/
s 

Performances of PGAS Languages 

 Basic ,  Improved

Fig. 5. Comparison of the performance of the three PGAS languages Chapel,
UPC, and Co-Array Fortran

A. Chapel Implementation Variants

The Chapel language offers a broad variety of possibilities
to express stencil computations. In this section, we describe a
few variants, which have in part been suggested by Barrett et
al. [1], and report on the performance of the implementations
on the selected machine.

1) Domain shifting: In Chapel, “domains” are special types
which act as index sets for arrays. In the following code
snippet, we define a domain Inner, which indexes all the inner
grid points, on which the computation is carried out. Using the
translate operator, we can shift the indices so as to reference
all (x− 1, y, z) points (Left1), (x+ 1, y, z) points (Right1),
etc. The grids u_m1, u_0, u_1 are declared as data fields over
the index set Domain. Using this domain construct, the stencil
evaluation over the entire grid can be expressed very elegantly
and concisely—essentially in a single line of code:

const
Domain = [ 0..x_max -1, 0..y_max -1, 0..z_max -1 ],
Inner = Domain.expand(-2),
Left1 = Inner.translate(-1, 0, 0),
Right1 = Inner.translate(1, 0, 0), ...

var u_m1 , u_0 , u_1: [ Domain ] real (32);
for t in 1 .. t_max {

u_1[Inner] = c1 * u_0[Inner] - u_m1[Inner] +
dt_dx_sq * (

c2 * u_0[Inner] +
c3 * (u_0[Left1] + u_0[Right1] + u_0[Back1] + ...) -
c4 * (u_0[Left2] + u_0[Right2] + u_0[Back2] + ...));

u_m1 = u_0; u_0 = u_1;
}

Unfortunately, the elegance comes at a high price: the
performance of such a code, as can be seen in Figure 6, is
nowhere near the optimal performance with the current version
of the Chapel compiler. The reason for the poor performance
lies in the way expressions containing nontrivial index sets are
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Fig. 6. Performance comparison of various Chapel implementation variants

handled internally.
2) Triply nested “for” loops: Of course, Chapel also sup-

ports doing the stencil computation the “old-fashioned way”
using a triply nested for loop:
for t in 1 .. t_max {

forall z in 2 .. z_max -3 do
for y in 2 .. y_max -3 do

for x in 2 .. x_max -3 do
u_1(x,y,z) = c1 * u_0(x,y,z) - u_m1(x,y,z) +

dt_dx_sq * (c2 * u_0(x,y,z) +
c3 * (u_0(x+1,y,z) + u_0(x-1,y,z) + ...));

u_m1 = u_0; u_0 = u_1;
}

For the iteration over the z range, we used a “forall” loop
(instead of a simple “for”), as “forall” loops are parallel in
Chapel. Thus, the code is parallelized along the z-dimension,
similarly to an OpenMP parallelization, when the outermost
loop is annotated with an “omp parallel for” pragma. Interest-
ingly, the performance of the nested loop code is severely
hampered, which suggests that loop structures have to be
evaluated carefully when porting legacy code to Chapel.

3) Domain maps: In Chapel, domain maps control how
data is distributed across nodes and how the data are laid out in
memory, and thus are essential when running Chapel programs
in a distributed environment. Using a domain map, and thus
altering the data affinity, is a matter of simply altering the
domain declaration by adding a “dmapped” clause. Any other
code can remain unchanged. Thus, domain maps in Chapel
are a powerful instrument for transparently adding further
potential optimizations to the code, such as optimizing cache
usage, as domain maps can control how an array of data is
traversed.
const

Domain: domain (3) dmapped Block (
boundingBox = [0.. x_max -1,0..y_max -1,0..z_max -1]) =
[ 0..x_max -1, 0..y_max -1, 0..z_max -1 ],

Inner: domain (3) dmapped Block (
boundingBox = [0.. x_max -1,0..y_max -1,0..z_max -1]) =
Domain.expand (-2);

The domain declarations shown in the listing above cause
any arrays declared over the domains Inner and Domain to
be distributed in a blockwise fashion. The computation itself
was done in a “forall” loop (see below).

Unfortunately, at this point, due to their high internal
implementation overhead, domain maps in Chapel still incur
a severe performance penalty.

4) “forall” loop: In Chapel, “forall” loops can not only
iterate over one-dimensional ranges but, in fact, over arbitrary-
dimensional domains. Hence, we could rewrite the stencil
sweep with a single “forall” loop:
for t in 1 .. t_max {

forall (x,y,z) in Inner do
u_1(x,y,z) = c1 * u_0(x,y,z) - u_m1(x,y,z) + ...

u_m1 = u_0; u_0 = u_1;
}

In fact, this is the preferred way to iterate over domains in
Chapel, provided that all the loop iterations can be performed
mutually independently. This is also highlighted by the fact
that we observe a significant improvement in performance
with respect to the version discussed previously. From a
programmability point of view, this variant is also rather
elegant, as the “for” loop can be seen as a immediate verbal
rendition of the mathematical expression “∀(x, y, z) ∈ Ω :

u
(1)
x,y,z = c1 ·u(0)x,y,z −u(−1)

x,y,z + . . . ” of the stencil computation.
5) 4-D grid: Using one four-dimensional grid instead of

three three-dimensional ones addresses the concern that the
intended swapping of grids in each time step after completing
the computation is in fact a data copy operation. Using an
additional index reflecting the current time step removes the
cost of copying at the expense of additional indexing.
const

Inner = [ 1..x_max , 1..y_max , 1..z_max , 0..2 ],
Domain = DomainInner.expand (2, 2, 2, 0);

var u: [ Domain ] real (32);
for t in 1 .. t_max {

forall (x,y,z) in Inner do



u(x,y,z,t_1) = c1 * u(x,y,z,t_0) - u(x,y,z,t_m1) + ...
t_1 += 1; if (t_1 > 2) then t_1 -= 3; // etc. (t_0 , t_m1)

}

However, the performance results show that removing copy-
ing does not increase performance, except when 16 threads
are used and the code performance is limited by the memory
bandwidth when copying is done.

6) “forall” loop with unrolling: Another way to get rid of
the data copying and, in fact, also of the additional indexing,
is loop unrolling. The idea is to replicate the spatial sweep
code and cyclically rename the grid variables:

for t in 1 .. t_max/3 {
forall (x,y,z) in Inner do

u_1(x,y,z) = c1 * u_0(x,y,z) - u_m1(x,y,z) + ...
forall (x,y,z) in Inner do

u_m1(x,y,z) = c1 * u_1(x,y,z) - u_0(x,y,z) + ...
forall (x,y,z) in Inner do

u_0(x,y,z) = c1 * u_m1(x,y,z) - u_1(x,y,z) + ...
}

As the performance plot shows, this variant achieves the best
performance among the Chapel implementations. It is largely
on a par with the other programming languages, albeit it comes
at a not very elegant increase of code. But still, the coding
effort is significantly less and less error-prone than a UPC or
Co-Array Fortran code due to Chapel’s global-view approach.

7) Reduction-based stencil codes: The notions of subdo-
mains, reductions, and comprehensions in Chapel furthermore
allow the programmer to easily write generic stencil codes, and
formulate the stencil expression in a very compact fashion.

In the listing below, the shape of the stencil is defined as a
sparse subdomain of its bounding box, over which an array of
coefficients is defined; one for each of the points contributing
to the stencil expression. Then we could express the actual
stencil expression as a sum (in the code: + reduce) over all the
points j in the stencil shape (by means of the comprehension
[ j in Stencil ]) of the grid point at i in the Inner of the
compute domain, translated by j (u_0(i+j)) multiplied by the
corresponding coefficient (c(j)):

const Stencil: sparse subdomain ([-2..2, -2..2, -2..2]) = (
(0,0,0), (-2,0,0), (-1,0,0), (1,0,0), (2,0,0), ...);

var c: [ Stencil ] real (32);
c[(0, 0, 0)] = c1; c[(-1, 0, 0)] = c2; ...
for t in 1 .. t_max {

forall i in Inner do
u_1(i)=(+ reduce [j in Stencil] c(j)*u_0(i+j))-u_m1(i);

u_m1 = u_0; u_0 = u_1;
}

Unfortunately, as of now, such compact, generic constructs
in Chapel can totally destroy performance, which is why no
results for this variant were included in the performance plot
in Figure 6.

B. UPC Implementation Variants

Based on the implementation ideas for a two-dimensional
heat conduction problem described in [5], we designed two
variants (“UPC Basic”, “UPC Optimized”). The following
code snippets assume that x_max*y_max*z_max is divisible by
the number of threads, THREADS.

1) UPC Basic: All arrays containing the data upon which
the stencil operates are declared as “shared,” and are dis-
tributed equally among the UPC threads.
#define IDX(x,y,z) ((x)+x_max *((y)+y_max*(z)))

const int N = x_max * y_max * z_max;
shared [N/THREADS] float *u_m1;
shared [N/THREADS] float *u_1;
shared [N/THREADS] float *u_0;
shared [N/THREADS] float *tmp;
u_m1 = (shared [N/THREADS] float*)

upc_all_alloc (THREADS , (N/THREADS) * sizeof(float ));
...
for (t = 0; t < t_max; t++) {

upc_forall (z = 2; z < z_max -2; z++; &u_0[IDX(0,0,z)])
for (y = 2; y < y_max -2; y++)

for (x = 2; x < x_max -2; x++)
u_1[IDX(x,y,z)] = c1 * u_0[IDX(x,y,z)] -

u_m1[IDX(x,y,z)] + ...
upc_barrier;
tmp = u_m1; u_m1 = u_0; u_0 = u_1; u_1 = tmp;

}

The outer domain for-loop in the z-direction is replaced by
a “upc_forall” so only the thread which has the affinity to the
data does the computation.

2) UPC Optimized: As the performance obtained by the
above implementation was not satisfactory, further hand opti-
mization was needed. We split the domain into three parts: the
inner domain which can be computed locally, a bottom part
containing the last two local xy-planes, and, analogously, a
top part. The local part is computed by creating a classical C
pointer which points to the starting address of the respective
part of the shared data u_0. This lets the UPC compiler recog-
nize that the data are indeed local and that no communication
is required. The privatization of the data results in a large
performance gain.
float** local_ptr =(float **) malloc(local_size*sizeof(float *));
for (t = 0; t < t_max; t++) { i = 0;

// local pointer points to private -to-shared pointer u_0
for (z = first_z; z <= last_z; k++)

local_ptr[i++] = (float*) &u_0[IDX(0,0,z)];

// independent local computation without boundaries
for (local_z=startz +2; local_z <= endz -2; local_z ++)

for (y = 2; y < y_max -2; y++)
for (x = 2; x < x_max -2; x++)

u_1[IDX(x,y,local_z )]=c1*local_ptr[z][IDX(x,y ,0)]...
// private -to-shared pointer to access bottom boundary data
for (local_z=startz; local_z <= startz +1; local_z ++) {...}
// private -to-shared pointer to access top boundary data
for (local_z = endz -1; local_z <= endz; local_z ++) {...}
upc_barrier;
tmp = u_m1; u_m1 = u_0; u_0 = u_1; u_1 = tmp;

}

Definitely, more hand tuning can be done to obtain even
better performance, but we have demonstrated that hand tuning
unfortunately is still necessary for a competitive implementa-
tion (see Figure 5).

C. Co-Array Fortran Implementation

For the Co-Array Fortran implementation, we again split the
cube into horizontal slices for the sake of simplicity. The first
implementation, which we believe is true to the philosophy of
Co-Array Fortran, may access data of foreign images along
the z-axis while all the other accesses are local (and hence do
not require the co-dimensions [·]).



Note that in each image the entire cube is allocated, which
definitely is suboptimal. Since the language specification re-
quires that the data structure must have the same bounds on
all images, local conversions become necessary, which make
the code more complicated.

The performance of this version is shown in Fig. 5 when
compiled with the G95 compiler2. We can improve the perfor-
mance by splitting the z-loop into non-local and local parts,
i.e., such that only the first and last two iterations reference
data from foreign images. The performance gain is shown by
the “Improved” bars in Fig. 5.

real , dimension(:, :, :, :), allocatable :: u[:]
allocate (u(0:x_max -1, 0:y_max -1, 0:z_max -1, 0:2)[*])
do t = 1, t_max

do z = z_start , z_end
top1 = myid ! etc. for top2 , bot1 , bot2
if (z+1 > z_end .and. myid < num_imgs) top1 = myid+1
do y = 2, y_max -3

do x = 2, x_max -3
u(x,y,z,tt2) = c1*u(x,y,z,tt1) + ...

c2*(u(x+1,y,z,tt1) + u(x-1,y,z,tt1) + ...
... u(x,y,z+1,tt1)[top1] + u(x,y,z-1,tt1)[bot1]) +
... u(x,y,z+2,tt1)[top2] + u(x,y,z-2,tt1)[bot2] ...

end do
end do

end do
sync all
tt0 = mod(tt0+1, 3) ! ...and analogously for tt1 , tt2

end do

Copying data so that the computation can be done entirely
locally as shown in the following listing can further improve
the performance (white bars in Fig. 5). Since now all the
computation is local, we can easily adjust the data allocation
to only allocate the data which is actually needed. (This
optimization was particularly effective when using the Cray
compiler (not shown here)).

real , dimension(:, :, :, :), allocatable :: u[:]
allocate (u(0:x_max -1, 0:y_max -1, 0: num_pln+3, 0:2)[*])
do t = 1, t_max

u(:,:,0:1,tt1) = u(:,:,num_pln:num_pln+1,tt1)[myid -1]
u(:,:,num_pln +2: num_pln+3,tt1) = u(:,:,2:3,tt1)[myid +1]
do z = 2, num_pln + 1

... ! only local accesses here!
end do
sync all ! ... and rotate tt0 , tt1 , tt2

end do

VI. CONCLUSION AND FURTHER WORK

While HPC benchmarking over the years has evolved into
a sophisticated discipline, comparisons across different pro-
gramming models and languages have been neglected. Szafron
et al. [15] went in the right direction but the results are now
outdated. Recent studies for UPC can be found in [16], for
X10 in [12]. Our Run, Stencil, Run! experiment is an attempt
at newer results including comparisons. So far, it has been a
teaching experiment and we got initial results which encourage
us for further work in this direction.

2Although the current Intel compiler supports co-arrays, the performance
is disappointing as soon as co-arrays are used; it achieved only around 5% of
the performance of G95, which is actually based on an older version of GCC
(4.0.3). The compiler did not vectorize the code, which might explain the
slight performance gap. The current Cray compilers support co-arrays well,
but they were not available on the system.

Our classroom experiment indicates that Chapel is a viable
option in education as an introduction to parallel program-
ming: although the students had to learn a completely new lan-
guage, the productivity metrics and, surprisingly, the learning
curve, for Chapel were favorable compared to the traditional
languages and models. In terms of performance, the best
students’ results still lagged behind other implementations, but
it is remarkable that, on average, they are comparable to Java
and MPI. Our extended experiments with the PGAS languages
Chapel and UPC show that, performance-wise, they are on par
with other models, at least for the selected application. Yet, in
both cases, tricks were required to actually reach the desired
level of performance. In our experience, Chapel lived up to its
productivity promise, while producing correct code in UPC
and Co-Array Fortran was more time consuming and error-
prone.

In the future, we would like to extend our study to true
multinode measurements as well as other PGAS languages
such as X10.
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