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Abstract

The complexity and cost of managing large computational infrastructures are
constantly increasing. At the same time, large amounts of data are produced by
these systems, which are not currently used at full potential. Developments in
data-science are starting to provide a feasible platform for a change in paradigm
when it comes to log data analysis. The aim is to automate management and re-
pair through predictive models, as opposed to detection models used nowadays.
These will enable proactive management of large computational infrastructures
to minimise human interventions and increase system reliability. Machine learn-
ing methods, in particular, are proving to be very useful in devising such models.
This talk will present results of two studies in this direction.

The first is an analysis of a public Google dataset collected in a 12K-node
cluster with the goal of building and evaluating predictive models for node fail-
ures. We use BigQuery, the big data SQL platform from the Google Cloud suite,
to process massive amounts of data and generate a rich feature set characteris-
ing node state over time. We describe how an ensemble classifier can be built
out of many Random Forest classifiers each trained on these features, to predict
if nodes will fail in a future 24-hour window. Our evaluation reveals that if we
limit false positive rates to 5%, we can achieve true positive rates between 27%
and 88% with precision varying between 50% and 72%.

The second study analyses power consumption by jobs in Eurora, a hybrid
CPU-GPU-MIC system installed at CINECA. Using data from a dedicated mon-
itoring framework, we build a data-driven model of power consumption for each
user in the system and use it to predict the power requirements of future jobs.
We are able to achieve good prediction results for over 80% of the users in
the system. For the remaining users, we identify possible reasons why predic-
tion performance is not as good. A second modelling layer is added to predict
system-level power. Possible applications for our predictive modelling include
scheduling optimisation and power-aware billing.
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