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Abstract

This is a summary and short critique of the paper “On Finding Du-
plication and Near-Duplication in Large Software Systems” by Brenda S.
Baker.

Summary of paper

The paper present a tool called dup who’s purpose is to identify regions of code
that have been duplicated using a text editor. The author argues that code
duplication is generally unwanted, as, while it may speed up coding in the short
term, it probably will increase maintenance efforts in the long run.

dup searches for exact duplication and near-exact duplication code sections
in large software systems and produces as output useful information for reengi-
neering the code to eliminate duplicated code, as well as a calculation of how
much code is duplicated in the system, and how much code could be saved if
the duplication was eliminated.

The paper also presents some information about the algorithm and data
structures used to implement this approach. The author affirms that the per-
formance of the algorithm is very good, in practice in linear order of time to
the size of the input. The author compares the approach to other previous ap-
proaches and affirms that this is the first to produce good results and also good
performance. The author presents the p-suffix tree as the data structure used
by the algorithm.

Critique

Differently from other approaches to find code duplication, this one focuses
on findind exact or near-exact matches. This prevents the algorithm to find
duplicate code that has been evolved in different ways, say for the purpose of
dealing with hardware of platform variation. It will find only sections of code
that have been exactly copied from one place to another, or sections that have
been copied and variables’s or methods’ names have been changed.

This is interesting, as the propability of the duplication to be unwanted
should be high, and an abstraction should be easy to find, thus eliminating
the duplication without major difficulties or hindering code understanding. My
reasoning for this is that if two sections of code are identical, or near-identical, it
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is probably something that could easily be abstracted and eliminated. I reason
that the probability of being a duplicated section for the ’good’ purposes of
code cloning, for example forking, templating and customization[1] is small if
the code sections are near identical, but this is something that would have to
be verified.

It seems to me, that if my observation is correct, this tool could be very
useful in real world systems, as the difficulty of creating a procedure to abstract
the duplicate code should be relatively small, and should increase code main-
tainability. Even if the stakeholders decide not the eliminate the duplication,
the tool could be used to generate comments in the code, referring to other du-
plicated sections. This would virtually eliminate the major problem with code
duplication, that developers forget to apply changes to all the duplicate portions
of code, specially when they are unknown and hidden throughout the system.

A followup to this work, and also to the work presented in [1] would be to
check if the majority of the duplicate code sections found by dup should be
considered harmful in the long run. If the result of this survey shows that a
great majority of the duplicates are harmful and easily abstracted, dup could
be integrated in popular IDEs to identify and help eliminate code duplication.
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