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A number of authors, including myself, have defended the idea that knowledge is true 

belief grounded in intellectual virtue.  If we think of intellectual virtues as abilities (or 

powers) of the knower, then the claim is that knowledge is true belief grounded in 

intellectual ability.  This idea is closely related to another: that knowledge is creditable 

true belief.  The ideas are related because a special sort of credit is due for success 

through ability, and on the present account knowledge is a kind of success through 

ability. 

 This way of thinking about knowledge has several advantages.  First and foremost, it 

allows us to answer an age-old problem about the nature of knowledge.  Let us take for 

granted that epistemology is a normative discipline and that knowledge has a normative 

(or evaluative) dimension.  But what sort of normativity is involved in epistemic 

evaluations?  What is the nature of knowledge’s normative or evaluative dimension?  The 

present account answers that question by making knowledge an instance of a more 

general kind of phenomena—one with which we are intimately familiar.  Again, on the 

present account knowledge is a kind of success through ability, and as such inherits the 

various normative and evaluative properties associated with success through ability in 

general.   

 Most obviously, success through ability is success for which the agent deserves 

credit.  As such, knowledge attributions can be understood as credit attributions:  when 

we say that someone knows something, we credit them for getting it right.  When we 
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deny that someone knows something, we deny them credit for getting things right.  In one 

sort of case, we deny credit for success because there was no success— S’s belief is false.  

In other cases we deny credit because success was realized, but not through ability—S 

believes the truth but it was a lucky guess, or there was faulty reasoning.   More 

generally, and this is the present point, the sort of crediting and valuing associated with 

success through ability (or excellence, or virtue) is ubiquitous in human life.  It is 

instanced in the moral realm, the athletic, the artistic, and many more.  In virtually any 

arena where there is human excellence or ability, there is a normative practice that 

attaches to it.  The present account makes knowledge and epistemic evaluation another 

instance of that more general, familiar sort of normativity. 

 This advantage is closely related to others.  For one, it gives us a nice gloss on the 

idea that knowledge is incompatible with luck.  That idea seems right, but what does it 

amount to?  In what way is knowledge incompatible with luck? On the present account, 

we can say that knowledge is incompatible with luck in the same way that virtuous 

success in general is incompatible with luck.  That is, there is a sense of “luck” on which 

lucky success is precisely opposed to success through virtue or ability, as when Tiger 

Woods makes an excellent shot to put his ball on the green.  Oppose that to the case 

where a lesser player makes a poor shot, but it hits a tree and bounces on to the green.  

There is a clear and familiar sense in which the latter player’s success was lucky and 

Tiger’s success was not.  On the present account, we can say that knowledge is opposed 

to luck in just the same way:  in cases of knowledge, one achieves intellectual success 

(that is, one’s believes the truth) through ability.  And again, success through ability is, 

paradigmatically, opposed to success that is merely lucky. 
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 Finally, the present account gives us an elegant and principled answer to the value 

problem, or the problem of explaining why knowledge is more valuable than mere true 

belief.  We credit success through ability more than we credit mere lucky success.  But 

we also value success through ability more than we value mere lucky success.  In fact, 

there is a long tradition on which virtuous success, i.e. success though virtue or 

excellence, is identified as the highest human good: it is of intrinsic value itself, and it is 

constitutive of human flourishing.  As Aristotle says in the Nicomachean Ethics, “Human 

good turns out to be activity of soul exhibiting excellence.”  Of course, we don’t have to 

go all the way with Aristotle to get the present answer to the value problem.  It is enough 

that success realized through ability is more valuable than success realized otherwise.  

And that weaker claim seems obvious. 

 The claim that knowledge is a kind of success through ability, then, has great 

explanatory power.  Nevertheless, the view faces some problems.  In this paper I want to 

address three objections to the view that seem to me to be especially powerful.  Not 

powerful in the sense that they can’t be answered, mind you.  But answering them, I 

believe, requires more work.  In particular, it requires that we develop the view in a 

particular direction by wedding it with some additional theses.  By doing so, I will argue, 

we give the view resources for adequately answering all of these objections.  In section 

one I will briefly state each of the three objections and in section two I will introduce two 

ideas that I think will help to answer them.  In subsequent sections I will address each 

objection in more detail. 

 

1. Three objections. 
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The first objection to the account is a version of the generality problem for reliabilism.  

The problem is usually stated as a problem for process reliabilism, or the view that a 

belief is epistemically justified only if it is produced by a reliable cognitive process.  The 

problem is that justification attaches to belief tokens, whereas reliability attaches to 

process types.  But any belief token falls under many process types.  For example, my 

belief that there is now coffee in my cup is produced by perception, visual perception, 

visual perception in good lighting, etc.  And of course these process types vary in their 

degree of reliability.  The problem for reliabilism is to specify which level of generality is 

the appropriate one for purposes of evaluating the belief token in question.  The problem 

becomes an objection with the thought that the job can’t be done.  That is, the objection is 

that there is no adequate way to specify the relevant level of generality for process types, 

and so the reliabilist project of defining justification in those terms fails.  For present 

purposes, we need only note that a version of the generality problem also arises for the 

present account of knowledge as well.  In short, the idea that knowledge is success 

through ability raises a question as to how we are to individuate abilities.  More 

specifically: How are we to individuate abilities for the purposes of epistemic evaluation? 

The generality problem carries over here. 

 Our second objection is one voiced by Jennifer Lackey and is directed at a central 

claim of the account.  In brief, Lackey argues that not all knowledge is creditable true 

belief, and she cites testimonial knowledge as a case in point.  Specifically, there are 

cases of testimonial knowledge where credit for S’s true belief seems due to the person 

testifying rather than to S herself.  For example, suppose that a brilliant mathematician 

proves a difficult theorem and then informs me of her result.  Plausibly, I thereby know 
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that the theorem is true, but it is the mathematician who gets the credit.  Put differently, it 

is her abilities rather than mine that explain how I came to believe the truth here. 

 Our third objection is raised by Dennis Whitcomb, and argues that the account fails to 

solve the value problem.  Specifically, Whitcomb argues that knowledge is not an 

instance of a moral general valuable kind, and so the value of knowledge cannot be 

explained in that way.  Whitcomb’s argument is complex, and so I won’t try to spell out 

the details now.  We will get to that below. 

  

2.  Two ideas. 

The thesis that knowledge is a kind of success through ability faces formidable problems.  

I now want to briefly introduce two ideas that I think give us resources to address those 

problems.  Both ideas will get further development in subsequent sections, where I show 

how they can be put to good use. 

The first idea concerns the nature of abilities.  Abilities in general, and intellectual 

abilities in particular, have certain essential properties and display a certain structure.  We 

make progress on the problems rehearsed above, I will argue, by exploiting those 

properties and structure.  In effect, what we need is a  “metaphysics of abilities.”  It is this 

aspect of the paper that justifies its inclusion in the present conference. 

 The second idea concerns the purpose of knowledge.  More exactly, it concerns the 

purposes of knowledge and our concept of knowledge.  Here two themes prominent in 

the recent literature come together nicely.  The first is one emphasized by, among others, 

Ed Craig: that the concept of knowledge functions so as to flag good information and 

good sources of information.  The second theme is one emphasized by, among others, 
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John Hawthorne and Jason Stanley: that knowledge is for use in practical reasoning.  

Putting these together: the concept of knowledge functions so as to flag good information 

and good sources of information for use in practical reasoning.  This is the second idea 

that can be exploited to address the problems rehearsed above. 

 

3.  The generality problem. 

I said that a version of the generality problem arise for the account of knowledge as 

success through ability.  To see more clearly how that happens, consider some properties 

of abilities in general.   

 First, to say that someone has an ability is to say that they are reliably successful in 

some way relevant to the ability in question.  Second, abilities are tied to a set of relevant 

conditions.  For example, when we say that Jeter has the ability to hit baseballs, we imply 

that he is reliably successful at hitting baseballs in conditions appropriate for playing 

baseball.  It does not count against Jeter’s having the ability, for example, that he can’t hit 

baseballs in the dark, or with sand in his eyes.   

 Third, abilities are always relative to an environment.  This follows from the fact that 

reliability is always relative to an environment, and abilities imply reliability.  For 

example, Jeter has an ability to hit baseballs relative to typical baseball environments.  He 

has no such ability relative to active war zones, for example, where he lacks the 

concentration needed to hit baseballs.  Notice that the ideas of “conditions” and 

“environment” overlap—some states of affairs might be included in the description of 

either.  For present purposes, we can think of “environments” as sets of relatively stable 

circumstances and “conditions” as sets of shifting circumstances within an environment.   
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 Finally, to say that someone has an ability to achieve some result is to say both more 

and less than that they have a good track record with respect to achieving that result.  

This is because abilities are dispositional properties: to say that S has the ability to 

achieve result R is to say that S has a disposition or tendency to achieve R across 

relevantly close worlds.   Actual track records can be the result of good luck rather than 

ability.  Likewise, actual track records can be the result of bad luck rather than lack of 

ability.  In sum, to say that S has an ability is to say that S has a high rate of success 

across relevantly close possible worlds. 

 Putting these points together, we may conclude that abilities have the following 

structure. 

 

S has an ability A(R/C) relative to environment E = Across the set of relevantly close 

worlds W where S is in C and in E, S has a high rate of success in achieving R. 

 

 And now it becomes apparent why the present account of knowledge faces a version 

of the generality problem.  On the present account, to say that S knows p implies that S 

believes the truth regarding p as the result of intellectual ability, where an ability is a 

disposition to achieve said result with a sufficiently high rate of success.  But any true 

belief token will be the result of any number of disposition types with the structure 

specified above.  Moreover, depending on how we specify the relevant W, C, and E, we 

will get variable success rates with respect to S’s believing the truth.  For example, it may 

be that S’s success rate is very high if conditions are specified more narrowly, but very 
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low if conditions are specified more broadly.  How are we to specify the relevant 

parameters so as to pick out the disposition that is relevant for evaluating S’s belief?   

 It is at this point, I now want to argue, that we can make use of our second idea 

above:  that the concept of knowledge serves the purposes of practical reasoning.  

Specifically, that concept of knowledge is used to flag good information and good 

sources of information for use in practical reasoning.  If this is right, then we have an 

answer to the generality problem:  relevant parameters should be specified according to 

the interests and purposes of relevant practical reasoning.  

 This idea is fully in line with the way we think of abilities in general.  For example, 

when I say that S has the ability to hit baseballs, the practical reasoning context helps to 

determine what I am claiming here.  If I am a baseball executive in a discussion about 

whether to trade for Jeter, I will be claiming something very different than if I am a Little 

League coach trying to decide where to put the new seven year-old in the line-up.  For 

example, what conditions are relevant and what counts as the relevant environment will 

change dramatically.  In general, such considerations will be determined by both a) the 

nature of the ability in question, but also b) the nature of the practical reasoning 

environment in which the question is relevant. 

 The present idea is closely related to a suggestion by Mark Heller regarding how 

to solve the generality problem for reliaibilsm.  According to Heller, reliabilists make a 

mistake when they accept the challenge posed by the generality problem: i.e. to articulate 

a principled rule for specifying relevant levels of generality.  The reason this is a mistake, 

Heller argues, is that relevant levels of generality are determined by context1   
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‘Reliable’ is a perfectly ordinary word that in perfectly ordinary situations 

is applied to tokens which are instances of several types, where those 

types have different degrees of reliability.  Yet we somehow manage to 

use this word without difficulty in ordinary discourse.  Just as our use of 

the term in ordinary discourse is context relative, reflecting the different 

concerns of different speakers on different occasions of use, ‘reliable’ is 

also context dependent in epistemological discourse.  Once this 

unsurprising fact is recognized, we should see that the problem of 

generality only arises because of unreasonable demands placed upon the 

reliabilist.  It is unreasonable to demand a fixed principle for selecting the 

correct level of generality if what counts as correct varies from context to 

context.  (502-3) 

 

 Heller presents his view as a version of attributor contextualism:  “‘Reliable’ is richly 

sensitive to the evaluator’s context.” (503)   It is worth noting, however, that this is not an 

essential aspect of Heller’s solution to the generality problem.  To see this, we need only 

make the familiar distinction between attributor (or evaluator) context and subject 

context. What is doing the work in Heller’s solution to the generality problem is that 

specifications of generality are context-dependent.  We get attributor contextualism if 

they are dependent on the context of the attributor, as in Heller’s view.  But “subject-

sensitive invariantists” such as Hawthorne and Stanley can adopt a similar strategy, 

making specifications of generality depend on the interests and purposes of the subject 
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context.  So long as interests and purposes vary across different subject contexts, the 

relevant mechanics of Heller’s solution are preserved.   

 The version of Heller’s solution that I am defending is technically a version of 

attributor contextualism, although it is neither the subject context nor the attributor 

context as such that is important for specifying relevant levels of generality.  Rather, it is 

the relevant practical reasoning context, which may be that of the subject, the attributor, 

or some third party.  Specifically, the relevant parameters are set by the interests and 

purposes that are operative in the relevant practical reasoning context.  So, for example, if 

we are trying to decide what we should do, the parameters are set by our practical 

reasoning concerns.  If we are trying to decide what S should do, the parameters are set 

by her practical reasoning concerns, etc.  The resulting view nicely handles tough cases 

for both attributor contextualism and subject-sensitive invariantism, but it is beyond 

present purposes to go into that now.  The present point, rather, is that we now have a 

reasonable solution to the generality problem.   

 

4.  Knowledge and credit. 

Consider the following case from Jennifer Lackey. 

 

Having just arrived at the train station in Chicago, Morris wishes to obtain 

directions to the Sears Tower.  He looks around, randomly approaches the 

first passerby that he sees, and asks how to get to his desired destination.  

The passerby, who happens to be a Chicago resident who knows the city 
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extraordinarily well, provides Morris with impeccable directions to the 

Sears Tower. 

 

Lackey writes, 

 

What explains why Morris got things right has nearly nothing of epistemic 

interest to do with him and nearly everything of epistemic interest to do 

with the passerby.  In particular, it is the passerby’s experience with and 

knowledge of the city of Chicago that explains why Morris ended up with 

a true belief rather than a false belief . . . Thus, though it is plausible to say 

that Morris acquired knowledge from the passerby, there seems to be no 

substantive sense in which Morris deserves credit for holding the true 

belief that he does. (Lackey 2004) 

 

 This is a difficult objection for the view.  We will have to proceed carefully, and in 

stages.  First, we need to get more clear about how a virtue-theoretic view should think 

about testimonial knowledge.  Often theories of testimonial knowledge are divided into 

two camps.  On the first kind of theory, what is important for testimonial knowledge is 

that the source of testimony is in fact reliable.  On the second kind of theory, it is also 

important that the believer knows, or at least justifiably believes, that the source is 

reliable.  From a virtue-theoretic perspective, however, a third kind of theory becomes 

plausible.  Namely, testimonial knowledge requires that the believer is a reliable receiver 

of testimony.  That is, what is important is not so much that the testifier is reliable, or that 
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the believer knows that he is, but that the believer herself is reliable in the way that she 

receives and evaluates testimony.  This will plausibly involve reliable capacities for 

discriminating reliable sources of testimony from unreliable sources.  

 Suppose that this third approach is correct.  Then we have to divide Lackey’s 

example into two cases: one where Morris is a reliable receiver of testimony and one 

where he is not.  From the perspective of a virtue theory, it is only in the first sort of case 

that Morris knows the location of his destination.  But in that sort of case, it is also to 

Morris’s credit that he forms a true belief to that effect.  That is, his success is grounded 

in his ability to discriminate good from bad testimony and is therefore attributable to him.  

 But more needs to be said here.  For as Lackey puts her objection, the credit for 

success seems due to the testifier rather than the Morris.  Lackey writes, “What explains 

why Morris got things right has nearly nothing of epistemic interest to do with him and 

nearly everything of epistemic interest to do with the passerby.”  From the present 

perspective, what Lackey says here is not quite right.  For in the first sort of case, what 

explains why Morris got things right does have something of epistemic interest to do with 

him: namely, his ability to discriminate good testimony from bad.  This is the important 

difference between the first sort of case, where Morris knows, and the second sort of 

case, where Morris does not know.  But perhaps Lackey’s thinking is this:  Morris has 

relatively little to do with his success.  So little, this thinking goes, that the importance of 

the testifier’s contribution swamps the importance of Morris’s contribution.   

 This line of objection is strengthened if we consider cases of expert testimony.  For 

example, recall the case of the brilliant mathematician.  She proves a difficult theorem 

and then informs me of her result.  Plausibly, I know that the theorem is true on that 
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basis. According to the present line of objection, however, I don’t deserve any credit at 

all for my believing the truth in this case.  The mathematician has done all the work.  Or 

to put the objection more carefully, I don’t deserve “enough” credit, since my own 

abilities are not “important enough” in the explanation why I believe the truth here.   

 One thing we could do here is dig in.  That is, we could insist that my contribution is 

importantly enough involved here, just insofar as I am a reliable receiver of testimony.  

Consider: if I would believe just anyone about the truth of difficult mathematical 

theorems, then I would not know even in the case where I happen to receive testimony 

from a reliable source.  This sort of standoff would be unsatisfying, however, and Lackey 

raises a legitimate worry about it.  Namely, that we are now letting our intuitions about 

whether S’s contribution is “important enough” be governed by our intuitions about 

whether S knows.  That is, we are first deciding whether S knows, and then deciding (on 

that basis) whether S’s contribution is “important enough” in the case in question.  And if 

that is the case, then the account loses much of its explanatory power.  Specifically, it 

loses the power to explain the difference between knowing and not knowing in a broad 

range of cases. 

 So what can we do to avoid a standoff and to allay this worry?  One thing we can do 

is draw analogies to non-epistemic cases where our intuitions are both firm and 

uncontroversial.  The second thing we can do is give a principled account of the 

analogies.   

 First, consider an uncontroversial case of credit for success:  Playing in a soccer 

game, Ted receives a brilliant, almost impossible pass, and then scores an easy goal as a 

result.  In the case we are imagining, it is the athletic abilities of the passer that stand out.  
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The pass was brilliant, its reception easy.  Or we can imagine that, before the pass, the 

player made a brilliant steal of the ball.  Nevertheless, Ted deserves credit for the goal.  

Whatever help Ted got, he is the one who put the ball in the net.  Now that is not to say 

that the passer does not deserve credit for the goal, or even that he does not deserve more 

credit than Ted.  It is to say, however, that Ted was involved in the right sort of way so as 

to get credit.  Compare this case with another: Ted is playing in a soccer game, but not 

paying attention.  Never seeing the ball, a brilliant pass bounces off his head and into the 

goal.  Here Ted does not deserve credit for the goal.  He was involved in a way, but not in 

the right sort of way.   

 My claim here, of course, is that the first case is relevantly analogous to knowledge 

by expert testimony.  The principled explanation is this:  credit for success, gained in 

cooperation with others, is not swamped by the able performance of others.  Its not even 

swamped by the outstanding performance of others.  So long as one’s own efforts and 

abilities are appropriately involved, one deserves credit for the success in question. 

 This explanation of the cases can be deepened by returning to the second of the two 

ideas introduced above: that our concept of knowledge serves the purposes of practical 

reasoning.  In effect, we can use this idea to give an explanation why credit is not 

swamped in cases of knowledge from expert testimony, or in cases of knowledge from 

testimony in general.  Put briefly:  the purposes of practical reasoning are well served by 

the reliable reception of testimony and expert testimony.  That is, in cases of testimonial 

knowledge, S has the right sort of ability, and employs it in the right sort of way, so as to 

serve the purposes of practical reasoning, i.e. those of S and those of the group that needs 

to depend on S as a source of good information.  We can say something analogous to 
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explain why Ted gets credit for scoring an easy goal: the purposes of soccer playing are 

well served by the reliable execution of easy goals.  That is, in the soccer case Ted has 

the right sort of ability, and employs it in the right sort of way, so as to serve the purposes 

of soccer playing, i.e. those of Ted himself and those of the team that needs to depend on 

Ted to receive passes (easy or no) and score goals. 

 

5.  The value of knowledge. 

At the start of the paper I claimed that a virtue-theoretic account allows an elegant 

solution to the value problem, or the problem of explaining why knowledge is more 

valuable than mere true belief.  The account explains the value of knowledge by making 

knowledge an instance of a more general valuable kind.  In short, knowledge is valuable 

because it is a kind of success through ability, and, in general, success through ability has 

a special value over mere success.  Dennis Whitcomb has argued that the account does 

not have the explanatory power that I claim for it.   

 To make his case, Whitcomb asks us to consider the following example. 

 

Hoodlums at the shooting range put weights in most of the arrows’ tips.  

Champion archers shoot, and due to the weights they miss.  I too go to 

shoot, and by luck I get the one quiver of unweighted arrows.  Through 

skills that almost always bring target-hits, I make those hits.  My shots are 

successful and, moreover, they are successful through virtue. (59) 

 

Now consider a second example. 
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Hoodlums also work at the newspaper, and just before the presses start 

they replace one of the paper’s truths p with the falsehood not-p.  When 

the printing is almost done the editors catch the mistake, and they print a 

few corrected copies.  By luck I read a corrected copy.  In reading it I 

come to believe that p, but I don’t come to know that p. (60) 

 

The two cases show, Whitcomb argues, that the present account does not reduce the value 

of knowledge to a more general kind.  He writes, 

 

The two cases are exactly analogous, so whatever sense in which virtue is 

at work in the first of them is a sense in which it is also at work in the 

second.  Since in the second case I do not know, then, true belief is not 

through virtue turned into knowledge, at least not in the sense of virtue by 

which success in other domains is turned into success-through-virtue in 

those domains. (60) 

 

 My reply to this objection challenges the first claim of this last passage: that the two 

cases are exactly analogous.  Specifically, a closer look at the nature of abilities shows 

why the first case is an instance of success through virtue whereas the second case is not.  

That is the important difference between the two cases, and what explains our failure to 

attribute knowledge in the second. 
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 Recall the claim, defended above, that abilities in general have the following 

structure: 

 

S has an ability A(R/C) relative to environment E = Across the set of relevantly close 

worlds W where S is in C and in E, S has a high rate of success in achieving R. 

 

The way this structure is to be filled in, we noted, depends on the ability in question.  So 

for example, different abilities will specify a different R as the relevant success attaching 

to the ability in question.  Likewise, different abilities will specify different conditions 

relevant for exercising the ability in question.  The conditions under which a good hitter 

is expected to hit baseballs, for example, differ from the conditions under which a good 

singer is expected to hit notes.  Specifying the relevant values for R, C and E further 

depend on context, we noted: when I say that Jeter is a good hitter, I don’t mean quite the 

same thing as when I say that my seven year-old son is a good hitter (which he is, by the 

way).  

 We may now apply these considerations to Whitcomb’s two examples as follows:  

The ability to hit a target, like any ability, is defined relative to conditions that are 

appropriate for that sort of ability.  In particular, we do not require that an archer is 

reliable (relative to an environment) in conditions involving arrow-weighting hoodlums.  

Accordingly, worlds where meddling hoodlums affect performance are not deemed 

relevant for determining whether S has the ability in question, even if meddling hoodlums 

are in S’s actual environment and even if worlds where they affect S’s performance are 

“close” on some other ordering.  This is similar to Jeter’s ability to hit baseballs in 
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Yankee Stadium—it does not matter whether there is some trickster in the stadium who 

could easily shut off the lights.   

 The situation is different with intellectual abilities, however.  Here it does matter how 

S’s performance would be affected by information-tampering hoodlums in the 

environment.  Given the nature and purpose of our concept of knowledge, it is centrally 

relevant whether S can reliably negotiate such aspects of her environment.  That is why in 

the newspaper case we can say that S does not believe the truth from an ability.  Relative 

to the environment she is in, S does not even have an ability to form true beliefs of the 

relevant sort. 

Now the archer example could be changed so that it does not involve deceiving 

agents in the environment and intentional deception in close worlds.  For example, the 

preponderance of weighted arrows in the environment might be the result of a non-

intentional mechanical failure in the production process.  But the explanation remains the 

same—S’s ability to hit the target is not defined in terms of performance with defective 

equipment.  But the ability to form true beliefs is defined in terms of performance with 

misleading sources in the environment. 

 I will end by considering one more kind of case.  Consider a Tom Grabbit case where 

S sees Tom steal a book from the library.  (This case is raised by Jonathan Kvanvig as a 

counter-example to a virtue-theoretic account.) In this version of the case, Tom has no 

twin brother but has a crazy mother who claims that he does.  The mother’s story is well 

known to police, who also know she is crazy and that Tom has no twin.  This is 

analogous to a newspaper case where there are only a few misleading papers out there 

and everyone else knows about them and knows the real story that p.  S reads a good 
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newspaper and believes truly that p on that basis.  The literature suggests that there is a 

tendency to grant knowledge in this type of case.  In other words, we more easily grant 

knowledge in cases where the potentially misleading evidence is well known to others. 

 Here is an explanation for this, once again exploiting the idea that knowledge 

attributions are used to (a) flag good information and (b) flag good sources of 

information. Insofar as our focus is on purpose (b), we tend to be strict and to pay 

attention to how S would perform in the relevant environment.  Insofar as our focus is on 

(a), we tend to loosen up when p is already “in the flow” of good information.  In other 

words, we more easily attribute knowledge to S when the item of information in question 

is already well known.   

 The same considerations explain why in some cases we easily attribute knowledge to 

people replying to questions with known answers (for example in a test situation).  When 

a child answers that Providence is the capital of Rhode Island, we are often happy to say 

that he knows.  But suppose that our focus is on the child’s abilities rather than on 

whether he gives the correct answer.  Now we are less likely to say he knows—now we 

want to know whether he was guessing.  

 

To conclude, I began by considering three objections to the view that knowledge is a kind 

of success through ability.  I then introduced two ideas to help answer those objections. 

The first idea concerned the nature (or metaphysics) of abilities.  Specifically, abilities in 

general are dispositional properties that display a characteristic structure. The second idea 

concerned the purpose of knowledge. More exactly, knowledge attributions serve to flag 

good information and good sources of information for use in practical reasoning.  By 
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wedding these ideas to the present account of knowledge, I argued, we give it the 

resources to solve the objections we saw raised against it. 

                                                
1 “The Simple Solution to the Generality Problem,” Nous 29:4 (1995) 501-515. 


