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Abstract

The Ontology Matching (OM) problem is an important barrier to break in order
to, for example, use Semantic Web standards on the world wide web. Several
kinds of OM techniques exist. Instance-based OM (IBOM) is a promising OM
technique, which is gaining popularity amongst researchers. IBOM uses the
extension of concepts to determine whether or not a pair of concepts is related.
The extension of a concept is defined by the instances with which that concept
is associated.

While IBOM has many strengths, a weakness is that in order to match
two ontologies a suitable data-set is required, which generally implies instances
that are associated with concepts of both ontologies, i.e. dually annotated in-
stances. In practice, instances are often associated with concepts of a single
ontology, rendering IBOM rarely applicable. However, in this thesis, we suggest
a method that enables IBOM using two disjunct data-sets. This is done by
enriching every instance of each data-set with concept associations of the most
similar instances from the other data-set, creating dually annotated instances.
We call this technique instance-based ontology matching by instance enrichment

(IBOMbIE). The IBOMbIE method has proved to be successful, rendering it
promising for IBOM research.

We have applied the IBOMbIE algorithm to two real-life scenarios, where
large data-sets are used to match the ontologies of European libraries. In both
scenarios we have invaluable gold standards and dually annotated instances
at our disposal, which are used to evaluate the resulting alignments. Using
these evaluation techniques we test the impact and significance of several design
choices of the IBOMbIE algorithm, such as the instance similarity measure and
the amount of instances that is used to enrich an instance. Finally we compare
the IBOMbIE algorithm to other OM algorithms.
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Chapter 1

Introduction

Over the last decade the progress in Information and Communication Technol-
ogy has made an immense amount of information available to the public. As
the amount of available information and the number of information repositories
increase, the need for enhanced accessibility and uniform data representation
increases. Ideally, users are provided with a single point of entry to all data
available on the world wide web (WWW).

Technologies such as semantic web (SW) have proved to be a realistic op-
tion to enable semantic interoperability between information repositories in a
semantically correct manner, by defining standards that enable uniform data
representation [1]. SW pioneers have set syntactic standards, such the formal
language RDF, that can be used to define ontologies. Ontologies allow parties
to formally define a vocabulary relevant in a certain domain of interest [2]. In
an open environment such as the WWW and SW, different parties tend to use
their own definitions of concepts, i.e. use their own ontologies, to annotate their
data. Thus ontologies do not solve heterogeneity problems, but raise them to a
different level: the semantic level, on which ontology matching (OM) operates.

1.1 Ontologies and ontology matching

Besides the form of ontologies as used in the SW field of research, ontologies
are a general means to define a vocabulary of a domain of interest. Different
kinds of ontologies exist with different levels of complexity. Examples of differ-
ent kinds of ontologies with increasing complexity are: controlled vocabularies,
thesauri, and canonical SW ontologies. While controlled vocabularies are simple
lists of concepts, thesauri commonly feature ‘narrower than’ and ‘broader than’
relations between concepts. Canonical SW ontologies may have a complex set
of relations between concepts, such as ‘subclass of’, ‘same as’, ‘part of’, etc.

Creating an alignment between ontologies by hand is a tedious and error-
prone job, as ontologies can contain thousands of concepts. There are four ele-
mentary methods to match ontologies: terminological, structure-based, semantic-
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CHAPTER 1. INTRODUCTION 5

based and instance-based methods [2]. Terminological methods use the lexical
data in ontologies to discover concept mappings. Structure-based methods use
the internal or external structure of concepts to deduce specific relations between
concepts. Semantic-based methods use generic or domain specific rules and
background information to find correspondences between ontologies. Instance-

based OM (IBOM) methods use the extensions of concepts to align ontologies.
The extension of a concept consists of its instantiations, i.e. the instances that
are associated with that concept.

1.2 Instance-based ontology matching

As mentioned above, IBOM methods align ontologies using the extension of
concepts. The Jaccard coefficient (JC) is a commonly used measure to quantify
the similarity between concepts based on their extension. It uses the following
logic: if a pair of concepts is always used together, those concepts are similar.
When the concepts are used apart from each other they are considered not
similar. The JC quantifies the similarity between concepts based on the size of
the intersection and union of the extensions of the concepts in question.

1.3 Problem statement

IBOM methods have several pros and cons. An advantage of IBOM is that
they are able to deal with ambiguous linguistic phenomena, such as synonyms
and homonyms, because IBOM do not consider the lexical similarity between
concepts. An important disadvantage of IBOM methods is that in order to
match two ontologies, a set of suitable instances is required. To align ontologies
using the JC a set is dually annotated instances, i.e. instances that are associated
with the two ontologies in question, is required. Unfortunately instances are
rarely dually annotated, which is the primary reason for researchers not to
consider IBOM.

As stated above, in order to align ontologies using the JC a set is dually an-
notated instances is required. In this thesis we suggest a method to match two
ontologies using two disjunct data-sets, by enriching instances. To enriching
an instance i, the concept associations of one or more similar instances of the
other data-set are added to i. Thus we convert two disjunct data-sets into an
artificially dually annotated data-set, enabling the application of IBOM tech-
niques. This method is called Instance-Based Ontology Matching by Instance

Enrichment (IBOMbIE).

1.4 Solution proposal

In the IBOMbIE method we identify several algorithm design choices. For
example, we can use different algorithms to quantify the similarity between
instances.
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We have several design options concerning instance enrichment (IE). In the
basic IE method an instance from the target data-set it is enriched with the
concept associations of the single, most similar instance of the source data-set.
We may also choose to enrich it with the N most similar instances from the
source data-set. This variable is called the topN parameter. Another option is
to enrich it with all instances in the source data-set of which the similarity with
it is higher than a certain threshold. This parameter is called the similarity

threshold (ST ).
As explained above, to enrich instance it with instance is, all concept as-

sociations of is are added to it. Thus enriched instances are associated with
concepts of both ontologies, enabling the application of the JC, which measures
the similarity between concepts based on their extension. The end result is an
alignment between O1 and O2.

1.5 Research questions

In this thesis we primarily try to find answers to the following research question:
what are the important design choices concerning the IBOMbIE algorithm and
how do different options influence the quality of the end results? In particular:

• How do different instance similarity measures (ISM) affect the end result?

• Does the quality of the end result increase when the word distributions of
both data-sets are considered during the instance matching (IM) process,
as opposed to only considering the word distribution of the indexed data-
set?

• Does the quality of the end result increase in a multi-lingual scenario when
instances are translated during the IM process?

• How does the configuration of the IE process, i.e. the settings of the topN

and ST parameters, affect the end result?

Finally we would like to answer the question: is IBOMbIE an efficient OM
algorithm as compared to other OM algorithms?

1.6 Real-world OM scenarios

To empirically test our method we apply IBOMbIE to two real-world OM scenar-
ios: the KB and TEL scenarios. In the KB scenario the controlled vocabularies
of different departments of the National Library of the Netherlands are matched
using two book catalogs.

Similarly, in the TEL scenario the controlled vocabularies of several Euro-
pean libraries are matched using their book catalogs as sets of instances. These
book catalogs are from libraries of different countries and contain textual data
in different natural languages, rendering it a challenging scenario.
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In both scenarios the book catalogs contain book records that are annotated
by a variable number of concepts from a vocabulary and textual data, such as
the author and title of the book. The vocabularies in both scenarios are large,
ranging from 5K to 800K terms.

1.7 Conclusions

We have found several answers to the research questions stated above, and
several open questions we are not able to answer in this thesis.

We compare two ISMs: the Lucene ISM, which uses the open-source Lucene
text indexing and search engine, and the VSM ISM: a custom implementation of
the vector space model (VSM). We will see that the end results using these ISMs
differ slightly in terms of quality, where VSM gets the edge. In terms of perfor-
mance and scalability VSM outperforms Lucene, due to several optimizations
that simplify the instance comparison process.

We will see that considering the word distributions of both data-sets, and
translation instances in the multi-lingual TEL scenario, enhance the perfor-
mance of IBOMbIE slightly.

The topN and ST parameters will prove to have a significant impact on the
end result. We compare the different configurations using these parameters with
the baseline. The baseline is the alignment where the basic IE method is used,
which is equal to topN parameter set to 1. We will see that combining the topN

and ST parameters will lead to better results than tuning a single parameter.
However, the results of combining the two parameters are not significantly better
than the baseline.

In conclusion, the answer to what the important algorithm design choices
are: the ISM has a significant impact on the performance and scalability and is
thus important. Taking the different word distribution into consideration and
translating instances using a simple translation algorithm improve performance
slightly with a minimal increase of complexity, rendering it affordable optimiza-
tions. The parameters of the IE process do show significant differences in the
end result, but do not outperform the baseline. It is likely that the currently
applied concept similarity measure, the JC, is a crucial factor, as it does not
support multi-sets. We expect significantly improved results when using a con-
cept similarity measure that does support multi-sets. However, this remains an
open question, as we have only used the JC.

Finally, comparing the performance of IBOMbIE to other OM algorithms,
we see that both in terms of run-time and quality of the end result IBOMbIE
is a competitive algorithm. The results of this thesis show that IBOMbIE is a
promising method, significantly increasing the applicability of IBOM methods.
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1.8 Thesis structure

The rest of this thesis is structured as follows: in chapter 2 we discuss the
background of the OM field of research and related work concerning IBOM. We
explain IBOM in detail in chapter 3. Instance matching and IE methods are
addressed in chapter 4.

In chapter 5 we introduce the real-life scenarios that are used to test the
performance of different configurations of IBOMbIE. In chapter 6 we describe
different experiments we conduct to answer the research questions concerning
algorithm design choices and the results thereof. IBOMbIE is compared to other
OM algorithms in chapter 7. Finally we state our conclusions in chapter 8.



Chapter 2

Related work and

background

In [2] Euzenat and Shvaiko state that an ontology typically (1) defines a vo-
cabulary that describes a domain of interest, (2) specifies the meaning of terms
and (3) specifies relations between terms. Depending on the precision of the
vocabulary specification, the notion of an ontology can be defined as several
conceptual models, such as:

• a controlled vocabulary

• a thesaurus

• a database schema

• the canonical SW ontology: a set of typed, interrelated concepts defined
in a formal language

In open and evolving systems, such as the SW, different parties adopt different
ontologies. Thus ontologies do not reduce heterogeneity issues, but raises the
heterogeneity problem to a different level, namely: the semantic level, on which
OM operates.

An example of an OM scenario: consider a fusion of two libraries that have
their own book catalogs. Both libraries use their own controlled vocabulary to
annotate books with terms. These controlled vocabularies each contain thou-
sands of terms, which makes manually aligning the vocabularies a labor intensive
and error-prone job. For such scenarios OM algorithms are crucial.

2.1 Basic OM techniques

In this section we cite [2] unless another information source is cited.
There are four basic OM techniques:

9
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• terminological techniques (or: name-based techniques)

• structure-based techniques

• instance-based techniques (or: extensional techniques)

• semantic-based techniques

These basic techniques will be briefly introduced in the sections 2.1.1, 2.1.2,
2.1.3 and 2.1.4 respectively.

Figure 2.1 is a schematic overview in which the basic matching techniques
are broken down into elementary techniques. The figure can be read in two
ways: starting from the top the matching techniques are classified according to
the granularity and interpretation of the input data. The granularity is divided
in element- and structure-level: element-level techniques compute correspon-
dences by analyzing entities in isolation. Structure-level techniques compute
correspondences by analyzing how entities appear in relation to other entities.
The interpretation of the input data is divided into three categories: syntac-
tic, external and semantic. Syntactic techniques interpret the input following
static rules. External techniques exploit external resources to analyze the in-
put. Semantic techniques use formal semantics to analyze input data and justify
results.

When reading figure 2.1 from the bottom we see the basic OM techniques,
which are classified according to the kind of input that is used to align ontolo-
gies. Reading figure 2.1 from the bottom gives a comprehensive overview of the
elementary techniques that are used in each of the basic methods. For exam-
ple, extensional techniques use language-based techniques and data analysis and

statistics. In the following sections we will discuss these basic OM techniques
in general terms.

2.1.1 Terminological techniques

Terminological techniques use the lexical data of concepts that is available in
ontology specifications to match concepts by string comparison. Language-
based techniques improve the quality of terminological matchers by applying
techniques, such as:

• tokenization: breaking a single string up into words, e.g. ‘new-found’ be-
comes ‘new found’

• lemmatization: reducing different forms of words to a single canonical
form, e.g. ‘shoes’ becomes ‘shoe’

• morphology: uses rules that hold in a certain language to break down
complex words, e.g. ‘taxpayer’ becomes ‘tax’ and ‘payer’

• word elimination: words that add little or no semantics, often called stop

words, are not considered in the comparison process. Examples of stop
words are: ‘and’, ‘it’ and ‘the’.
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Figure 2.1: Comprehensive overview of ontology matching algorithms [2]
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Terminological techniques are very effective and therefore often applied. How-
ever, terminological techniques are not in all conditions capable of dealing with
many linguistic phenomena, such as acronyms,1 synonyms.2 and homonyms3

For example, it is common knowledge that a concept with the name ‘C.D.’ is
equal to the concept ‘Compact Disc’, but since the names are not lexically equal
a terminological matcher is not able to match those concepts, unless it is defined
as a synonym in the ontology or a linguistic resource that the matcher exploits.

2.1.2 Structure-based techniques

Two kinds of structural data can be used to match concepts:

• internal structure: set of properties of concepts, the data type, range or
cardinalities of properties, etc.

• relational structure: the ontology represented as a graph where the edges
represent relations between concepts, such as ‘subClassOf’ relations, i.e. tax-
onomic structure, or ‘part-of’ relations, i.e. mereologic structure. By rep-
resenting the ontology as a graph, the problem of finding mappings be-
tween concepts corresponds to solving a graph homomorphism problem.

Structure-based techniques are powerful, because they excel at deducing
specific relations between concepts. Often OM algorithms use the relational
structure of an ontology in combination with internal structural data or ter-
minological correspondences, because to derive specific relations between con-
cepts structure-based techniques require previously deduced correspondences
from another technique. In general structure-based techniques use the taxo-
nomic structural data, because this is the backbone of many ontologies, since
ontology designers often focus on assigning ‘subClassOf’ relations between con-
cepts.

Structure-based techniques cannot always be applied, because not all on-
tologies contain a sufficient amount of structural data. For example, controlled
vocabularies that are used by libraries to annotate books often contain insuf-
ficient relational data. An example of such a controlled vocabulary is GTT,
where 20K of the 35K concepts are top level concepts, i.e. do not have a parent
concept.

2.1.3 Instance-based techniques

Instance-based techniques exploit the extension of concepts to align ontologies.
The extension of a concept consists of the instances that instantiate that con-
cept. There are three categories of instance-based techniques:

1. those that use dually annotated instances

1an abbreviation formed from the initial letters of a number of words
2two words that have the same meaning
3one word that has two different meanings
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2. those that match instances before using dually annotated instances

3. those that work on heterogeneous sets of instances

An instance is considered to be dually annotated when it is associated with
concepts of two different ontologies.

Instance-based techniques of the first category typically quantify the simi-
larity between two concepts based on the overlap of the instance sets {i1} and
{i2}, which contain instances annotated by concepts c1 ∈ O1 and c2 ∈ O2 re-
spectively, where O1 and O2 are ontologies. The Jaccard coefficient (JC) is often
used to quantify the overlap of instance sets {i1} and {i2}, thereby quantifying
the similarity between two concepts. We address this formula comprehensively
in section 3.2. Other concept similarity measures that can be applied in this
category of IBOM algorithms, such as DICE and the kappa coefficient, are ad-
dressed in [3].

Instance-based techniques of the first category provide promising methods to
generate an alignment when dually annotated instances are available. Instance-
based techniques of the second category are used when dually annotated in-
stances are not available, and instances can be matched by their key features.
Dually annotated instances are created by merging the annotations of matched
instances. When a dually annotated data-set is successfully created, concepts
are matched with the same methods as in the instance-based techniques of the
first category. We will address such methods extensively in section 4.3.

Finally, instance-based techniques of the third category use heterogenous
sets of instances to match concepts, i.e. compare the disjoint extensions of con-
cepts. The disjoint extensions of concepts are compared on basis of statistical
properties, instance comparison methods or machine learning methods, as in
[4]. This third category of IBOM techniques is not in the scope of this thesis.
For practical reasons, we limit the notion of IBOM to the first two categories
described above.

Instance-based OM techniques are often discarded as a viable solution to
the OM problem with the argument that suitable data-sets are rarely available.
This is partially true, because the instance-based techniques of the first and sec-
ond category require instances that are dually annotated and have key features
respectively. Another limitation of instance-based techniques is that no specific

relations are deduced. Instead, only the degree of relatedness between concepts
can be deduced using instance-based techniques.

2.1.4 Semantic-based techniques

Semantic-based techniques use domain specific data or generally applicable rules
to enhance OM results. Hence semantic-based techniques are deductive methods
and require a preprocessing phase in which similarities between concepts, called
anchors, are provided.

In [5] a third ontology containing comprehensive amount of concepts with
well-defined relations is used as background knowledge to match two ontologies.
A terminological matcher provides anchors. These anchors are used by the
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semantic-based matcher to accurately deduce well-defined relations between the
two ontologies. In the scenario in question a terminological technique produces
a bad quality alignment, because the similar concepts do not contain sufficient
lexically equal data. However, the matcher that exploits the semantically rich
background knowledge produces a high-quality alignment.

A second example is the GLUE OM algorithm [6], where domain constraints
and heuristic knowledge are applied to justify mappings. Semantic-based tech-
niques are invaluable, especially when domain specific data is available.

2.2 Related work

There are several fields of research in which OM techniques are researched in
parallel. The two most important fields are that of databases and SW, which
will be discussed in sections 2.2.1 and 2.2.2 respectively.

2.2.1 Ontology matching in a database context

OM in a database context is often referred to as schema matching, because
the ontologies are defined by database schemas. OM in a database context is
a commercially attractive field of research, because in a merger between large
companies the frequently available databases often need to be linked and op-
tionally merged. To link the databases, the schemas of the databases need to be
matched, which can be labor intensive and error-prone when the schemas are
large and complex. Therefore, automatically matching database schemas can
be financially interesting when the schemas are large and complex.

A survey of automatic schema matching approaches is given in [7]. Differ-
ent application domains are identified, namely schema integration, data ware-
houses, e-commerce and semantic query processing. The use of instance-level
data and alignment reuse are identified as insufficiently explored subjects of
research within the field.

In [8] instance-based techniques are proposed for linking web databases.
By probing the databases, instance data is gathered, which is used to match
concepts using mutual information and vector space model theories. It is shown
that the instance-based techniques are very effective in this scenario.

2.2.2 Ontology matching in a semantic web context

In [1] Frank van Harmelen states that OM may be the most important hurdle
to achieve a higher level of interoperability on the World Wide Web using SW
technology. For that reason OM in a SW context is an emerging field of research.

In [9] ten important challenges in the OM field of research are identified
with the intention to accelerate the progress of research and direct it into the
critical path. Challenges that are significant for our work are concerned with
‘performance’ and ‘aligning large-scale ontologies’. Performance is stated as a
challenge, because researchers generally focus on the quality of mappings and
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ignore the execution time. The challenge ‘aligning large-scale ontologies’ is
mentioned, because many OM algorithms cannot cope with large ontologies.
Other challenges the writers address include usability of the OM applications,
matcher self-configuration, collaborative OM and alignment management.

An IBOM algorithm that, like our IBOMbIE algorithm, uses two disjunct
sets of instances to generate an alignment between two ontologies is GLUE
[6]. To illustrate the GLUE algorithm, consider a scenario where ontologies O1

and O2 are matched, which annotate the instances of D1 and D2 respectively.
The Naive Bayes text classification method is applied in learning algorithms
that, given the annotations of instances in data-set D2, are used to predict
what concepts of ontology O2 an instance in D1 is likely to be annotated with.
Given these potential co-annotations the Jaccard coefficient is used to generate
an alignment. Eventually domain specific constrains are used to justify the
mappings in the alignment.

Falcon AO [10] introduces the idea of virtual documents, which consist of the
extension of a concept. The vector space model approach is applied to quantify
similarity between virtual documents and thus between concepts.

2.2.3 Related work in IBOM

In [11] the Jaccard coefficient is compared to the Jensen-Shannon divergence

(JSD) in an IBOM domain. The two concept similarity measures are tested
by matching wikipedia categories with user-generated tags. The instances con-
sist of wikipedia articles4 and links to wikipedia that are tagged by the deli-

cious.com community. This scenario is interesting, because the tag annotations
are user-generated content and feature repetitive annotations, e.g. an object can
be annotated with the same tag multiple times. The JSD similarity measure
is preferred by the writers, because (1) JSD is able to deal with the repetitive
annotations and (2) when two concepts often co-occur with a third concept, the
concepts are said to be similar by the JSD measure, but not by the Jaccard
measure.

Several concept similarity measures, including the Jaccard coefficient are
evaluated by Isaac et al in [12]. In this paper two controlled vocabularies of the
National Library of the Netherlands (KB) are matched using a set of manually
dually annotated instances. By manually evaluating a significant amount of
generated mappings a gold standard is obtained. This gold standard is used to
evaluate the quality of alignments that are generated by several concept sim-
ilarity measures. A variant of the Jaccard coefficient, the Corrected Jaccard
coefficient, is suggested (eq. (3.2)), which performs better than the other mea-
sures in that experiment.

In [4] a machine learning classifier is used to calculate the similarity between
the extensions of concepts of controlled vocabularies. In this paper the extension
of a concept is a bag of words containing the text of its instances. This method
is applied on the KB library scenario (which is also used in [12]).

4http://en.wikipedia.org/wiki/Portal:Contents/Categorical\_index
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In [13] the IBOMbIE method is introduced and applied on the KB library
scenario (also used in [12]). In this experiment an artificial dually annotated
data-set is generated by enriching instances, i.e. for every instance i1 in data-set
D1 adding the annotations of the most similar instance i2 in data-set D2. The
Lucene engine is used as a black box to measure instance similarities and the
Corrected Jaccard coefficient is used to generate concept mappings. By com-
paring the alignments generated using the artificially and the manually dually
annotated data-set, it is shown that this method is viable to match ontologies
using disjunct annotated data-sets.



Chapter 3

Instance-based ontology

matching

This chapter addresses the IBOM algorithm from a bird’s eye view. In sec-
tion 3.1 we explain the definition of an instance that we use in this thesis.
Section 3.2 describes how we quantify the similarity between concepts using
IBOM. In section 3.3 we address pros and cons of IBOM. In section 3.4 we pro-
pose the instance enrichment (IE) method, which eliminates the requirement
of a dually annotated data-set. In section 3.5 we suggest how the instance-of
relation can be adjusted to apply the IBOM algorithm in other scenarios.

3.1 Definition of the instance-of relation

In this thesis we empirically investigate the IBOM algorithm in a library sce-
nario, by matching controlled vocabularies that are used by libraries to annotate
books. The data-sets are book catalogs. To apply IBOM techniques on the li-
brary scenario we use a different ‘instance of’-relation than in the canonical SW
scenario. We define a book b to be an instance of concept c when b is annotated
with c. A book can be associated with several concepts.

We illustrate the instance-of relation with figure 3.1. Here we have a vocab-
ulary containing concept c1, c2, c3, etc. We also see two objects that represent
books. Object O1 is an instance of a single concept, namely c1, because it is
annotated with a single concept. Object O2 is annotated with three concepts
and thus an instance of three concepts, namely c1, c2 and c3.

3.2 Instance-based ontology matching

When a dually annotated data-set is available, we can use the extension of
concepts to align the two ontologies. The extension of a concept is how the

17
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ontology / 
vocabulary

c1

c2

c3

...

...

object o1

c1

object o2

c2

c3

c1

Figure 3.1: Arrows represent instance-of relations

concept is used in the data-set, i.e. which instances the concept is associated
with. Using the extension of concepts to align ontologies is called IBOM.

A commonly used measure to quantify the overlap of the extension of two
concepts, and thereby the similarity between two concepts, is the Jaccard coeffi-

cient (JC), as defined in equation 3.1. The JC expresses the similarity between
two concepts c1 and c2 as a value between 0 and 1, where 1 indicates a complete
overlap, and thus a high similarity, and 0 indicates there is no overlap, and
thus no similarity, between two concepts. From a practical perspective, this
means that when two concepts are always used within the same context they
are considered similar, and when they rarely get used in the same context they
are regarded as being different from each other. In equation 3.1 ix represents
the extension of cx, i.e. the set of instances associated with cx.

JC(c1, c2) =
|i1 ∩ i2|
|i1 ∪ i2|

(3.1)

In [12] several IBOM concept similarity measures are evaluated and the
corrected Jaccard coefficient (JCc) is suggested (equation 3.2). The JCc is
designed not to assign a high similarity value between a pair of concepts with
small extensions, i.e. associated with a small amount of instances. The rationale
behind the JCc is a small and completely overlapping extension is insufficient
data to assign a maximum similarity value to. For example, when two concepts
instantiate a single instance, they would be assigned a maximum similarity of 1
by JC and a similarity value of

√
0.2 by JCc.

JCc(c1, c2) =

√

|i1 ∩ i2| ∗ (|i1 ∩ i2| − 0.8)

|i1 ∪ i2|
(3.2)

As mentioned in section 2.1.3, four other IBOM concept similarity measures
with similar dynamics as the JC, such as DICE and the kappa coefficient, are
addressed in [3]. In scenarios where we have multi-set (or: repetitive) annota-
tions, for example when documents are annotated by tags from folksonomies,
other similarity measures may outperform the Jaccard coefficient [11]. However,
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in this thesis we will not evaluate the quality of IBOM similarity measures. We
will use JCc, because this measure performs well in a library scenario [12].

3.3 Pros and cons of IBOM

IBOM differs significantly from the commonly used terminological and structure-
based OM algorithms. Where terminological and structure-based OM algo-
rithms use the metadata of concepts that is available in the ontology, IBOM
algorithms use the extension of concepts to find correspondences between con-
cepts. There are arguments for and against using IBOM as opposed to termi-
nological and structure-based OM algorithms, which we discuss in this section.

3.3.1 Cons of IBOM

An argument against researching instance-based techniques is the intrinsic limi-
tation of IBOM that a dually annotated data-set is mandatory. Dually annotat-
ing data by hand is a labor-intensive and error-prone process when considering
that real-life data-sets can contain millions of books and ontologies can contain
hundreds of thousands of concepts. Therefore dually annotated data-sets are
rare, rendering IBOM a rarely applicable OM technique.

A requirement concerning the annotations of the instances is that the an-
notation policies of the data-sets should be similar. This is especially relevant
in the library scenario, because librarians often follow strict rules concerning
book annotations, which may differ between libraries. The annotation policy
can differ in two ways:

1. Granularity: annotations that capture the essence of a book vs. annota-
tions that cover many details of a book.

2. Perspective: from one perspective a book might be about concept c1, while
from another perspective concept c2 might be more important.

To illustrate a difference in perspective, take the famous book ‘1984’ by
George Orwell into consideration: ‘1984’ can be said to be a ‘negative Utopia’,
which addresses the genre of the book, as well as a ‘criticism on modern gov-
ernmental policies’, which addresses the topic of the book.

3.3.2 Pros of IBOM

IBOM has several strong features. For example, IBOM focuses on the active
part of ontologies. Consider a concept c that is actively used in a data-set. Since
c is actively used, the extension of c is large. Given the large extension of c and
assuming that related concepts are used in the same context, it is statistically
likely that an IBOM algorithm will find correspondences with highly related
concepts. However, when c is rarely used in a data-set, which makes c less
interesting to find correspondences to in other ontologies, there will be little
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extension of c and thus it is not likely that c is matched with other concepts
using IBOM.

Also, IBOM algorithms are able to deal with ambiguous linguistic phenom-
ena, such as synonyms. Consider a scenario where two concepts ca and cb with
lexically different names are used in the exact same context, i.e. are associated
with the same set of instances. Since ca and cb are used in the exact same
context, we may assume ca and cb are synonyms or strongly related. In this
case, an IBOM algorithm is likely to find a correspondence between ca and cb,
while a terminological matcher will most likely not identify a correspondence
between ca and cb, unless the ontologies provide synonyms.

Another ambiguous linguistic phenomenon concerns homonyms: when two
concepts ca and cb have lexically similar names, a terminological OM algorithm
will probably indicate a correspondence between ca and cb, which is false in case
ca and cb are homonyms. When these concepts are used in different contexts,
i.e. on different sets of instances, an IBOM algorithm will not assign a relation
between ca and cb.

Finally, a strong point of the IBOM technique is that it is resistant to a small
percentage of errors. In general for a large crowd, the wisdom of crowds theory
states that the opinion of the majority of a large crowd is more likely to be
correct than the opinion of an individual [14]. The crowd wisdom theory holds
for large data-sets that are annotated by many people. Human error causes an
unavoidable small percentage of erroneous annotations. This small percentage
of errors is compensated by the large amount of correct annotations, i.e. the
average opinion of the crowd.

3.4 Instance enrichment

As mentioned in chapter 3 dually annotated data-sets are rare, rendering IBOM
a rarely applicable OM technique. To eliminate the requirement of a dually
annotated data-set we introduce the IE process. The IE process generates an
artificially dually annotated data-set from two disjunct data-sets.

The IE process works as follows: we have two data-sets D1 and D2, of which
the instances are annotated with ontologies O1 and O2 respectively. Every
instance i1 ∈ D1 is compared to all instances of data-set D2. The annotations
of the most similar instance(s) of D2 are added to i1, rendering i1 a dually
annotated instance, because i1 is now annotated with concepts of both O1 and
O2.

In previously published work we have shown that the artificially dually an-
notated instances that are generated by IE process are suitable for IBOM [13].
We have demonstrated the good quality of the result of the IBOMbIE algorithm
by comparing it to a gold standard, which has been created by the STITCH
project group [12].

When enriching instances of D1 with annotations of D2, we must take the
annotation policies of the two data-sets into consideration. In the ideal scenario
the annotation policies are similar, but as illustrated in section 3.3, the policies
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may differ in granularity and perspective.
When setting up the IBOMbIE process several technical algorithm design

choices have to be answered, which will be addressed in chapter 4.

3.5 Application of IBOM in other scenarios

The definition of the ‘instance-of’-relation as stated in section 3.1 is suitable for
the library scenario we address in this thesis. By using an alternate definition of
the instance-of relation, the IBOM algorithm can be applied to other scenarios.

Canonical semantic web scenario

To apply the IBOM algorithm in a SW scenario we can use the standard defi-
nition of the ‘instance-of’-relation in SW: an object is an instance of a concept
when the object and concept are associated with the ‘rdf:type’-relation. Fig-
ure 3.2 shows an object ‘someone:Peter’, which has a relation ‘foaf:name’ to the
literal “Peter” and a relation ‘foaf:knows’ to the object ‘someone:Nate’. A third
relation ‘rdf:type’ links ‘someone:Peter’ to the class ‘foaf:Person’, which indi-
cates that the object ‘someone:Peter’ is an instance of the concept ‘foaf:Person’.

someone:Peter

foaf:Person

rdf:type

"Peter"

foaf:name

someone:Nate

foaf:knows

Figure 3.2: Example of alternate instance-of relation: semantic web context

Web directory scenario

When we consider the categories in a web directory as concepts, we can define
the ‘instance-of’-relation as: when entry e is listed under the directory d, then
e is an instance of d and all parent directories of d [15]. Using this definition
we can, for example, match the categories of the two web directories: http:

//www.dmoz.org/ and http://dir.yahoo.com/.

Wikipedia and tagged bookmarks scenario

In [11] wikipedia articles and user-generated tags are considered concepts. In
this scenario the ontologies O1 and O2 are matched, where O1 contains wikipedia
articles and O2 is a folksonomy, containing tags that are generated by the http:
//delicious.com/ community. The ‘instance-of’-relation in this scenario is
defined as follows: bookmark object b is an instance of tag t when b is tagged
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with t. A major difference with the ‘instance of’ relations defined above is that
the tags have a repetitive nature, because users independently annotate objects,
enabling an object to be annotated with the same tag by multiple users. Due to
the repetitive nature of tags, the instance annotations are multi-sets, rendering
JSD appropriate as a concept similarity measure.



Chapter 4

Matching and enriching

instances

The IE process has been introduced in section 3.4. In this chapter we will
address technical issues and design choices of the IE algorithm.

When enriching instance i ∈ D1 we add the annotations of the most similar
instance(s) from the other data-set D2. Therefore, in order to apply IE we need
to determine which instance(s) of D2 are most similar to instance i. Thus the
instance matching (IM) process is a crucial aspect of the IE process.

To place the IE process in perspective, we give an overview of the structure
of the full IBOMbIE algorithm in section 4.1. In section 4.2 we discuss different
instances matching methods. In section 4.3 we address different parameters of
the IE algorithm and how the parameters could affect the final result, i.e. the
alignment between two ontologies.

4.1 Algorithm structure

The IBOMbIE algorithm matches two ontologies O1 and O2, which annotate
the instances of the data-sets D1 and D2 respectively. From a bird’s eye view
the IBOMbIE algorithm consists of three steps:

1. enrich the instances of D1 with most similar instance(s) of D2

2. enrich the instances of D2 with most similar instance(s) of D1

3. match O1 and O2 by applying the JC on the enriched instances

In steps 1 and 2, for each instance it in the target data-set, we generate
a ranked list of instances from the source data-set and enrich it with the N

most similar instances. The number of instances N may be defined in several
ways. For example, one might use a static N, enriching every instance of the
target data-set with a constant number of instances from the source data-set,

23



CHAPTER 4. MATCHING AND ENRICHING INSTANCES 24

i.e. the topN instances. Another option is using a similarity threshold (ST ):
every instance in the source data-set that is more similar than ST is used to
enrich it.

To enrich instance it with instance is, all concept associations of is are added
to it. Thus enriched instances are associated with concepts of both ontologies,
enabling the third step of IBOMbIE: applying the JC on the enriched instances.
The end result is an alignment between O1 and O2.

4.2 Instance matching

We identify two general IM methods: exact and approximate IM. Exact IM,
discussed in section 4.2.1, is applicable when we are able to determine whether
two instances represent the same real-world object or not. Approximate IM,
discussed in section 4.2.2, is generally applicable and does not necessarily match
instances that represent the same real-world object, but matches instances that
are similar according to their textual data.

4.2.1 Exact instance matching

Exact IM (or: instance identification) is a method where instances that repre-
sent the same real-world object are matched. Exact IM is an optimal IM method
when instances of two data-sets have a shared key, i.e. an identifier in the same
namespace. Some standards provide universal identifiers, i.e. identifiers that are
independent of the data-set instances reside in. Examples of universal identifiers
are:

• ISBN: recently published books always have an ISBN number.

• Social security number: a society-dependent identifier of people.

• EAN: the european article number is a standard used to identify retail
products

In order to apply exact IM a shared key is not strictly necessary. Certain
situations allow exact IM on basis of different data, for example: when two
records of people contain the exact same full name, address and date of birth,
we can assume that the records apply to the same person.

Exact IM is a powerful method to generate a dually annotated data-set,
because it is simple and mismatches are virtually impossible.

4.2.2 Approximate instance matching

In contrast to exact IM, approximate IM algorithms are generally applicable.
Instances are matched based on their similarity, instead of equality. An active
field of research from which techniques are suitable for approximate IM methods
is called information retrieval (IR). IR methods are commonly used to query a
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collection of documents. For example, web search engines use IR techniques to
provide full text search functionality on collections of websites.

In order to efficiently query a collection of documents D, that collection
must be indexed. During the indexing process the documents of D are read and
analyzed, so that D can be efficiently queried.

Vector space model

The vector space model (VSM) is a classic IR model, which has been intro-
duced in 1975 [16]. VSM is often applied in modern algorithms, such as OM
[10] and data-mining algorithms [17]. VSM provides an abstract model, where
documents are represented by vectors in a vector space. The magnitude of the
components of the vectors are defined by weights. A weight may be defined as
any parameter that can be quantified, such as the frequency of a certain word1

or an audiovisual feature [18].
The cosine similarity (equation 4.1) quantifies the similarity between two

documents. The similarity between two documents is negatively correlated with
the angle between the two vectors that represent those documents in vector
space. In the numerator of the cosine similarity the products of all components
of the two document vectors are summed up, which gives the inner product of
vectors ~d1 and ~d2 ( ~d1 · ~d2). The components of the vectors count n weights,
where n is the amount of components of a vector, i.e. the amount of dimensions
in vector space. Weight wi,d represents the weight of term i in document d.
Euclidean normalization is applied by dividing the inner product by the length
of the two vectors, i.e. the dot products (| ~d1|| ~d2|).

cosine sim(d1, d2) =
~d1 · ~d2

| ~d1|| ~d2|
=

∑n

i=1
wi,d1

wi,d2
√

∑

i w2

i,d1

√

∑

i w2

i,d2

(4.1)

In VSM a query is treated as yet another document in the vector space. By
calculating the cosine similarity between a query and all documents in vector
space a ranked list of documents with descending similarity can be produced.

VSM has proved to be an excellent model to compare documents in many
scenarios, such as the OM and data mining examples above. A critique on VSM
is that calculating the cosine similarities between all documents is a computa-
tionally intensive operation. When working with large data-sets it is vital to
optimize the algorithm if possible, e.g. by pre-computing constant values such
as the inverse document frequency of words, which is defined below.

Textual data weights

When we want to index documents on the basis of textual data, a commonly
used weight is TF-IDF (equation 4.2). The TF-IDF expresses the significance
of a word w in a document d, which is part of a data-set D. The TF-IDF weight

1http://www.miislita.com/information-retrieval-tutorial/

cosine-similarity-tutorial.html
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is the product of the term frequency (TF) and the inverse document frequency

(IDF).

tf-idfw,d = tfw,d ∗ idfw (4.2)

The TF of a word w in document d is often defined as the frequency of w in
d divided by the size of ~d, i.e. the number of words d contains (equation 4.3).
The word frequency is divided by the document size to prevent the measure
from having a bias towards large documents, since large documents contain
many words and therefore have higher word frequencies on average. Different
variations of the TF-formula exist, such as equation 4.4, where the square root
of the term frequency is used to decrease the weight value of a multiple word
occurrence, so that the weight of a single word occurrence becomes relatively
more significant.

tfw,d =
nw,d

|d| (4.3)

tf ′
w,d =

√
nw,d

|d| (4.4)

The IDF is defined as the logarithm of the size of the data-set (|D|) divided
by the number of documents in which the word w occurs (equation 4.5). If a
word w occurs in many documents, the IDF will be low. If a word w occurs in
few documents, the IDF will be high. Thus the IDF quantifies the importance
of a word in a data-set. Logically this is sound, because when a word is com-
mon its occurrence does not add much information to a document, but when a
word is rarely used its occurrence is semantically significant to the content of a
document.

idfw = log
|D|

|d ∈ D : w ∈ d| (4.5)

Multiple word distributions

In a traditional IR scenario a single word distribution is considered, namely
the word distribution of the data-set that is queried. However, in an IBOM
scenario we have two data-sets, each with their own word distribution. This
gives us three options to consider:

1. Calculate the IDF based on a single word distribution, namely that of the
queried data-set. This option is the approach in traditional IR scenarios.

2. Calculate the IDF on basis of the word distribution of the data-set that
particular instance resides in. This means the IDF of a word in one of the
data-sets is based on the word distribution of only that particular data-set.

3. Calculate the IDF on basis of a global word distribution, i.e. consider a
single word distribution that is based on the union of two data-sets.
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Lucene

Lucene2 is a well-known open-source text indexing and search engine. Instead
of using an implementation of VSM, we can use the Lucene engine to measure
the similarity between documents. Lucene uses TF-IDF weights to calculate
the similarity between documents. There is one vital difference between Lucene
and VSM: vectors are not normalized as is done in VSM. Instead of applying
Euclidean normalization, the sum of TF-IDF values is multiplied with a factor
coord. This coord factor is based on the overlap between the query and the
document in question, where a bigger overlap results in a larger coord value.3

We have used Lucene as a black box to calculate similarities between docu-
ments in [13]. It has proved to provide an accurate instance similarity measure,
since the quality of the end result of IBOMbIE using Lucene has been manually
evaluated and found to have a high accuracy.

Other information retrieval measures

There are many other IR similarity measures that can be used to match in-
stances, such as Pointwise Mutual Information and Log-Likelihood ratio. How-
ever, we will not apply instance similarity measures other than VSM and Lucene
in this thesis.

4.3 Instance enrichment methods

In this section we address IE methods and two parameters that may have a
significant influence on the final result. The two parameters are:

• Top N : defines the maximum amount of instances from which we use the
annotations to enrich an instance.

• Similarity threshold (ST): dictates the minimum similarity between two
instances before one is enriched with the other.

In section 4.3.1 we illustrate a basic IE process. The two parameters are
addressed in section 4.3.2. In section 4.3.3 we discuss general concerns of tuning
the parameters.

4.3.1 Basic IE

To explain the basic IE process consider the following scenario: we have two
data-sets D1 and D2, where the instances of D1 and D2 are associated with
concepts of ontologies O1 and O2 respectively. For an instance i1 ∈ D1 our IM
algorithm finds exactly one match i2 ∈ D2, using either exact IM or selecting
the single, most similar instance using approximate IM.

2http://lucene.apache.org/
3http://hudson.zones.apache.org/hudson/job/Lucene-trunk/javadoc//org/apache/

lucene/search/Similarity.html#formula_coord
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To enrich instance i1 with i2 means that we associate i1 with the concepts
that i2 is associated with. With the ‘instance-of’-relation we have defined in
section 3.1, we enrich instance i1 with i2 by adding the annotations of i2 to
i1 as shown in figure 4.1. The result is that instance i1 has become a dually
annotated instance, because it is annotated with concepts of both O1 and O2.

data-set D2data-set D1

i1

a b

i

i2

A B

ii

i

match

(a) before enrichment

data-set D2data-set D1

i1

a b

i

i2

A B

ii

i

BA

(b) after enrichment

Figure 4.1: Basic IE example

4.3.2 Parameters of the IE algorithm

Applying approximate IM techniques will not result in a single matching in-
stance, but an ordered list of instances with descending similarity. Tuning the
two parameters top N and ST may have a significant influence on the quality
of the end result.

Parameter: Top N

The top N parameter defines from how many instances we add the associated
concepts to the instance that will be enriched. For example, when we set N to
3, i1 is enriched with the concepts of the 3 most similar instances of D2.

In figure 4.2(a) we see a scenario where i1 ∈ D1 is matched with the instances
of D2. The instances i2, i3 and i4 are respectively the first, second and third
most similar instances. If N has been set to 1, i1 will be enriched with the
concepts of the single, most similar instance, which happens in figure 4.2(b).
With N set to 2, instance i1 will be enriched with the concepts of the two most
similar instances, as shown in figure 4.2(c). In the same fashion, with N set to
3 instance i1 will be enriched with the three most similar instances, as depicted
in figure 4.2(d).

In conclusion, a larger N means that instances will be enriched with more
concepts. Thus a larger N causes more concept associations, resulting in more
mappings generated by applying JC and thus a potential higher coverage in
the final result. With a smaller N we can say the enrichment algorithm is
more selective, meaning instances will be enriched with relatively more similar
instances, which implies better quality mappings in the final result.



CHAPTER 4. MATCHING AND ENRICHING INSTANCES 29

data-set D2data-set D1

i1

a b
i3

D

i2

A B

i4

A C

i

i

1st 

match

3rd 

match

2nd 

match

(a) instance matching

data-set D2data-set D1

i1

a b
i3

D

i2

A B

i4

A C

i

i

BA

(b) N=1

data-set D2data-set D1

i1

a b
i3

D

i2

A B

i4

A C

i

i

BA

D

(c) N=2

data-set D2data-set D1

i1

a b
i3

D

i2

A B

i4

A C

i

i

BA

D

A C

(d) N=3

Figure 4.2: Instance enrichment parameter: top N

Parameter: similarity threshold

The ST parameter dictates a minimum similarity ST between i1 and i2 before i1
is enriched with the concepts of i2. This implies that, unlike the top N parameter
where an instance is always enriched with the N most similar instances, it is
possible that i1 is not enriched at all.

To illustrate the dynamics of the ST parameter we depict a scenario in
figure 4.3. Figure 4.3(a) shows the results of the IM process: the similarity
values between i1, the instance that will be enriched, and the instances of the
other data-set: i2, i3 and i4. In figure 4.3(b) the threshold ST is greater than the
most similar instance, so i1 is not enriched at all. In figure 4.3(c) the similarity
between i1 and i2 is greater than ST, so i1 is enriched with the concepts of i2.
Figure 4.3(d) shows a situation where the threshold ST is smaller than both
the similarity between i1 and i2 and the similarity between i1 and i3, so i1 is
enriched with the concepts of i2 and i3.

As in the case with the top N parameter, we have to balance the selec-
tiveness and the amount of concept associations. When using a low ST, the
IBOMbIE algorithm will enrich an instance with the concept associations of
relatively many instances, as opposed to when a high ST would be used. In
conclusion, as the ST increases, the selectiveness of the IBOMbIE algorithm in-
creases, which potentially results in more correct concept associations and thus
in more mappings.
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Figure 4.3: Instance enrichment parameter scenario: ST

4.3.3 General concerns of parameter settings

Duplicate concept associations

When an instance is enriched with the concepts of multiple other instances,
there is a chance that the enriched instance will have duplicate concept associ-
ations. For example, in figure 4.2(d) instance i1 is associated with concept ‘A’
twice. When such a duplicate concept association occurs, the concept similarity
measure could use this data to produce a stronger relation between the original
annotations of the enriched instance and duplicate concept associations.

For a concept similarity measure to take advantage of the duplicate concept
associations, it must support multi-sets. A set is a collection where all elements
are unique, whereas in a multi-set duplicate elements may exist.

Since the JC works with sets (see section 3.2), it is not able to use the seman-
tics of duplicate annotations. The JSD (see section 2.2.3) is a concept similarity
measure that does work with multi-sets. Therefore, the JSD presumably is a
better choice for the concept similarity measure than the JC when the enriching
process has produced duplicate concept associations. In this thesis we will not
evaluate the JSD, because we have chosen to restrict the scope of this thesis to
exploring the IE process.

Precision vs. recall

As suggested in section 4.3.2 when configuring both the top N and the ST

parameters we have to find a balance between the selectiveness of the algorithm
and the amount of concept associations. This trade-off is analog to the precision
vs. recall problem: when we desire a high precision we need to be selective, which
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will be at expense of the recall. Vice versa, when we want a high recall we have
to be less selective, which will most likely decrease the precision. In general
there is a negative correlation between the precision and recall [19].

We described how the selectiveness of the IE process is influenced by the
topN and ST parameters in section 4.3.2. As the selectiveness increases, we
expect to see the IBOMbIE algorithm produce alignments with higher precision
and lower recall. With a low degree of selectiveness, we expect to see a higher
recall and a lower accuracy.

Statically vs. dynamically set parameters

It would be fortunate when a specific configuration of the two parameters top

N and ST would result in good performance in all possible scenarios. If such
a generally optimal configuration would exist, it would be worth the effort to
empirically determine what the parameters should be set to.

However, the chance that different parameter configurations are optimal in
different scenarios is significant. Therefore, we should consider dynamic pa-
rameter configuration, i.e. automatic parameter configuration during runtime,
based on number of possible influencing factors, such as:

• the amount of concepts in the ontologies

• the amount of instances in the data-sets

• the average amount of annotations per instance

• the expected overlap of the two ontologies

• the mean and standard deviation of the similarities between the most
similar instances ia ∈ D1 and ib ∈ D2

All factors listed above can be used to find a balance between the selective-
ness of the IBOMbIE algorithm and the amount of concept associations needed
to produce an alignment that covers a sufficiently large portion of the ontologies,
i.e. a sufficient recall.

In the fifth factor we refer to the mean and standard deviation of the simi-
larities between the most similar instances, because the ST is a relative quan-
tification. Most likely we are not able to pick a generally correct scalar for
the threshold, e.g. ST=0.6, because the average similarity between instances
depends on the representation of instances and the measure that is used to
quantify instance similarity. However, if we set the threshold to the average
similarity of the best matching instance in the other data-set, an instance i1 is
only enriched with instance i2 when the similarity between i1 and i2 is above
average.



Chapter 5

Ontology matching

scenarios

In this chapter we introduce the two real-life OM scenarios, which we use to
empirically test the IBOMbIE method. In sections 5.1 and 5.2 we will introduce
the KB and TEL scenarios respectively.

In both OM scenarios we match the controlled vocabularies of libraries, using
their book catalogs as collections of instances. The controlled vocabularies in
these scenarios contain little hierarchical data, for example 57% of the concepts
of the GTT vocabulary from the KB scenario are top level concepts. All concepts
in the controlled vocabularies have a preferred label and a variable number of
alternative labels.

5.1 KB scenario

In the KB scenario we have two data-sets that belong to the National Library

of the Netherlands, or: de Koninklijke Bibliotheek (KB). The two data-sets are
the Deposit Collection and the Scientific Collection, which contain book records
annotated with the Brinkman and GTT vocabularies respectively [12].

The amounts of concepts in the vocabularies are displayed in table 5.1. The
concepts in the Brinkman and GTT vocabularies cover approximately the same
amount of categories, but they differ in granularity. Thus the 35K concepts
of the GTT vocabulary are expected to cover most of the 5K concepts of the
Brinkman vocabulary, plus many specific concepts.

vocabulary nr. concepts
Brinkman 5,222

GTT 35,194

Table 5.1: Statistics of vocabularies KB

32
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In table 5.2 the exact amounts of book records of the data-sets are displayed.
These book records are manually annotated by librarians of the KB. A fortunate
fact is that approximately 220K books are common to both the Deposit and the
Scientific collections. Since these books are part of both collections, they are
manually annotated with both the Brinkman and GTT vocabularies. These
220K dually annotated books have been used in [12] to test different concept
similarity measures.

instances annotated with amount instances
Brinkman only 523,628

GTT only 329,337
Brinkman + GTT 219,503

Table 5.2: Statistics of book records KB

5.2 TEL scenario

The TEL scenario is named after the European Library plus project (TELplus).1

The European Library2 offers access to resources of 48 national libraries of Euro-
pean countries. We use data-sets of the British national library and the national
libraries of France and Germany, which have annotated their book records with
the LCSH, Rameau and SWD vocabularies respectively.

A challenging aspect of this scenario is that the collections of book records
are made in different countries and are thus in different languages. Since we use
text-based instance similarity measures, this aspect is a significant handicap for
the IBOMbIE algorithm.

The amounts of concepts each vocabulary contains are displayed in table 5.3.

vocabulary nr. concepts
LCSH 339,612

Rameau 154,974
SWD 805,017

Table 5.3: Statistics of vocabularies TEL

The statistics on book records are displayed in table 5.4. Note that the
data-sets in this scenario are significantly larger than those of the KB scenario.

Many books in the three TEL data-sets are annotated with ISBN identi-
fiers. ISBN is an international book identification standard. Thus when a book
in the French collection is annotated with the same ISBN as a book in the
English collection, we know that those records correspond to the same actual
book. In table 5.5 we show how many books of the different data-sets have the
same ISBN. The amount of ISBN matching books is relatively small, e.g. 7% of

1http://www.theeuropeanlibrary.org/telplus/
2http://www.theeuropeanlibrary.org/
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instances from library of amount instances
England 2,505,801
France 1,457,143

Germany 1,364,287

Table 5.4: Statistics of book records TEL

the English book records are matched with 12.5% of the French book records.
We hypothesize that the amount of ISBN matching books is sufficient for sev-
eral purposes, such as merging the annotations of ISBN matching instances to
generate alignments that can be used as a gold standards.

combination data-sets nr. ISBN matches
English-French 182,460
French-German 63,340
German-English 83,786

Table 5.5: Amounts of ISBN matches between data-sets in TEL scenario

Another evaluation aid is provided by the MACS project,3 which provides
manually created alignments between the LCSH, Rameau and SWD vocabular-
ies. Since the alignments are manually created, the mappings in MACS align-
ments are of good quality. The amount of mappings of each MACS alignments
is shown in table 5.6. The largest alignment is between LCSH and Rameau
vocabularies and covers 16% and 36% of the LCSH and Rameau concepts re-
spectively. We do not know whether or not the MACS alignments focus on
specific subsets of the vocabularies. Although the MACS alignments do not
provide an exhaustive list of semantically correct mappings, they do provide a
invaluable means to evaluate alignments that are produced by the IBOMbIE
algorithm.

combination nr. mappings in nr. LCSH nr. Rameau nr. SWD
vocabularies MACS alignment concepts concepts concepts

LCSH-Rameau 57,650 55,623 55,963 0
Rameau-SWD 13,420 0 12,094 12,850
SWD-LCSH 12,029 10,811 0 12,029

Table 5.6: Statistics of MACS alignments

3http://macs.cenl.org



Chapter 6

Experiments and results

In [13] we have showed that the IBOMbIE algorithm is capable of producing
an alignment based on the extension data of concepts using two disjunct data-
sets. In section 6.1 we state the experimental questions that correspond to
our research questions in section 1.5. We address the implementation of the
IBOMbIE algorithm and the hardware that we use to conduct experiments in
section 6.2. We describe the results of our experiments in section 6.3 and finally
state the overall conclusions in section 6.4.

6.1 Experimental questions

In this section we address the different experimental questions we would like to
answer. We state our questions on the instance similarity measure, word distri-
butions and instance translation in sections 6.1.1, 6.1.2 and 6.1.3 respectively.
Experimental questions concerning the ‘top N’-parameter, the ‘ST’-parameter
and combining these two parameters are stated in sections 6.1.4, 6.1.5 and 6.1.6
respectively.

6.1.1 Instance similarity measure

An instance similarity measure (ISM) is used to quantify the similarity between
instances during the IE process (see section 4.2). In this thesis we compare two
ISM measures:

1. the Lucene ISM

2. the VSM ISM

The Lucene ISM uses the Lucene text indexing and search engine to calculate
the similarity between instances. The VSM ISM uses our implementation of
VSM to quantify the instance similarity values. In previous work we have used
the Lucene ISM to give a proof-of-concept of the IBOMbIE method [13].

35
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Our implementation of VSM features several optimizations, which will be
addressed in section 6.2. These optimizations are intended to tackle the scala-
bility issue that arises when we apply the IBOMbIE method on large data-sets.
We have empirically seen that as the amount of indexed instances increases, the
time it takes to query the indexed instances increases quadratically when using
the Lucene ISM. This scalability issue is not a consequence of page swapping,
because we store the whole index in main memory. We have not had the time
to find the cause of this scalability issue of Lucene.

As can be seen in chapter 5, the amount of instances between the KB and
TEL scenarios differ significantly. On average the amount of instances in the
TEL data-set is approximately 4 times larger than the size of the KB data-sets.
Therefore the scalability of the IBOMbIE algorithm, and thus the ISM, is a
relevant evaluation criterion.

When comparing the Lucene engine with our implementation of VSM we
consider several criteria:

• the quality of the final results

• the performance in terms of run-time

• the scalability

6.1.2 Word distributions

The IDF of a word quantifies its importance, based on its usage in a data-set
(see section 4.2.2 and formula 4.5). For example, when the word w1 occurs in
many documents and the word w2 occurs in few documents, the IDF value of
w1 is smaller than the IDF value of w2.

In traditional IR algorithms a single word distribution is taken into consid-
eration. However, in the IBOMbIE algorithm we have two separate data-sets,
which have their own word distributions. Our experiment question is whether
taking the different word distributions into consideration will improve the final
result of the IBOMbIE algorithm. We consider three different options:

1. IDF single: only consider the word distribution of the indexed data-set.
This is how the IDF of a word is determined in the Lucene engine and
other IR algorithms.

2. IDF local: use the local word distribution of w to calculate the IDF value
of w, i.e. when w is part of a document in data-set D1 we consider the
word distribution of D1 to calculate IDF (w). In the IBOMbIE algorithm
there are always two word distributions: the word distributions of D1 and
D2

3. IDF global: consider a single word distribution on a global scale, i.e. when
calculating the IDF of any word in D1 or D2: consider the word distribu-
tion of the union of the data-sets: D1 ∪ D2.
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IDF single is the simplest option, which may fail to correctly quantify the
importance of a word w when w is rare in the indexed data-set, but common in
the data-set that is being enriched. We expect that the IDF local option will give
the best results, because when using IDF local we quantify the importance of a
word within its own data-set. However, IDF global may also provide a reliable
IDF quantification, when the importance of a word differs significantly in two
data-sets.

6.1.3 Instance translation

Since the data-sets of the TEL scenario are created in different countries, the
language of the majority of the instances in the data-sets are different. For
example, the instances of the Bibliothèque nationale de France are primarily
in French, while the majority of the instances of the British library are in En-
glish. In the instance translation experiment a simple word-by-word translation
method is used to test whether translating the instances enhances performance
of the IBOMbIE algorithm.

The first step to enable instance translation is to translate every unique word
of a data-set by using the Google translate.1 All translated words are stored in
a translation table. When indexing a data-set we look up the translation of
every word and replace the original word by the translation. For example, when
enriching the French data-set, we translate all the English instances.

The instances in the TEL data-sets contain a significant amount of language
independent data. For example, the name of the author of a book is independent
of primary language of the catalog in which that book is recorded. We expect
the language independent data to enable the IM process to be successful without
translation. However, we expect the accuracy of the algorithm to increase when
translation is applied.

Note that when we do not translate instances, we will not apply word stem-
ming. When translating the instances of one data-set to the language of the
other data-set, we consider both data-sets have the same language and thus we
use the same stemmer. When not translating, the two data-sets have different
languages and thus different stemming algorithms would be used. Using differ-
ent stemming algorithms negatively influences the IM process, because words
that are lexically equal might be stemmed in different ways by the different
stemming algorithms, rendering the words on longer lexically equal.

6.1.4 Parameter: top N

Our third experimental question involves the ‘top N’-parameter, which has been
introduced in section 4.3.2. When enriching an instance i1 ∈ D1 the ‘top N’-
parameter dictates from how many instances of D2 the concept associations are
added to i1. For example, when N = 2 an instance i1 ∈ D1 will be enriched
with the concepts associations of the two most similar instances from D2.

1http://translate.google.com
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We will generate ten alignments, starting with N=1 and incrementing N with
1 every iteration. As N increases, the selectiveness decreases and the amount of
concept associations increases. Given the correlations between the value of N,
the selectiveness and the amount of concept associations, when incrementing N
we expect the precision to decrease and the recall to increase.

6.1.5 Parameter: similarity threshold

The fourth experimental question addresses the similarity threshold (ST). The
ST defines how similar two instances should be before one is enriched with the
concept associations of the other (see section 4.3.2).

The ST is a context dependent parameter, i.e. the average similarity value
between instances may differ in different scenarios. In section 6.3 we will see
that the average similarity between instances is different in the KB and TEL
scenarios. Given that the ST is context dependent, we would like to learn
a pattern between the ST and context specific factors, such as the average
similarity between the instances in D1 and their single most similar match in
D2.

We will calculate the mean µ and standard deviation σ in several OM sce-
narios and evaluate alignments using different thresholds, such as ST=µ and
ST=µ+σ.

Note that we will not set a maximum amount of instances with which an
instance is enriched. An instance i from the target data-set is enriched with all
instances from the source data-set of which the similarity with i is greater than
ST.

6.1.6 Combining parameters

After testing different settings of the topN and ST parameters independently, we
combine both parameters to specify the selectiveness of the IBOMbIE algorithm.
On basis of the results of the single parameter experiments, we will predict
a number of significant combinations and analyze evaluations of alignments
generated with those configurations.

When combining the parameters we have more control over the selective-
ness of the IBOMbIE algorithm, although it becomes more difficult to tune the
configuration. Using appropriate combinations of the two parameters, the se-
lectiveness of IBOMbIE can be defined more precisely, potentially resulting in
better results than when using a single parameter. Assuming we are able to find
a combination of parameters that leads to good performance, we expect to see
better results than in the previous experiments.

6.2 Experimental setup

In this section we discuss the experimental setup that has been used to conduct
experiments. Section 6.2.1 addresses some general implementation concerns. In
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section 6.2.2 we discuss our VSM implementation and how we applied several
optimizations. The methods of evaluation are explained in section 6.2.3. In
section 6.2.7 we list the system specifications of the platform the experiments
are conducted on.

6.2.1 General implementation concerns

We use the stemming algorithm that is bundled with the Lucene engine for
tokenizing and stemming the input data for both the Lucene engine and our
VSM implementation. Tokenizing a string is the process of transforming a
string into separate words. Stemming words is a procedure that reduces all
words with the same stem to a common form, i.e. the stem form. The words of
documents are stemmed, because stemming generally has a positive impact on
the comparison process [20].

We have created a framework where general programming interfaces are de-
fined for reading instances of a data-set and reading vocabularies. This frame-
work standardizes the in- and output functionalities of the IBOMbIE algorithm
on different scenarios, i.e. it ensures that the Lucene engine and our VSM im-
plementation are provided with the exact same input.

6.2.2 VSM implementation

In this section we discuss the optimizations that are implemented in our VSM
algorithm to efficiently compare instances during application of the IBOMbIE
algorithm.

Pre-calculating values

The most simple optimization in our VSM implementation is that the value of
all weights are calculated as soon as possible. While reading, i.e. indexing, the
instances of data-set Di the term frequencies are calculated using equation 4.4.
Only after reading all instances of Di we can determine the IDF values of words.
Thus after all instances have been read, we multiply the calculated term fre-
quencies of the word w in all instances by the IDF of w, after all instances of Di

have been read. The result is that we have pre-calculated all weights of every
instance before we start enriching instances of De.

Scalability: word-centered index

To address the scalability issue in the IE process, as addressed in section 6.1.1,
we have used a word-centered approach to index documents. In a word table

(WT) every word wi that occurs in one or more instances of data-set Di has an
individual entry. Every entry of the WT is associated with a list of document

scores (DS), which represent the occurrence of that word in a document/in-
stance. All DS contain (1) a reference to a document in which wi occurs and
(2) the weight of wi in that document. Figure 6.1 shows an example of a WT,
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where we see that the word w1 occurs in the documents d1 and d5 and w2 occurs
in d1.

word table

w_1

w_2

...

w_n

document = d1  
weight = 0.5

document = d5  
weight = 0.4

...

...

...

document = d1  
weight = 0.3

...

Figure 6.1: A schematic illustration of a word table

Using a traditional IR-based similarity measure we would calculate the sim-
ilarity between each instance in De and all instances in Di, which involves
|Di| ∗ |De| instance comparisons. However, using the word-centered approach,
we are able to instantly retrieve a list of instances in Di that contain a certain
word. To enrich an instance ie, for every word w in ie we retrieve such a list of
document scores and combine those document scores using the formula of the
cosine similarity measure (equation 4.1).

Scalability: purge insignificant weights

To improve performance and enhance scalability we purge weights that equal
zero and the tails of long weight lists. We define the tail of a long weight list as:
the elements containing the smallest weight values of a list that is longer than
500 elements.

To illustrate the distribution of weights and the quantity of insignificant
weights, consider the following statistics: the data-set of the National Library

of France, or: Bibliothèque nationale de France (BNF), contains 1.5M instances,
in which after tokenizing and stemming 737K unique words occur. Thus the WT
has 737K entries, which would be associated with lists containing 58M weights
in total if all weights would be preserved.

The data-set of the BNF contains 13 words that occur in all instances, such
as the word ‘catalog’, which count 19M weights. These 13 words are 0.002%
of all individual words, but make up 35% of all weights. Since the IDF of
these words equal 0, their weights equal zero and they are insignificant in the
calculation of the cosine similarity between instances. Therefore, these weights
are purged.

The data-set of the BNF contains 6K words that occur in more than 500
instances, but not in all documents. In total, these 1% of all unique words are
responsible for 32M weights, which is 55% of all weights. From the long lists
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we purge the tails, i.e. we purge the weights with the smallest values until 500
weights are left in the list. The amount of weights purged this way is 29M,
which is 50% of all weights. Thus we preserve 3M of these weights, which is 5%
of all weights.

Finally, there are 731K words from which no weights are purged, because
they occur in 500 documents or less. These 99% of all unique words account for
6,7M weights, which is 12% of the total amount of weights.

In conclusion, this example shows that a significant amount of weights is
purged of a representative data-set from the TEL scenario. Along with the other
optimizations, purging these weights is necessary to ensure scalability. We will
see in the results of the experiments below that, although many weights are
purged, the performance of the IBOMbIE algorithm is good, i.e. the alignments
that are produced are of good quality.

6.2.3 Evaluation methods

In this section we explain the evaluation methods we apply to measure the
quality of alignments. Since alignments often contain thousands of mappings,
manual evaluation is a labor intensive chore. Automatic evaluation methods,
i.e. gold standard comparison and reindexing, are preferred when applicable,
because they efficiently provide a good impression of the quality of an alignment.

When evaluating an alignment we generally plot the evaluation of the top X
mappings, where the value of X is incremented until the first 200K mappings are
evaluated. The boundary of 200K mappings that are evaluated is set ad hoc.
We generate such plots to determine the trend of the quality of alignments as the
amount of mappings that are evaluated is increased. Generally the precision of
the alignment decreases as the amount of evaluated mappings increases, because
mappings are sorted by Jaccard similarity, which quantifies the relatedness of a
pair of concepts.

6.2.4 Gold standard comparison

A gold standard is an alignment that has been proved to be correct, and can
therefore be used as a reference to compare other alignments with. When a
gold standard is available, we can calculate the precision (P), recall (R) and
f-measure (F) values of an alignment. Equations 6.1 and 6.2 state the formu-
las of P and R respectively, where {reference} is the reference alignment and
{retrieved} is the retrieved alignment, or: the alignment that is to be evalu-
ated. P quantifies the accuracy of the retrieved alignment, i.e. the percentage of
generated mappings that are correct. R quantifies the coverage, i.e. the portion
of the reference alignment that is also in the retrieved alignment. The F, given
in equation 6.3, is an evaluation measure that combines P and R into a single
value.

P =
|{reference} ∩ {retrieved}|

|{retrieved}| (6.1)
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R =
|{reference} ∩ {retrieved}|

|{reference}| (6.2)

F = 2 ∗ P ∗ R

P + R
(6.3)

There is discussion about whether or not P, R and F are appropriate evalu-
ation measures in the OM scenario [21, 22]. The P, R and F evaluation criteria
are designed to be used in the IR field of research. In the OM field of research
the P, R and f-measure are often applied. We will also use these evaluation
criteria to evaluate our alignments.

Fortunately, in both the KB and TEL scenarios we have a gold standard
to our disposal. In the TEL scenario we have the MACS alignments (see sec-
tion 5.2). Since the MACS alignments are manually created, we can safely
assume that the quality of the MACS alignments is good and we can therefore
use the MACS alignments as a gold standard. In the KB scenario we use the
alignment that is generated by applying the JCc on the manually dually anno-
tated instances. In [12] we see the peak of the f-measure is at mapping index
4000, so we use the top 4000 mappings as the gold standard in the KB scenario.
Although this alignment is not perfect, as it may contain incorrect mappings,
its quality is sufficient to be used as a gold standard in the KB scenario.

As indicated in section 5.2, the MACS alignments do not cover all concepts
in the TEL ontologies. Therefore we consider a mapping judgeable when one of
the concepts occurs in the MACS, but a mapping is non-judgeable when neither
of the concepts is used in the MACS alignment.

6.2.5 Reindexing

A second automatic evaluation method concerns the reindexing of dually an-
notated instances. In this thesis we use a corrected version of the reindexing
evaluation method. We will first explain the original reindexing method, as sug-
gested in [23], illustrate what should be improved and then suggest a corrected
method.

To explain the original reindexing method, consider the annotations of a du-
ally annotated instance as two sets: s1 and s2. Sets s1 and s2 contain concepts
of ontology O1 and O2 respectively. Given an alignment A that provides map-
pings between concepts of O1 and O2, we reindex the concepts in s2, replacing
each concept c in s2 with the concepts that are mapped to c by A.

Using the result of the reindexed set s2 as the retrieved set and set s1 as the
reference set we can use the precision and recall formulas (equation 6.1 and 6.2)
to evaluate alignment A. To prevent division by zero, we define the precision as
0 when |retrieved| equals zero.

A shortcoming of the original reindexing method is that the evaluation re-
sults are dependent on the reindexing direction: when we reindex annotations of
O1 to O2 the results are different than when we reindex vice versa. To demon-
strate, consider the example scenario in figure 6.2. In 6.2(a) we see an alignment
between O1 and O2 where b is mapped to x and d is mapped to y. In 6.2(b) we
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(a) alignment
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{a, b, c}

{x, y}

(b) dually annotated in-
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Figure 6.2: Reindexing example

instance i_dual

{a, b, c}

{x, y} instance i_dual

{a, b, c}

{b, d}

instance i_dual

{x}

{x, y}reinde
x {a, b

, c}

reindex {x, y}

Figure 6.3: Original reindexing method

have a dually annotated instance idual where s1 := {a, b, c} and s2 := {x, y}. In
6.3 we see the different results after reindexing the two annotation sets of idual.
More importantly, the evaluation results, calculated in equations 6.4, 6.5, 6.6
and 6.7, are different.

Preindexing set1 =
|{a, b, c} ∩ {b, d}|

|{b, d}| =
1

2
(6.4)

Rreindexing set1 =
|{a, b, c} ∩ {b, d}|

|{a, b, c}| =
1

3
(6.5)

Preindexing set2 =
|{x} ∩ {x, y}|

|{x}| = 1 (6.6)

Rreindexing set2 =
|{x} ∩ {x, y}|

|{x, y}| =
1

2
(6.7)

To improve the reindexing evaluation method, we effectively reindex both
directions. The union of s1 and s2 is considered the reference set. We reindex
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both s1 and s2 and the results thereof are used as the retrieved set. The im-
proved reindexing evaluation method always gives the same evaluation results
of an alignment with the same set of dually annotated instances, while the re-
sults of the original reindexing evaluation method are dependent on a chosen
reindexing direction. When we apply the improved reindexing evaluation to the
example above, the reindexing process will be as in figure 6.4, which gives us a
precision and recall as calculated in equations 6.8 and 6.9.

instance i_dual

{a, b, c, x, y}
reindex

instance i_dual

{b, d, x}

Figure 6.4: Improved reindexing method

P =
|{a, b, c, x, y} ∩ {b, d, x}|

|{b, d, x}| =
2

3
(6.8)

R =
|{a, b, c, x, y} ∩ {b, d, x}|

|{a, b, c, x, y}| =
2

5
(6.9)

To calculate the precision and recall of an alignment considering the full set
of dually annotated instances we use equations 6.10 and 6.11 as suggested in
[23]. The recall is the average recall of all dually annotated instances. When
calculating the precision we only take the instances into consideration from
which at least one concept was mapped to another concept by the alignment,
i.e. the reindexed instances. To justify these formulas, consider alignment A1

that contains a single mapping m. Mapping m always successfully maps a
concept to one of the concepts in the reference set, given any dually annotated
instance. Thus m is always correct, i.e. alignment A1 has a perfect precision.
However, the coverage of A1 is poor, because on average, only a small percentage
of the reference set is retrieved. In conclusion, an empty set that is the result
of reindexing the annotations of an instance is a symptom of poor coverage and
not of a bad precision of the evaluated alignment.

R =

∑dually annotated instances |{reference}∩{retrieved}|
|{reference}|

|{dually annotated instances}| (6.10)

P =

∑dually annotated instances |{reference}∩{retrieved}|
|{retrieved}|

|{reindexed instances}| (6.11)

In both the KB and the TEL scenario we can apply the reindexing evalua-
tion method. As mentioned in section 5.1 the KB data-set has a set of manually
dually annotated instances. To obtain dually annotated instances in the TEL
scenario we merge the annotation of the ISBN matches, which have been dis-
cussed in section 5.2. Note that we will not use any dually annotated instances,
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as those instances are used for evaluation purposes and using them generate an
alignment would bias the evaluation results.

6.2.6 Manual evaluation

When automatic evaluation is impossible or insufficient, we apply manual eval-
uation. To get an idea of the quality of the mappings without evaluating thou-
sands of mappings, we use a window size of 10 and evaluate a single mapping
in every window. The quality of the evaluation mapping in every window is
considered representative for all mappings in that window.

Every first mapping of a window is evaluated. The evaluator chooses the
relation between the pair of concepts of a given mapping: equal, related or
unrelated. Mappings evaluated as being equal are considered correct.

6.2.7 System specifications

Relevant system specifications of the machine that has been used to conduct
experiments are listed in table 6.1. We have not applied multi-threading in our
experiment implementations, so the main program always uses a single thread
and thus a single processor core. However, the implementation of Java VM is
multi-threaded, so a second core is occasionally used by the garbage collector.

An important aspect of the system specification is the 32GB of internal
memory. As the data-sets we index and enrich are large, we need a substantial
amount of main memory to circumvent slow hard disk access time. For example,
when indexing TEL data-sets the memory usage is approximately 8GB, so on
a system with 4GB of internal RAM the page swapping2 significantly increases
the run time.

Processors AMD Opteron™ 8220
Amount processor cores 8
Processor clock frequency 2800 MHz
Internal memory 32GB
Operating system Linux version 2.6.18-6-amd64

Debian 4.1.1-21
Java™ VM Java HotSpot™ 64-Bit Server VM

build 1.5.0 14-b03, mixed mode

Table 6.1: System specifications of the machine that is used to conduct experi-
ments

6.3 Experiment results

In this section we will present the results of the experiments that are conducted
to answer the questions that are stated in section 6.1. The results of the exper-

2http://en.wikipedia.org/wiki/Paging
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iments mainly consist of evaluations of alignments generated by the IBOMbIE
algorithm with different configurations. We will discuss these evaluations and
state our conclusions.

Given an alignment that is generated by applying JCc on dually annotated
instances, we have chosen to present the quality of the alignment by ranked
mappings, instead of by Jaccard distance. By presenting the evaluation results
by Jaccard distance we would see how the quality of the alignment is of all
mappings with a Jaccard distance greater than any value on the x-axis, but
we would not be able to see how many mappings a certain evaluation result
concerns. By presenting the evaluation results by ranked mappings it is possible
to see how many mappings a certain evaluation result concerns, since that can
be read on the x-axis.

The evaluation data is often presented on a logarithmic scale, because that
allows us to examine the quality of the early mappings, as well as the global
performance of an alignment in a single figure.

We list a full specification of the settings used for every experiment. The
translation setting concerns the naive translation (see section 6.1.3), which ap-
plies to the TEL scenario only. The translation setting does not concern the KB
scenario, because the KB data-sets are both primarily in Dutch. The stemming

setting states whether or not we use the Lucene stemming algorithm (see sec-
tion 6.2.1). The IDF, topN and ST settings concern the IDF (see section 6.1.2),
topN (see section 6.1.4) and ST (see section 6.1.5) parameters respectively.

In all experiments where we use the TEL scenario to compare performance
of different configurations of the IBOMbIE algorithm, we match the LCSH and
Rameau vocabularies. We use these vocabularies, because for both the gold
standard comparison and the reindex evaluation we have the most data con-
cerning the LCSH and Rameau vocabularies. The large amount of manually
created mappings and ISBN matched instances gives a good basis for trustwor-
thy automatic evaluation of alignments between LSCH and Rameau.

6.3.1 Instance similarity measure

We compare the Lucene ISM to the VSM ISM using only the KB scenario,
because due to the size of the data-sets it takes several days to apply IBOMbIE
on the TEL scenario using the Lucene ISM. We start by comparing the two
ISMs by runtime and scalability, then we will compare the quality of the end
results.

The configuration of the algorithm for this experiment is listed in table 6.2

Performance and scalability

When comparing performance, we compare the ISMs on basis of two factors:
(1) the time needed to enrich instances and (2) memory usage. The time needed
to index the documents is ignored, because it is relatively short compared to
enriching instances. To compare the time needed to enrich instances, we measure
how long it takes to enrich 100K instances. The amount of indexed instances is
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Parameter Configuration
ISM VSM,Lucene
translation N.A.
stemming yes
IDF IDF single

topN 1
ST 0

Table 6.2: Settings of parameters during ISM experiments

positively correlated with the time it takes to find the best matching instance
from the indexed instances.

In table 6.3 we have listed the time needed to enrich 100K instances and
memory usage for three quantities of instances. We see that the time it takes to
match a constant amount of instances grows approximately quadratically in case
we use the Lucene ISM. Using the VSM ISM the increase in runtime is less than
the increase in indexed instances, which is due to the optimizations discussed in
section 6.2.2. Considering these statistics, the optimizations in the VSM ISM
are successful in both increasing performance and solving the scalability issue.

We see that the memory usage of the IBOMbIE algorithm is approximately
10% higher when using our VSM ISM than when the Lucene ISM is applied.
This difference in memory usage is due to the extensive use of hash tables in the
implementation of the VSM ISM, which boosts the performance significantly.
The higher memory usage is a small price to pay for the lower run-time. The
increase in memory usage as the amount of indexed instances increase is slightly
smaller for the VSM ISM.

amount time to enrich 100K memory usage
indexed instances (hrs:min)
instances Lucene VSM Lucene VSM
524K [1] 1:04 [1] 0:17 [1] 937 MB [1] 1,294 MB [1]

1,457K [2.8] 7:20 [6.9] 0:22 [1.3] 5558 MB [5.9] 6,472 MB [5]

2,506K [4.8] 26:15 [24.6] 0:32 [1.9] 6883 MB [7.3] 7,279 MB [5.6]

Table 6.3: ISM performance statistics (factors that compare value to top row
value, are between [brackets])

Quality of end result

To evaluate the quality of the alignments with the Lucene and VSM ISMs, we
have applied automatic evaluation methods on alignments that are generated
using the two ISMs. Figures 6.5 and 6.6 show the evaluation results of the
gold standard comparison and reindex respectively. In these figures we see
that the evaluation results are similar, where both ISMs outperform each other
marginally in one of the evaluation methods.
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Figure 6.5: Evaluation results ISM experiment: gold standard comparison
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When considering the overlap of the two alignments using figure 6.7, we
observe a significant difference between the alignments. For example, approxi-
mately 60% of the first 16K mappings in both alignments overlap. This differ-
ence between the alignments has convinced us to perform a manual evaluation.
We have evaluated the first 5K mappings of each alignment with a window size
of 10, so we evaluated 1,000 mappings in total. When mapping m consists of
the concepts c1 and c2, and c1 is lexically equal to c2, m is considered correct.
We consider lexically equal concepts to be semantically equal, because the GTT
and Brinkman vocabularies are in the same natural language and have over-
lapping domains. Figure 6.8 shows the results of the manual evaluation. From
these evaluation results we see that the alignment produced with the VSM ISM
is more accurate than the alignment produced with the Lucene ISM.

Conclusion of ISM comparison

We have seen that using VSM the alignment produced by the IBOMbIE algo-
rithm is slightly better than when using Lucene as the ISM. Considering the
performance in terms of run-time and scalability, the VSM ISM is a clear winner
between the two. In conclusion, we give the edge to the VSM ISM.

6.3.2 Word distributions

In this experiment, we test the performance of the IBOMbIE algorithm using
different definitions of the IDF, as explained in section 6.1.2. To test the impact
of the different definitions of the IDF, we match the LCSH and Rameau vocab-
ularies of the TEL scenario. The settings of the IBOMbIE algorithm during
these experiments is shown in table 6.4.

Parameter Configuration
ISM VSM
translation yes
stemming yes
IDF IDF single, IDF local, IDF global

topN 1
ST 0

Table 6.4: Settings of parameters during word distribution/IDF experiments

Figure 6.9 displays the evaluation results of the alignments generated by
using the three different IDF configurations. We see that the differences in
quality of the alignments are marginal. The recall of the alignment produced
with IDF single is slightly worse than the other two alignments. The quality of
alignments produced with IDF local and IDF global is virtually identical. The
lower recall of the alignment produced with IDF single, as compared to the
alignments generated using the other two IDF options, indicates that taking
the word distributions of the different data-sets into consideration does increase
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the accuracy of the IM process, which eventually has a positive impact on the
quality of the alignment.

Considering the overlap of the alignments in figure 6.10, it can be concluded
that the difference between the alignments is tangible. Do note that when either
the IDF local or IDF global options are set, there is a minimal, but unavoidable
overhead of scanning the data-set that will be enriched before the enriching
process starts.

In conclusion, when an alignment of the best possible quality is requested,
one should have IBOMbIE take both word distributions into account, preferably
by using the IDF local configuration. In the following experiments we will use
IDF single, due to experiment constraints.

6.3.3 Instance translation

For the instance translation experiment the settings of the parameters are shown
in table 6.5. As mentioned in section 6.1.3, words are not stemmed when trans-
lation is disabled, because the data-sets of the TEL scenario are in different
languages. Thus words are only stemmed when translation is enabled.

Parameter Configuration
ISM VSM
translation {yes, no}
stemming {yes, no} depending on translation
IDF IDF single

topN 1
ST 0

Table 6.5: Settings of parameters during ‘instance translation’ experiments

In the evaluation results that are displayed in figure 6.11 we see that, as
expected, without translation the algorithm performs relatively well, due to
language independent textual data. Although the difference is small, e.g. 2%
at 10K mappings, with translation the performance of the IBOMbIE algorithm
is in general better than when using no translation. The results are promising,
considering that the word-by-word translation method used is naive. We expect
to see significantly better results when a more advanced translation method is
applied.

6.3.4 Parameter: top N

To evaluate the performance of the IBOMbIE algorithm using different settings
of the topN parameter (see section 6.1.4), we configure the IBOMbIE algorithm
as displayed in table 6.6.

In figures 6.12, 6.13, 6.14 and 6.15 we show the evaluation results of the topN
experiments obtained by applying the reindex and gold standard comparison
evaluation methods on alignments in the KB and TEL scenarios.
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Figure 6.11: Evaluation results instance translation experiment: TEL scenario,
gold standard comparison

We see that in the TEL scenario a low N results in better precision and recall
in the early mappings. As N increases, the difference in performance in the late
mappings decreases and we see in figure 6.13(a) that the performance with a
higher topN value eventually exceeds that of lower topN values at approximately
90K mappings.

In the KB scenario we see the same phenomenon as in the TEL scenario, but
the performance of higher topN values exceed those of lower topN values earlier
in the alignments. In the gold standard comparison evaluation, the precision and
recall of a higher topN exceeds that of topN=1 at approximately 10K and 5K
mappings respectively (see figures 6.14(a) and 6.14(b)). When using the reindex
evaluation method the higher topN setting exceeds the topN=1 alignment at
4K mappings (see figure 6.15(a)).

In conclusion, the alignment generated with topN set to 1, shows signifi-
cantly better performance in the early mappings. The alignments generated
with higher values of the topN become better quality than the alignments gen-
erated with topN set to 1 in the late mappings. In the KB scenario the per-
formance of IBOMbIE using a higher topN value becomes better earlier than
in the TEL scenario. A possible explanation is that the KB vocabularies may
have a higher coverage than the TEL vocabularies, and the annotations of the
instances of the two data-sets are more similar in the KB scenario than in the
TEL scenario.
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Figure 6.12: Evaluation results topN experiment: TEL scenario, gold standard
comparison
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Figure 6.13: Evaluation results topN experiment: TEL scenario, reindex
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Figure 6.14: Evaluation results topN experiment: KB scenario, gold standard
comparison
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Figure 6.15: Evaluation results topN experiment: KB scenario, reindex
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Parameter Configuration
ISM VSM
translation yes
stemming yes
IDF IDF single

topN {1..6}
ST 0

Table 6.6: Settings of parameters during topN experiments

In the following experiments we will use the performance of IBOMbIE with
topN set to 1, which is equal to the basic IE method, as the baseline. We use
this as the baseline, because it is the simplest configuration of the IBOMbIE
algorithm and it results in good performance.

6.3.5 Parameter: similarity threshold

In this section we discuss the performance of the IBOMbIE algorithm using
different values of the ST, as discussed in section 6.1.5. The settings of the
IBOMbIE algorithm in this experiment are listed in table 6.7. As stated in the
experimental question (section 6.1.5), we do not set a maximum to the number
of instances from which the concepts associations are added to an instance that
is enriched, i.e. the topN parameter is set to infinity.

Parameter Configuration
ISM VSM
translation yes
stemming yes
IDF IDF single

topN ∞
ST {µ + x ∗ σ}

Table 6.7: Settings of parameters during ST experiments

In the experimental question (see section 6.1.5) we state that the ST is
a context dependent parameter. To prove this with empirical data, we have
calculated the mean (µ) and standard deviation (σ) of the similarity between
instances that are enriched with each other in the topN experiment with N set
to 1. Table 6.8 shows the results of these calculations, where we see that the
mean similarities between instances in the TEL scenario is lower than in the KB
scenario. Most likely this is due to the multi-lingual nature of the TEL scenario.

The data in table 6.8 is used as a guideline for default ST settings, where
we use µ as the default setting and we use a step-size of 1

2
σ. We conducted

extra experiments with a higher or lower ST when the results are expected to
be interesting. Eventually we have tested the ST set to: ST={µ + x ∗ σ} and
x ∈ {−1.5,−1,−0.5, 0, 0.5, 1, 1.5} in the KB scenario, and in the TEL scenario
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D1 D2

annotated annotated
with with µ σ

GTT Brinkman 0.297 0.106
Brinkman GTT 0.279 0.101
LCSH Rameau 0.260 0.097
Rameau LCSH 0.232 0.084

Table 6.8: Mean and standard deviation of closest matches of i1 ∈ D1 and
i2 ∈ D2

we have used x ∈ {−0.5, 0, 0.5, 1, 1.5, 2, 2.5, 3}. We tested higher ST values
in the TEL scenario for several reasons: as the ST decreases, the number of
instances an instance is enriched with increases, taking its toll on the run-time
and the drive space used to store the instances. The second reason is that as
we saw the evaluation results for an increasing ST, we were curious about the
results as we continued increasing value of the ST. These surprisingly different
results are discussed below

The evaluation results of the KB scenario using the gold standard comparison
evaluation and the reindex evaluation methods are shown in figure 6.16 and 6.17
respectively. The results of evaluating the alignments generated for the TEL
scenario using the gold standard comparison and reindex methods are shown in
figure 6.18 and 6.19 respectively.

In general the results show that quality of the alignments produced with
the ST are worse than the baseline. The best choice of ST values is µ or
µ ± 1

2
σ, which indicates that selecting the instances with a similarity above

the average similarity results in good concept associations. When a relatively
high or relatively low ST is set, there are respectively a lot of weak concept
associations or not enough concept associations to generate good mappings.

The results of the reindexing evaluation in the TEL scenario, displayed in
figure 6.19, are surprisingly different from the other evaluation results. These
evaluation results show a positive correlation between the recall and the ST.
The recall in figure 6.19(b) triggers a suspicion of a biased evaluation, but the
precision in figure 6.19(a) rejects this hypothesis (plus we confirmed that the
dually annotated instances, which are used to perform the reindex evaluation
method, are not used by the IBOMbIE algorithm). As we expect, the precision
of the alignments is optimal with the ST set to µ or µ+ 1

2
σ and as the difference

between ST and µ increases, the precision of the alignments decreases.
The precision of the alignment generated with ST set to µ − 1

2
σ in fig-

ure 6.19(a) is inconsistent with the precision of the other alignments. However,
it is consistent with the general behavior of the quality changes with different
ST settings, because as we can see in figures 6.16(a) and 6.17(a) the precision
is best with ST set to µ and deteriorates as the ST is increased or decreased.

A plausible explanation of the behavior of the evaluation results concerning
the decreasing precision and increasing recall, is that as the ST increases, the
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Figure 6.16: Evaluation results ST experiment: KB scenario, gold standard
comparison
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Figure 6.17: Evaluation results ST experiment: KB scenario, reindex
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Figure 6.18: Evaluation results ST experiment: TEL scenario, gold standard
comparison
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Figure 6.19: Evaluation results ST experiment: TEL scenario, reindex
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average number of concepts a concept is mapped to increases. In general a
concept is mapped to M other concepts, where M ∈ N. As the ST increases,
the amount of instances that are used to enrich instances decreases, and thus the
concept associations decreases. As the amount of concept associations decreases,
the ranking in the alignment changes and some new mappings might appear, as
the mappings in an alignment are restricted to the concept pairs with a Jaccard
coefficient greater than 0.001. In this situation, M might increase as the ST
increases. An increasing M would cause a single concept to be replaced by an
increasing number of concepts during the reindex process, which decreases the
precision and increases the recall.

In conclusion, we have seen that the IBOMbIE algorithm performs best with
a ST set to µ or µ ± 1

2
σ. The baseline, where we effectively do not use the ST

and set the topN parameter to 1, is still the best performing configuration of
the IBOMbIE algorithm.

6.3.6 Combining parameters

Combining the topN and ST parameters gives great control over the selective-
ness of the IBOMbIE algorithm. We are interested in (1) what combination
of the parameter gives the best performance and (2) whether or not this gives
better performance than configuring the selectiveness of the algorithm using a
single parameter.

During this experiment we restrict the setting of ST to µ and µ ± 1

2
σ, be-

cause we have seen that these configurations result in the best performance in
section 6.3.5. In the experiments using the TEL scenario we have also experi-
mented with the ST set to values between µ+σ and µ+3 1

2
σ, to investigate the

same phenomenon as the in ST experiment, where the precision is negatively
correlated and the recall positively correlated with the ST. We will set the topN
parameter to 1,2 and 3, because in section 6.3.4 we have seen that low values of
topN result in the best end results. The overview of settings used during this
experiment is listed in table 6.9.

Parameter Configuration
ISM VSM
translation yes
stemming yes
IDF IDF single

topN {1,2,3}
ST µ − 1

2
σ ≤ ST ≤ µ + 3 1

2
σ

Table 6.9: Settings of parameters during ST experiments

The evaluation results of experiments in the KB scenario for the gold stan-
dard comparison and reindex evaluation methods can be seen figures 6.20 and
6.21 respectively. In these results we see that the baseline performs best. Com-
paring the results of these experiments with the results of experiments where
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a single parameter is used, we see that the quality of the alignments is signifi-
cantly better when the parameters are combined. In the KB scenarios the best
performing configurations are with ST set to µ− 1

2
σ and topN set to 1, 2 and 3.

The results of the gold standard evaluation in the TEL scenario, shown in
figure 6.22, are similar to the results in the KB scenario. However, the results of
the reindex evaluation in figure 6.23, show that the alignments generated using
the parameters in conjunction match the quality of the baseline. Looking at
the precision in 6.23(a) we see that the configurations with topN set to 1 and
ST set to µ − 1

2
σ and µ show the best performance in the alignment portion

between 1K and 10K mappings.
Figure 6.24 shows the evaluation of alignments produced with topN set to 1

and ST set to 8 values ranging from µ − 0.5σ to µ + 3 1

2
σ. We see that as ST

increases, the recall improves and the precision deteriorates. This phenomenon
is similar to the surprising results discussed in section 6.3.5, where the recall is
positively correlated and the precision negatively correlated with the ST. The
overall best alignments in the TEL scenario using both parameters is with topN
set to 1 and ST set to µ − 1

2
σ and µ.

The difference in quality between the baseline and the alignments generated
using the combination of the two parameters is significantly smaller than the
difference between the baseline and the alignment generated in the previous
experiments, where either one of the topN or ST parameters is used. Therefore,
it is safe to conclude that combining the parameters generally results in better
performance than when a single parameter is used. Do note that the complexity
of tuning the selectiveness of the IBOMbIE algorithm increases when we choose
to use two parameters.



CHAPTER 6. EXPERIMENTS AND RESULTS 66

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 100  1000  10000  100000  1e+06

pr
ec

is
io

n

mapping rank

baseline
P topN=1 ST=mu-.5s

P topN=1 ST=mu
P topN=1 ST=mu+.5s
P topN=2 ST=mu-.5s

P topN=2 ST=mu
P topN=2 ST=mu+.5s
P topN=3 ST=mu-.5s

P topN=3 ST=mu

(a) Precision

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 100  1000  10000  100000  1e+06

re
ca

ll

mapping rank

baseline
R topN=1 ST=mu-.5s

R topN=1 ST=mu
R topN=1 ST=mu+.5s
R topN=2 ST=mu-.5s

R topN=2 ST=mu
R topN=2 ST=mu+.5s
R topN=3 ST=mu-.5s

R topN=3 ST=mu

(b) Recall

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 100  1000  10000  100000  1e+06

f-
m

ea
su

re

mapping rank

baseline
F topN=1 ST=mu-.5s

F topN=1 ST=mu
F topN=1 ST=mu+.5s
F topN=2 ST=mu-.5s

F topN=2 ST=mu
F topN=2 ST=mu+.5s
F topN=3 ST=mu-.5s

F topN=3 ST=mu

(c) f-measure

Figure 6.20: Evaluation results combining parameters experiment: KB scenario,
gold standard comparison
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Figure 6.21: Evaluation results combining parameters experiment: KB scenario,
reindex
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Figure 6.22: Evaluation results combining parameters experiment: TEL sce-
nario, gold standard comparison
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Figure 6.23: Evaluation results combining parameters experiment: TEL sce-
nario, reindex
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Figure 6.24: Evaluation results combining parameters experiment: TEL sce-
nario, reindex, ST=< µ − 0.5σ, µ + 3.5σ >, topN=1
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6.4 Experiment conclusions

In section 6.3.1 we have seen that the VSM ISM performs well in terms of in-
stance similarity quantification, as well as in terms of performance. Considering
the scalability of VSM versus Lucene, we give the edge to the VSM ISM.

In the experiment concerning the word distributions in section 6.3.2 we
shown that taking the word distribution of both data-sets into account has
a positive impact on the performance of IBOMbIE. The IDF local performed
slightly better than IDF global, which both performed better than IDF single,
which is the traditional IR method.

When we match ontologies using data-sets that contain instances of different
languages, we have seen in section 6.3.3 that translating the instances has a
positive effect on the end result of the IBOMbIE algorithm. In this experiment
we have used a simple word-by-word translation method, which shows a fair
increase in performance. As translating natural language is a complex operation,
we expect a more advanced translation algorithm will result in a greater increase
in performance.

In sections 6.3.4, 6.3.5 and 6.3.6 we have compared the performance of the
baseline, i.e. the basic IE method, to refined IE methods. In the basic IE method
an instance of the source data-set is enriched with the annotations of a single,
most similar instance of the target data-set. We have identified two parameters,
which may used separately or in conjunction in refined IE methods, to tune the
selectiveness of the IBOMbIE algorithm. The baseline shows better performance
than refined IE configurations, except in a single case where the parameters are
combined.

As mentioned in section 4.3.3 the concept similarity measure that is currently
implemented in the IBOMbIE algorithm does not support multi-sets. There-
fore the multiple annotations, which often occur using refined IE methods, are
ignored. We expect that when using a concept similarity measure that does
support multi-sets, the performance of the IBOMbIE algorithm using refined
IE methods will be significantly enhanced.



Chapter 7

Comparing ontology

matching algorithms

In this chapter we compare the performance of the IBOMbIE algorithm to
several other OM algorithms. We will use results of the most recent OAEI to
compare the performance of OM algorithms in the KB scenario in section 7.1.
In the TEL scenario we compare the performance of IBOMbIE to IBOM by
exact IM in section 7.2. A lexical matcher that was used on the ontologies in
the TEL scenario is compared to IBOMbIE in section 7.3.

To compare IBOMbIE to other OM algorithms we use the performance of
the baseline, i.e. the quality of the alignment that is produced with the topN pa-
rameter set to 1. Thus the other OM algorithms are compared to the IBOMbIE
algorithm with the same configuration as listed in section 6.3.4.

7.1 Comparison with OAEI contestants

The Ontology Alignment Evaluation Initiative1 (OAEI) is a yearly event where
the OM algorithms are evaluated in many scenarios. One of the scenarios is
library, where the vocabularies that we use in the KB scenario are matched.

The three contestants of the OAEI that submitted alignments in the library
scenario are DSSim, Lily and TaxoMap. All these contestants use terminologi-
cal, structure-based and semantics-based techniques. Despite that dually anno-
tated instances were provided, none of the OAEI contestants used instance-based
techniques. There is a great contrast between the basic OM techniques used by
the IBOMbIE algorithm and the contestants of the OAEI, because IBOMbIE
does not use any of the basic matching techniques that are used by DSSim, Lily
and TaxoMap and vice versa.

All three contestants consider the KB vocabularies ‘huge’. Taxomap has
implemented techniques to deal with large ontologies, by partitioning ontolo-

1http://oaei.ontologymatching.org/
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matcher run-time in hrs:min amount mappings
DSSim 12:00 2,930
Lily ? 2,797

TaxoMap 2:40 1,851
IBOMbIE 1:54 10,000+

Table 7.1: Comparison run-time and alignment size OAEI contestants and
IBOMbIE

gies [24]. Matching large scale ontologies is one of the prominently mentioned
features of Lily [25], which is realized by using positive and negative anchors to
predict concept mappings before the OM phase starts. Also DSSim has been
designed to address “efficient mapping with large scale ontologies” [26].

The Dutch language of the KB vocabularies negatively influences the OM
algorithms of the OAEI contestants in multiple ways. The Taxomap matcher fo-
cusses on terminological matching techniques, but has not implemented a Dutch
version of those techniques. The DSSim algorithm normally uses WordNet hy-

pernyms in their OM algorithm, which could not be used due to the non-English
language.

The run-time needed to align the KB ontologies of the OAEI contestants
and IBOMbIE, along with the amount of mappings produced, is listed in ta-
ble 7.1. Unfortunately the run-time of Lily was not included in the OAEI 2008
report. From these statistics it can be concluded that IBOMbIE is a competi-
tive algorithm in terms of run-time to match large ontologies, as it requires the
least amount of time to match the KB vocabularies. The run-time of IBOMbIE
listed in table 7.1 concerns the total process, including the complete enrichment
process.

Based on the data in [27] we have compared the precision and the recall
of the OAEI 2008 contestants and our IBOMbIE algorithm in figure 7.1. The
evaluation data provided by 2008 concerns a precision and recall measured using
the reindex evaluation method. The precision and recall of the OAEI contestants
are constant, because only a single value for the evaluation measures is given
in the OAEI report. In the evaluation results comparison we see that both the
precision and recall of the IBOMbIE algorithm are higher at approximately 3K
mappings, which is the amount of mappings DSSim and Lily submitted.

Finally, it should be noted that a simple terminological matcher with Dutch
morphology rules identifies 2,895 pairs of concepts between the KB vocabularies
as equal. As hinted above, the semantic techniques used by the OAEI contes-
tants have little effect on the Dutch concepts, and as stated in chapter 5, there
is little structural data available in the KB vocabularies. Thus one can conclude
that in a OM scenario such as this, the extension of concepts provide invaluable
data in the OM process.
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Figure 7.1: Comparison alignment quality OAEI contestants and IBOMbIE
baseline: KB scenario, reindex evaluation method

7.2 Comparison with IBOM by exact IM

For the TELplus project several experiments have been conducted on the VU,
as reported in [28]. In the TELplus project the same vocabularies are matched
as in what we refer to as the TEL scenario in section 5.2. Using the results
of the TELplus experiments, we are able to compare the performance of the
IBOMbIE algorithm to the performance of IBOM by exact IM.

As mentioned in section 5.2 there are 182K book records with the same ISBN
in the English and French data-sets. This is a substantial amount of shared
instances, which can potentially be used to generate a trustworthy alignment.
The annotations of the ISBN matches are merged to create dually annotated
instances, from which an alignment can be generated using JCc.

Note that we cannot apply the reindex evaluation method on the alignment
generated by IBOM by exact IM, since the reindex evaluation uses the same
set of dually annotated instances. We could split the set of dually annotated
instances into two, using one set for reindex evaluation and one to generate an
alignment. However, we have two reason to choose not to split the set of dually
annotated instances:

• Splitting up the set would result in using less dually annotated instances
for evaluating and generating alignments, which would negatively influence
the quality of both applications.
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• We have the MACS alignment at our disposal to evaluate the resulting
alignments, rendering the reindex evaluation optional.

The results of the evaluation of the alignments generated by IBOM by exact
IM and the IBOMbIE algorithm are displayed in figure 7.2. We see that the
IBOM by exact IM algorithm outperforms the IBOMbIE in the early mappings,
but at the point of 80K mappings the IBOMbIE algorithm has better results.
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Figure 7.2: Evaluation results IBOMbIE vs. IBOM using exact IM: TEL sce-
nario, gold standard comparison

In conclusion, we give the edge to IBOM by exact IM, since generally we are
interested in an alignment with a high precision. In the evaluation results one
can see that the precision of the portion of the alignment where IBOMbIE is best
is approximately 27% and less. Do note that the alignment is between ontologies
containing 340K and 155K concepts, so a large number of mappings might
be requested in some situations. In those situations the IBOMbIE algorithm
outperforms IBOM by exact IM.

The superior performance of IBOM by exact IM in the early mappings is
not surprising, since mismatches are impossible using exact IM, rendering the
concept associations produced by exact IM semantically infallible. It is only due
to the sheer size of the set of ISBN matches, as opposed to the great amount
of instances used by IBOMbIE, that IBOMbIE has better performance in the
90K+ portion of the alignment.
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7.3 Comparison with a lexical matcher

As mentioned above, several OM experiments have been conducted on the VU
for the TELplus project. Amongst them are experiments using a lexical OM
algorithm CELEX. In this section we compare the baseline of IBOMbIE ap-
plied in the TEL scenario with the lexical OM algorithm used for the TELplus
experiments.

The lexical matcher has been applied on (1) the vocabularies as they are
and (2) on the vocabularies containing translated labels. The translation of
concepts is done using the following method: we query the Google Translate

web-service, translating the English concepts to French and vice versa. When a
label is successfully translated, the translated label is added to the concept.

We must note that the translating the 495K concepts of the LCSH and
Rameau vocabularies took more than a day, because every query sent to Google

Translate contained a single concept, to allow the translator to translate the
words in their own context, as defined in the vocabularies. This translation
process allows us to compare the IBOMbIE matcher to a lexical matcher that
uses external linguistic resources.

The evaluation results of the alignments produced with the lexical matcher
and the IBOMbIE baseline are shown in figures 7.3 and 7.4. The lexical matcher
produces mappings with three different confidence levels. Mappings with the
same confidence level are treated as having the same rank, hence the three
horizontal lines in the evaluation results.

The first difference to note is the amount of mappings between the align-
ments created by the lexical matcher: the amount of mappings is greatly en-
hanced by translating the concept labels: without translation 11K mappings are
produced, covering 13% of the MACS mappings, and translating the concept
labels increases the amount of mappings generated by the lexical matcher to
58K, which cover 86% of the MACS mappings.

The evaluation results using the gold standard comparison method in fig-
ure 7.3 are different than the results of the reindex evaluation method in fig-
ure 7.4. This significant difference in evaluation results indicates a bias of the
MACS mappings towards the alignments created by the lexical matcher. This
bias is possibly due to that the discovery of mappings are primarily based on
lexical correspondences between concept labels and translations using a dictio-
nary. The precision of the lexical matcher using the basic vocabularies is strictly
higher in the gold standard evaluation (see figure 7.3(a)), but not in the reindex
evaluation (see figure 7.4(a)). This discrepancy in the precision indicates a bias
of the MACS mappings towards lexically equal concepts, as opposed to lexically
equal translations of concepts.

The results of the reindex evaluation in figure 7.4 show that the performance
of the lexical matcher is strictly better when using translated concept labels.
Therefore we will not compare the basic lexical matcher to IBOMbIE. Com-
paring IBOMbIE to the lexical matcher using translated labels, we see that
the precision IBOMbIE is higher in the full range of mappings generated by
the lexical matcher. Due to the higher recall in the range of 18K and 58K



CHAPTER 7. COMPARING ONTOLOGY MATCHING ALGORITHMS 77

mappings, the overall performance, i.e. the f-measure, of the lexical matcher is
higher. However, the IBOMbIE algorithm generates many more mappings than
the lexical matcher.

In conclusion, the performance of the lexical matcher using translated con-
cept labels is slightly better than that of IBOMbIE, but the latter generates
many more mappings. In figure 7.5 we display the overlap of the alignments
generated by IBOMbIE and the lexical matcher, which does not exceed 17%.
Given that the overlap is small, the alignment generated by the IBOMbIE al-
gorithm complements the alignments generated by lexical matcher.

7.4 Conclusion of comparisons

In this chapter we have done a comprehensive comparison between IBOMbIE
and other OM algorithms. We have seen that IBOMbIE is a promising OM
algorithm, as it does not only enable IBOM on two disjunct data-sets, but the
quality of the end result is equally good, if not better than, many other OM
algorithms.
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Figure 7.3: Evaluation results IBOMbIE vs. lexical OM algorithm: TEL sce-
nario, gold standard comparison
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Figure 7.4: Evaluation results IBOMbIE vs. lexical OM algorithm: TEL sce-
nario, reindex
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Figure 7.5: Overlap IBOMbIE vs. lexical OM algorithm with and without trans-
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Chapter 8

Conclusions and future

work

In this thesis we have introduced the IBOMbIE algorithm with a basic and
refined IE methods. By using refined IE methods one is able to control the
selectiveness of the algorithm IBOMbIE using two parameters.

To illustrate the context of the IBOMbIE algorithm, we have discussed OM
methods in general in chapter 2, and IBOM in detail in chapters 2 and 3. We
have discussed several IBOM methods, as well as the pros and cons of IBOM.
We proceeded by showing how the most important disadvantage of IBOM, the
requirement of suitable instances, can be dealt with using exact and approximate
IM techniques in chapter 4. In that chapter we have also discussed the basic
and refined IE methods.

By conducting experiments using two real-life OM scenarios, which are de-
scribed in chapter 5, we have answered the research questions that are stated
in chapter 1. In these experiments (see chapter 6) we have learned that our
implementation of VSM, with all its optimizations, is better suitable as an ISM
than the Lucene engine. We have also learned that applying a simple word-by-
word translation method and calculating the IDF using the word distribution of
both the indexed and the query data-set, enhance the results of the IBOMbIE
algorithm.

The most important finding in the experiments is that with the current setup
of the IBOMbIE algorithm the basic IE method results in the best performance.
We expect the use of JC as the concept similarity measure to be an important
factor in the performance of the refined IE methods compared to the perfor-
mance of the basic IE method. Using the basic IE method, each instance is
enriched with the annotations of a single instance. Since the annotations of
instances in the data-sets used in this thesis are sets, using basic IE the annota-
tions of enriched instances remain sets, i.e. each annotation occurs at most once
in an instance. When using refined IE methods, the maximum amount of in-
stances an instances is enriched with is often greater than one. This enables an

81
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enriched instance to contain the same annotation multiple times, as mentioned
in section 4.3.3. As the JC uses sets, the multiple occurrences of a concept in
the annotations of an instance are ignored and treated as a single occurrence,
while in actuality the multiple occurrences of a concept are semantically sig-
nificant. Therefore we expect a concept similarity measure that does use the
multiple occurrences of annotations to quantify similarity between concepts, to
significantly enhance the quality of alignments produced by IBOMbIE. In future
work we will use different concept similarity measures, such as JSD, to test the
expected validity of this hypothesis.

In chapter 7 we have compared the results of the IBOMbIE algorithm to
several other OM techniques. In these comparisons we have seen that IBOMbIE
is a competitive OM algorithm, as it outperforms many other algorithms in
terms of run-time and quality of the end result. When it is possible to perform
exact IM on a significant amount of instances, IBOM by exact IM outperforms
IBOMbIE in the early mappings of the alignment, as expected. IBOMbIE
greatly complements alignments generated by lexical OM methods, as we have
shown by presenting the minor overlap between the alignments generated using
IBOMbIE and the lexical matcher.

The final conclusion is that IBOMbIE is a valid method to apply when there
are two disjunct data-sets and no dually annotated instances, or a possibility to
generate dually annotated instances by exact IM. The advantages of IBOM in
general, such as the ability to deal with ambiguous linguistic phenomena or the
application in multi-lingual scenarios, make it lucrative to perform IBOMbIE in
any situation where a significant amount of instances is available. For example,
we are happy to report that the results of IBOMbIE experiments in the TEL
scenario have been used for the TELplus project. In future work we would like
to perform IBOMbIE in different contexts, such as the canonical semantic web
OM context.
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