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ABSTRACT
We propose a prefetching technique that recognizes and ex-
ploits reference patterns. Reference Pattern based Prefetch-
ing (RPP) detects sequential and non-sequential reference
patterns and takes different prefetch action according to this
information. Beyond sequential detection, RPP recognizes
repetitive occurrences of consecutive sequences, and then
exploits these repetitions. In this paper, we show that RPP
results in favorable performance gains.

Categories and Subject Descriptors
D.4.2 [Operating Systems]: Storage Management

General Terms
Experimentation, Measurement, Performance
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1. INTRODUCTION
Prefetching can play a vital role in improving performance

at all levels of the computer system. Unwise prefetching,
however, can be detrimental to the performance of the sys-
tem. Mis-prefetches, that is, blocks that are prefetched but
not used, incurs penalty on the system by occurring unnec-
essary I/O and contaminating cache [2].

Prior prefetching techniques have generally focused on
making use of sequential access characteristics that are rela-
tively easy to detect and effective. Once such characteristics
are detected, the prefetch scheme employed goes ahead and
prefetches subsequent blocks of the consecutive sequence.
These kinds of techniques have been found to be quite effec-
tive [3, 6, 4]. However, many of these techniques significantly
degrade performance for random workloads. Furthermore,
prefetching on sequential references repeatedly may be too
aggressive. When an access is sequential, general prefetch-
ing schemes based on sequentiality instigates an aggressive
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prefetch. However, for sequences that are shorter than ex-
pected, it will fetch too many blocks and eventually con-
taminate the cache space. Hereafter, we call this problem
”overshooting.”

The RPP framework, which we propose, detects sequen-
tial and random reference patterns to take different prefetch
actions. Beyond sequential detection, RPP recognizes repet-
itive consecutive sequences, and then exploits these repeti-
tions. We show that RPP improves performance of prefetch.

2. PREFETCH CONTROLLER: RPP
Our approach to solve the two problems mentioned in the

previous section use reference patterns. Most previous stud-
ies on prefetching have classified reference patterns as being
either sequential or random. Kim et al. classify reference
patterns into three patterns, namely, sequential, looping,
and other references in their cache management scheme [5].
We make use of these classifications for effective prefetching.

Specifically, sequential references are consecutive block
references that occur only once. Looping references are se-
quential references occurring repeatedly in regular periods.
Finally, other (or random) references are references that are
neither sequential nor looping references.

As the pattern detector classifies patterns for each file,
it maintains a fileID, start block number, end block number,
the most recently accessed block number, the last accessed
time, and the current detected pattern for each file. On ev-
ery access, the pattern detector checks whether the file has
previously been accessed. For a new file, the pattern detec-
tor adds an item for that file and marks the block number
of the current access. The reference pattern of the file is
initially classified as random.

For a block that belongs to a previously accessed file, when
the count of consecutive blocks exceeds a threshold, the pat-
tern will be classified as a sequential pattern. If the accessed
block belongs to a previously accessed file and this block
turns out to be the start block of that file, the file is clas-
sified as a loop. The end of the loop will be designated by
the end block.

Finally, if the accessed block belongs to a previously ac-
cessed file and the block is neither consecutive nor the start
of a loop, the pattern is (re-)classified as a random pattern.
This whole detection mechanism of searching and comparing
is done for every request.

The most significant negative effect comes from prefetch-
ing on random accesses(others). RPP disables prefetching
for references detected as others. Since every stream is clas-
sified as others at the first access, this can delay the start
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Figure 1: Performance of RPP

of prefetching. However, it does not decrease the benefit
of prefetching much because the number of blocks initially
prefetched will be small and these blocks will likely be in
proximity and thus be placed on the disk cache anyways.

3. EVALUATION
We evaluate the use of RPP using trace driven simula-

tion. The simulator used in our evaluation is based on Ac-
cusim [1], which faithfully implements the kernel prefetching
and I/O clustering of the Linux kernel. The metric reported
is time (in seconds) and for all experiments, LRU is used as
the cache replacement policy.

In this study, we take as the main prefetching schemes,
the Linux Read-ahead and the AMP scheme proposed by
Gill and Bathen [3]. The Linux Read-ahead and the AMP
schemes can be said to represent two different forms of prefetch-
ing, that is, aggressive and cautious, respectively.

We use the cscope, tpc-r, and multi2 traces that represent
sequential, random, and concurrent characteristics, respec-
tively [1]. A concurrent trace is used since concurrent exe-
cution of applications may influence each other altering the
original characteristics.

Five schemes are compared: the case with no prefetch, the
original Linux Read-ahead scheme, the AMP scheme, Read-
ahead employed in RPP, and AMP employed in RPP. They
are denoted as ’No prefetch’, ’readahead’, ’AMP’, ’RPP +
readahead’, and ’RPP + AMP’, respectively. The findings
of the experiments are summarized as follows.

Effects on sequential accesses: Figure 1(a) shows
the execution time results for cscope trace. The RPP
framework enables each of the prefetching schemes to
improve over using the prefetching scheme alone. ’RPP
+readahead’ generally performs best.

Effects on random access: Figure 1(b) shows the re-
sults for the tpc-r trace. From this result, one can
observe that prefetching can be the cause of an alarm-
ing performance degradation, especially with an ag-
gressive scheme such as Read-ahead. We can see that
RPP effectively eliminates the negative effect of such
an aggressive scheme.

Effects on concurrent access: Figures 1(c) shows the
execution time for the multi2 trace. The execution
time results are similar to those of the sequential ref-
erences showing slight improvement with prefetching.
Here also, ’RPP+readahead’ performs the best.

4. CONCLUSIONS
In this paper, we distinguish sequential and non-sequential

reference patterns and take different prefetch action accord-
ing to this information. We then by exploiting loop refer-
ences, prevent overshooting problem that can occur repeat-
edly. Experimental results show that our scheme can im-
prove prefetching while eliminating the negative effects that
may strongly influence prefetching for sequential references.
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