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ABSTRACT 
NAND flash memory is the most widely used storage medium in 
embedded systems today due to its many advantages such as light 
weight, low power consumption, and shock resistance. Recently, 
solid state drives (SSDs), which use NAND flash memory to store 
data, are replacing conventional magnetic disks in laptops and 
some server computers. In the SSDs, to achieve both high 
performance and large capacity, a number of flash memory chips 
are connected to multiple buses and SSD firmware exploits 
parallel accesses by using interleaving and overlapping techniques. 
However, it is still unclear how many buses or chips should be 
used and how to drive those chips and buses to satisfy 
performance that may be required. To help answer these questions, 
we have developed a clock precision SSD simulator (CPS-SIM) 
that simulates the internal behavior of an SSD and that reports 
timing and utilization information. From the accurate timing and 
utilization results of CPS-SIM, we can discover the optimal 
hardware configuration including the number of buses and chips 
and their interconnections in an SSD. Also, it allows for fast 
development and verification of SSD firmware that runs an FTL 
(Flash Translation Layer) optimized for an SSD. Unlike FTLs for 
embedded flash memory, the FTL for an SSD must utilize the 
concurrency of the multiple chips and buses. By supporting 
concurrency, our CPS-SIM provides a flexible environment for 
design of SSD firmware that drives the multiple flash memory 
chips and also that schedules data transmissions via the multiple 
buses.  
_____________________________________ 
* Corresponding Author 

Categories and Subject Descriptors 
D.4.8 [Operating systems]: Performance; D.4.2 [Operating 
Systems]: Storage Management 

General Terms 
Design, Experimentation, Performance 

Keywords 
SSD (Solid State Drive), NAND flash memory, Clock Precision 
SSD Simulator, FTL (Flash Translation Layer), Configurability 

1. INTRODUCTION 
There still exists a huge speed gap between processors and storage 
devices, making magnetic disks the major performance bottleneck 
in computer systems. To overcome the gap, many studies have 
focused on developing next generation storage devices with 
superior performance at reasonable costs that may replace 
magnetic disks. Recently, a solid state drive (SSD), which is a 
kind of NAND flash memory storage, has been noted as a next 
generation storage device that meets the speed and cost 
requirements. 

Flash memory has already been used to store data in embedded 
systems because of its merits such as light weight, low power 
consumption, and shock resistance. More recently, it is being used 
in laptops and server computers in the form of an SSD, which 
inherits the above merits and supports interfaces compatible with 
conventional disks such as SATA and EIDE. Moreover, as there 
is still much room for improvement, the SSD is regarded to have 
potentials to overcome the speed gap between processors and 
storage devices.  

However, because of its immature state, there are many 
challenging issues in the area of SSD design to meet the high 
performance and capacity requirements. One problem is that both 
capacity and speed of single flash memory chip are limited and 
are far below the requirements of SSDs. For example, a flash 
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memory chip available today has 8GB capacity and its read and 
write speeds are 40 MB/s and 26MB/s, respectively [1, 2]. 
Therefore, to meet the capacity requirement, multiple chips need 
to be used in an SSD. Also, to meet the performance requirement, 
multiple flash memory chips have to work concurrently and data 
may have to be transferred over multiple buses in parallel under 
the control of SSD firmware. Therefore, the configuration of 
multiple chips and buses and the capability of SSD firmware are 
challenging issues that must be conquered at an early stage of the 
SSD design. 

1.1 Motivation 
Recently, laptops and UMPCs (Ultra Mobile PCs) have made use 
of SSDs as their primary disk drive while servers have utilized 
them as a database accelerator [2]. A recent survey has reflected 
an optimistic anticipation that the cost of an SSD will be 
comparable to a magnetic disk by 2014 and, at that time, SSDs 
will rapidly replace magnetic disks in computer systems [15]. 
Such anticipation is based on the assumption that SSDs will 
evolve rapidly in terms of performance, capacity, and cost. Thus, 
to realize this outlook, we have to thoroughly examine the 
architectural and software issues of SSDs. To investigate these 
issues, we propose an accurate and configurable simulation 
method to address SSD design issues as follows.  

First, from the SSD designer’s point of view, the most important 
design issue is to determine how many buses and chips should be 
used to meet the performance and capacity requirements and 
which type of flash memory chip is suitable. Ideally, sufficient 
and sometimes redundant chips and buses can be used for better 
performance. However, such over-provisioning increases the cost 
and makes it difficult for the FTL (Flash Translation Layer) to 
utilize those chips and buses. Thus, one goal of an SSD designer 
would be to decide the optimal number of buses and chips that 
will satisfy the target performance and capacity with minimal 
costs. As development time and cost is crucial for success in the 
market,  easy-to-use all-round tools that predict performance 
ahead of a real hardware implementation is essential.  

Second, from the FTL developer’s point of view, the key design 
issue is to exploit parallelism among multiple buses and chips. 
Parallelism may depend on various design factors such as the 
mapping mechanism, logical page size, load balancing policy, and 
cleaning scheme. All these techniques are managed by the SSD 
firmware, usually called the FTL. The FTL should consider how 
to utilize the multiple buses and chips to maximize performance. 
During SSD development steps, it is common to test the various 
features and to alter the structure of an FTL that utilizes the 
resources of the given hardware configuration. Sometimes, 
finding the optimal structure of the software requires a deep 
understanding of the hardware and vice versa. In such a situation, 
efforts to conquer all such issues through a real implementation 
based study may be prohibitively time and effort consuming. Thus, 
a flexible, easy-to-use, and accurate simulation environment will 
be useful in helping to decide the optimal software and hardware 
structure of an SSD.  

1.2 Our Contributions 
As described above, there is a demand for a simulation 
environment that emulates the various configurations of an SSD 
and that accurately predicts the performance of those 
configurations. More importantly, design of SSD firmware 

requires flexible and accurate simulation environments that can 
emulate concurrent flash memory operations, bus transactions, 
and even saturation of buses. Also, new research areas such as 
SSD-aware file systems and disk scheduling algorithms demand 
easy-to-use simulation environments. 
To satisfy these demands, we have implemented a clock precision 
SSD simulator (henceforth, CPS-SIM) that emulates operations of 
multiple flash memory chips and transactions of multiple buses. 
CPS-SIM is flexible in that it allows the number of chips, number 
of buses, number of chips per bus, bus bandwidth, and parallelism 
of chips and buses to all be changed as needed. As a result, SSD 
designers can use CPS-SIM to decide on the optimal 
configuration of an SSD at an early design stage and to predict the 
performance of the chosen configuration. Also, design and 
implementation of SSD firmware can be done on CPS-SIM before 
the SSD controller circuit is actually implemented. Specifically, 
with CPS-SIM, SSD firmware can issue requests for multiple 
chips concurrently, control data transfer via multiple buses, and 
gather timing information without real hardware. Finally, our 
CPS-SIM allows us to apply hardware/software co-design 
techniques by collaboratively deciding the optimal hardware 
configuration and the SSD firmware structure. 

1.3 Outline of the Paper 
This paper is organized as follows. In the next section, basic 
knowledge regarding the architecture of an SSD and flash 
memory management techniques is provided. Characteristics of 
flash memory and its basic operations such as read, write, 
copyback, and erase are described in Section 3. In Section 4, we 
describe the structure of the proposed CPS-SIM. Section 5 
presents the experimental setup as well as the experimental results 
obtained on various SSD configurations. Finally, we conclude this 
paper in Section 6. 

2. RELATED WORKS 
2.1 Flash Memory Management Software 
Due to certain restrictions of flash memory such as erase-before-
write property and limited endurance of block erase, special flash 
memory management software is required. This software can be 
classified into two types: flash memory file system [7, 8] and flash 
translation layer (FTL) [4, 5, 9-11]. 

 
Figure 1. System architecture using flash memory file system 

Many flash memory file systems are similar to the log-structured 
file system (LFS) [12] because it fits well with the erase-before-
write property of flash memory. In these file systems, invalid 
space is reclaimed by a garbage collector. Fig. 1 illustrates the 
overall structure of a flash memory file system. The flash memory 
file system directly controls the underlying flash memory chips by 
issuing read/write/erase operations to the flash memory through a 
flash memory device driver. One drawback of flash memory file 
systems is that their layouts are not compatible with conventional 
file systems (e.g. FAT, NTFS, EXT2, and EXT3 file systems) and 
they cannot run on magnetic disks and SSDs. 
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Figure 2. System architecture using FTL 

The second way of using flash memory as a storage medium is to 
adopt an FTL that emulates readable/writable sectors on flash 
memory. Fig. 2 shows an FTL residing between a conventional 
file system and a flash memory device driver. To overcome the 
flash memory restrictions, the FTL writes modified data to a new 
location and changes certain mapping information to reflect this 
modification. Also, it recycles the old locations occupied by 
obsolete data by applying garbage collection or a merge operation 
[6]. For a read request, the FTL first looks up its map to find the 
location of the requested data on flash memory and then transfers 
the data to the file system. By virtue of the mapping and 
reclaiming features of an FTL, conventional file systems can run 
on flash memory storage devices. 

2.2 SSD Configuration 
An SSD is a data storage device that uses flash memory to store 
persistent data. To provide high performance and large capacity, a 
number of flash memory chips and RAM buffers are connected to 
several internal buses within an SSD. The FTL controls and 
schedules all operations of those chips and buses and also 
supports mapping and reclaiming functions to overcome the flash 
memory restrictions. 

 
Figure 3. MTRON SSD block diagram 

As an example, Fig. 3 presents a block diagram an SSD developed 
by MTRON [13]. Here, an ARM processor core, a SRAM buffer, 
and a SDRAM buffer are all connected to an AMBA bus. The 
ARM processor core executes FTL code and the SRAM buffer 
caches data for the processor. The SDRAM buffer has queues of 
read/write requests and stores recently requested flash memory 
data. The FTL can process a large number of read/write requests 
simultaneously if the SDRAM buffer can hold a sufficient number 
of requests. In Fig. 3, there are N buses in the SSD and multiple 
flash chips are connected to each bus. Thus, the performance of 
the SSD can be improved further with chip interleaving (described 
in Section 4) and its capacity can be increased by adding more 
chips and buses. 

3. CHARACTERISTICS AND STRUCTURE 
OF FLASH MEMORY  
In this section, we describe the characteristics of NAND type flash 
memory, the basic component of an SSD. Though flash memory 
chips support numerous operations, in this section we will focus 
on four essential operations: read, write, erase, and copyback 
operations. Most FTL activities are performed with these 
operations.  

Flash memory consists of same sized blocks and each block in 
turn consists of same sized pages. The block size and page size are 
typically 16 to 256 KB and 0.5 to 4KB, respectively. Read/write 
data from/to flash memory is performed in a page unit. Once data 
is written to a page, the page cannot be updated in-place. Rather, a 
block containing the page must be erased before writing new data 
to that page. Furthermore, blocks can be erased a limited number 
of times, typically 10,000 for MLC (Multi Level Cell) and 
100,000 for SLC (Single Level Cell) NAND flash memory. In 
some flash memory chips, a group of blocks forms a plane. (In 
other words, a chip consists of planes and, in turn, a plane 
consists of blocks.) Conceptually, a plane is equivalent to an 
independent chip except that it does not have a separate chip 
enable signal. In such chips, a plane number must be specified for 
each flash memory operation. 

 
Figure 4. Flash memory block diagram 

Fig. 4 shows a typical internal structure of NAND type flash 
memory [1]. As shown in Fig. 4, a flash memory chip has internal 
buses, registers, memory cells, I/O buffers, and I/O pins that 
connect to external devices. The flash memory chip serves a read 
operation as follows: 1) receive, through I/O pins, a read 
command and an address that is composed of a plane number 
(optional), a block number, and a page number; 2) read data from 
cells of the specified page of the specified block in NAND flash 
array and then temporarily store them in the data register; 3) 
transfer the data in the data register through I/O pins, one byte at 
each clock. Similarly, a write operation is performed as follows: 
1) receive a write command and an address of a page of a block 
(optionally of a plane); 2) receive data to be written through I/O 
pins, again, one byte at each clock; 3) program the received data 
to the designated page of the specified block. Finally, an erase 
operation is conducted as follows: 1) receive an erase command 
and an address of a block (optionally of a plane); 2) erase the 
specified block.  

From the above discussions, we can derive the following 
equations representing the elapsed time of each operation. The 
terms of the equations are summarized in Table 1. 

TREAD = tCMD + tR + tBUS  …  (1) 
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TWRITE = tCMD + tBUS + tPROG  …  (2) 

TERASE = tCMD + tE   …  (3) 

 

Table 1. Terms and Their Descriptions 
Terms Description 

tR Time for reading a page from flash memory to data register 

tPROG Time for writing a page from data register to flash memory 

tE Time for erasing a block 

tCMD Time for sending a command and related arguments through 
I/O pins 

tBUS Time for sending data through I/O pins 

Updating map information or reclaiming free space in an FTL 
frequently requires copying data from a page of a block to a page 
of a different block. To support this copy efficiently, a new 
command called copyback was introduced to flash memory. The 
copyback operation is triggered by sending a copyback command, 
a source address, and a target address through I/O pins. Then, the 
flash memory chip reads data from the source page to the data 
register and then writes the data to the target page. With the 
copyback operation, an FTL can copy data on flash memory to a 
new location without occupying a bus in an SSD. The elapsed 
time of the copyback operation can be derived as follows, 

TCOPYBACK = tCMD + tR + tPROG …  (4) 

In this paper, the tR, tPROG, and tE are set to 25us, 200us, and 
1.5ms, respectively, which are borrowed from [1]. We also set the 
tCMD to 1~2 us (they depend on the command type and bus 
speed) and the tBUS is determined by the bus speed [1, 2]. From 
the equations, we can account that TREAD is roughly 2.4 times 
faster than TWRITE. Note that some previous research have 
mentioned that the write operation is much slower, almost ten 
times, than the read operation [3, 14]. This is because they 
considered the additional overheads of FTLs such as block 
reclaims and data copies for handling write requests. However, if 
we exclude such overheads, writing data to an SSD is only 
slightly slower than reading as observed from the equations above. 

4. CLOCK PRECISION SSD SIMULATOR  
In this section, we first explain the architecture of the CPS-SIM. 
Then, we discuss why chip interleaving is so effective and how 
CPS-SIM supports it. Finally, we describe the accuracy of CPS-
SIM that simulates bus and chip operations at each clock pulse. 

4.1 Architecture of CPS-SIM 
The CPS-SIM architecture consists of four layers, namely, the 
workload generator, the command generator, the flash emulator, 
and the flash I/O emulator as shown in Fig. 5. The workload 
generator generates read, write, copyback, and erase operations to 
the command generator and is mainly used for tests and 
measurements by generating the desired workload. This layer can 
be replaced with a real FTL (SSD firmware) for design and 
verification of the FTL. 

 
Figure 5. Archtecture of CPS-SIM 

The command generator converts a logical operation into a 
sequence of low-level commands. For example, a read operation 
is converted to a sequence of commands including a read 
command, a page address, and a data out command. Similarly, a 
write operation is converted to a sequence of commands including 
a write command, a page address, data to be written, and a write 
confirm command. The command generator also recognizes the 
case when it has to wait for the flash memory chip to internally 
complete the requested command and, in that case, it can issue 
commands to other chips. 

The flash emulator manages states of all flash memory chips and 
handles their state transitions. As CPS-SIM is a clock-driven 
simulator, there is a global clock that synchronizes all buses and 
chips. If the host interface logic tries to send data to a chip 
through the I/O pins, then a byte is sent at each clock pulse. Also, 
every simulated flash memory chip has a finite state machine, for 
read/write/copyback/erase operations, as seen in Fig. 6, and it 
changes its states at every event. For example, in idle time, the 
state of a flash memory chip is cmd1 ready. If the chip receives a 
read command, then it changes its state to addr ready, as shown in 
Fig. 6a. If an address is given to the chip for several subsequent 
clocks, then the state of the chip goes to operating, in which the 
flash memory chip loads data from flash memory cells to the data 
register. After completing the loading, the flash memory chip is in 
the cmd2 ready state. If it receives a data out command from the 
command generator, it changes its state to data out and sends data 
through the I/O pins, a byte at each clock pulse. 

 
Figure 6a. State transition for a page read 
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Figure 6b. State transition for a page write 

In case of a page write, as shown in Fig. 6b, a flash memory chip 
changes its state from cmd1 ready to addr ready when it receives 
a write command. After an address are given, it goes to a data 
ready state, in which it stores the data transferred through the I/O 
pins (a byte at each clock) in the data register. After receiving all 
the data, it changes its state to cmd2 ready. If it receives a write 
confirm command, it moves to the operating state and actually 
writes (programs) data in the data register into the cells of the 
designated page. After completion, it goes back to the initial state, 
cmd1 ready, to get the next command. In a similar manner, the 
copyback and block erase operations change the flash memory 
state at each step (though they are not described in this paper). 

The lowest layer, that is, the flash I/O emulator, mimics the data 
storage role of flash memory. As there are no real flash memory 
chips in CPS-SIM, the flash I/O emulator stores flash memory 
data in files on disks using the standard POSIX file interfaces. 
When flash memory operations change the data of flash memory, 
the flash I/O emulator reflects the changes on these files. 

4.2 Chip Interleaving  
Most SSDs have multiple chips connected to multiple buses and 
these chips and buses work independently and concurrently. We 
refer to this inter-chip concurrency as chip interleaving. Our 
simulator has the potential to support this concurrency by virtue 
of its clock-driven scheme and thus, our current implementation 
of CPS-SIM actually supports chip interleaving. 

First of all, let us discuss some advantages of chip interleaving (or 
penalties of serialized flash operations) for SSD performance. Fig. 
7a and Fig.7b illustrates the serialized and interleaved steps of a 
page read operation, respectively, while Fig. 7c and Fig. 7d 
represent those of a page write operation, respectively. Finally, 
Fig. 7e shows the interleaved steps of mixed read, write, and erase 
operations. The terms tBUS, tR, tPROG, tE, and tCMD are those 
summarized in Table 1. In each figure, the bottom bar shows the 
bus utilization while the upper bars show the utilizations of the 
four flash memory chips. (In these figures, we assume that four 
flash memory chips are connected to a bus.)  

 
Figure 7a. Serialized page read operations 

 
Figure 7b. Interleaved page read operations 

 
Figure 7c. Serialized page write operations 

 
Figure 7d. Interleaved page write operations 

 
Figure 7e. Interleaved multiple operations 

In Fig. 7a and Fig. 7c, where a page read/write operation runs 
serially, only one chip is busy at a time while the others are idle, 
resulting in low bus utilization. On the contrary, if page read/write 
operations are processed in an interleaved manner, we can see 
improved bus utilization as shown in Fig. 7b and Fig. 7d. 
Furthermore, Fig. 7e presents an example of interleaved steps of 
mixed operations that lead to maximized bus utilization.  

As shown in the Fig. 7 figures, chip interleaving provides the 
potential to enhance SSD performance and, thus, most SSDs 
actually support chip interleaving. To emulate the behavior of an 
SSD correctly, an SSD simulator should also support such 
interleaving capabilities. In CPS-SIM, each bus that connects 
multiple flash memory chips has its own request queue to 
effectively support interleaving. If the command generator or an 
FTL delivers many commands in an interleaved manner, the 
request queue temporarily retains those commands. Then each 
command is transferred to a flash memory chip and triggers 
operations as described in Section 4.1. If the buses and chips are 
available, the next command can be processed in an interleaved 
manner. For example, when two read operations are requested and 
they have no dependency, the second read command can be issued 
just after issuing the first read command, not waiting for the 
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completion of the first command (as shown in Fig. 7b), instead of 
serially processing those two requests (as shown in Fig. 7a). 
Implementation details suggest that chip-related (inter-chip page 
read/write and block erase) commands should be preferred to bus-
related (bus transmission) commands in order to increase the 
possibility of utilizing more chips simultaneously.  

Making use of chip interleaving requires a judicious design of the 
FTL and the device driver. For example, an FTL should be able to 
issue independent commands to each flash memory chip and 
schedule data transfers through multiple buses. Also, a flash 
memory device driver needs to be multi-threaded or be able to 
support micro-steps of flash memory operations to support 
concurrent operations of multiple chips.  

4.3 Configurability 
In CPS-SIM, we can configure the various parameters such as the 
number of buses, chips per bus, planes per chip, blocks per plane, 
and pages per block. Also, we can change the page size, bus 
bandwidth, flash memory operation times such as tR, tPROG, and 
tE, and the parallelism of planes (e.g. only one plane executes an 
operation at a time, two planes at a time, and all planes in a single 
chip at a time).  
By adjusting these parameters, virtually all flash memory chips in 
the market today can be tested. Also, various SSD configurations 
can be simulated, which we believe will help find the optimal 
SSD structure and configuration for a particular performance 
requirement. 

4.4 Accurate Clock Precision Measurement 
The CPS-SIM is a clock-driven simulator meaning that it updates 
the states of all the chips and buses at each global clock pulse. 
This feature makes it possible to provide accurate measurements 
of time and to support parallelism of chips and buses. In real 
SSDs, since most flash memory chips receive clock signal from a 
bus, the global clock frequency determines bus bandwidth as well 
as flash memory clock frequency. For example, if the global clock 
is set to 100MHz, then the bus bandwidth becomes proportional 
to 100MB/s. 

Another consideration required for the design of CPS-SIM is how 
to assess the pseudo-constant working times of flash memory 
operations such as tR, tPROG, and tE. To emulate these pseudo-
constant values, CPS-SIM calculates the number of clocks for 
each pseudo-constant value as T/C  where T is the pseudo-
constant value and C is 1/clock_frequency. By converting the 
pseudo-constant time to a relevant clock count, CPS-SIM can 
accurately simulate flash memory operations as well as the overall 
interleaved operations of multiple buses and chips.  

5. EXPERIMENTS 

5.1 Experimental Setup 
In this section, we present some simulation results. We mainly 
focus on when a bus is saturated with a given bus bandwidth 
because these saturation points are the most important factors in 
deciding the number of and bandwidth of the buses to be used. 

In the experiments, we set the simulation parameters as shown in 
Table 2~4. As the size of a flash memory chip does not have 
notable impact on the performance of an SSD, we used a small 

sized chip (512MB) for convenience of our simulations. In the 
simulations, we change the chips per bus and the bus bandwidth 
parameters to observe the performance variations under such 
configurations. The bus bandwidth also determines tCMD and 
tBUS values. For instance, tCMD and tBUS are 1~2us and 100us, 
respectively, under 40MB/s bus bandwidth. 

Table 2. Flash memory chip parameters 
Parameter Value 

Size of a page 4KB 

Pages per block (size of a block) 64 (256KB) 

Blocks per plane (size of a plane) 2048 (512MB) 

Planes per chip (size of a chip) 1 (512MB) 

 

Table 3. Internal flash memory operation times 
Operation type Operation time 

tR 20us 

tPROG 200us 

tE 1.5ms 

 

Table 4. Bus configurations 
Parameter Value 

Flash memory chips per bus 1~4 

Number of buses 1 

Bus bandwidth 20MB/s, 40MB/s, 67MB/s, 
200MB/s, and 800MB/s 

 

We used three sets of workloads in our experiments: a synthetic 
workload for maximum throughput, a synthetic workload of 
mixed read/write/erase operations, and a workload of a real FTL. 
The two synthetic workloads are generated by the CPS-SIM 
workload generator. To generate the real SSD workload, we 
implemented a page-level mapping FTL.  The page-level mapping 
FTL is very flexible in that it utilizes the multiple chips and buses 
concurrently. Also, in order to minimize the impact of garbage 
collection on response time of the SSD, the FTL triggers an erase 
operation on idle chips, while dealing with read/write requests on 
other chips. 

5.2 Experimental Results 
In this paper, we first measured how many chips can be connected 
to a bus before saturating the bus. Fig. 8a and Fig. 8b show the 
maximum read/write throughputs when 1~4 chips are connected 
to a bus. For these measurements, the workload generator 
continuously issues page read requests or page write requests. In 
case of read requests (Fig. 8a), a bus with 20~200 MB/s 
bandwidth is saturated early, specifically, when the number of 
chips increases from 1 to 2. The only bandwidth where the bus 
can sustain the maximum read requests is 800 MB/s. 
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On the other hand, in the case of write requests (Fig. 8b), the bus 
is not easily saturated even with 40MB/s bus bandwidth. When 
the bus bandwidth is equal or larger than 67MB/s, it does not 
saturate even when 4 chips are connected to the bus. From the 
experimental results, we can conjecture that bursty read requests 
can easily saturate a bus, while write requests can enjoy the 
benefits of interleaving even on a moderate speed bus. 

 
Figure 8a. Comparison of maximum read throughputs as the 

number of chips in a bus and bus bandwidth are varied 

 
Figure 8b. Comparison of maximum write throughputs as the 

number of chips in a bus and bus bandwidth are varied 

The reason for the fast saturation of read requests is that the page 
read time (tR) is much faster than the page write time (tPROG) or 
the block erase time (tE) in flash memory chips. (For this reason, 
the values along the y-axis of Fig. 8a are much higher than those 
of Fig. 8b.) The faster response time of the page read requests 
causes the bus to become the bottleneck, driving the bus to 
saturate earlier. In contrast, the slower response time of the page 
write requests makes it possible to share a bus among multiple 
chips in an interleaved way, gaining improved performance as the 
number of chips increase. This observation suggests a slightly 
conflicting design choice for an SSD; one of increasing the 
number of chips per bus for better write throughput and the other 
of increasing the number of buses for better read throughput. As 
real workloads are a mixture of read and write requests, the choice 
must be based on the reference patterns of real workloads. Also, 
note that many researchers have predicted that SSD performance 
will depend heavily on the workload patterns [2] and our 
observation based on Fig. 8 confirms these predictions. 

To identify the effects of mixed request patterns, we made a 
randomly generated synthetic workload that is composed of 617 
page reads, 263 page writes, 82 block erase, and 38 copyback 
operations. Fig. 9 shows the results of executing the synthetic 
workload for various bus bandwidths and number of chips. In Fig. 
9, when the bus bandwidth is 20MB/s and 40MB/s, the bus is 
almost saturated when the number of chips per bus becomes 3. As 
the bus bandwidth increases, addition of more chips enhances 

performance (decreases the elapsed time), but the marginal gain 
becomes small. Surprisingly, the results for 200MB/s and 
800MB/s bandwidth are quite similar though the latter is 4 times 
faster than the former. Sensitivity analysis reveals that, in this case, 
the bottleneck is not the bus but rather the flash memory chips and 
thus, there is only a small performance difference between having 
200MB/s and 800MB/s bandwidths.  

 
Figure 9. Performance of mixed operations as the number of 

chips in a bus and bus bandwidth is varied 

In our last experiment, we measured the write performance of a 
realistic workload generated from our real page-level mapping 
FTL as shown Fig. 10. As our FTL tries to utilize the available 
chips and buses concurrently, performance improves as the 
number of chips per bus increases until the bus is saturated. This 
experimental result shows that our implementation of the FTL 
utilizes the concurrency of chips well for the workload considered.  

In summary, from the experimental results of CPS-SIM, we can 
conclude that sufficient bus bandwidth and the capability of the 
FTL to drive multiple flash memory chips concurrently are critical 
to SSD performance. Also, we conclude that through quantitative 
performance metrics our CPS-SIM provides sufficient guidelines 
for efficient SSD design. 

 
Figure 10. Write performance of a page-mapping FTL as the 

numbers of chips in a bus and bus bandwidth is varied 

6. CONCLUSIONS 
In this paper, we have presented a configurable and accurate clock 
precision SSD simulator called CPS-SIM. With the simulator, we 
are able to evaluate various SSD configurations and discover the 
optimal configuration for specific performance and capacity 
requirements. CPS-SIM also provides an experimental 
environment to develop FTL and SSD-aware software and makes 
it possible to apply the hardware/software co-design approach. 

We are considering two research directions for future work. One 
direction is extending CPS-SIM to reflect even more details of 
SSD internals. The current version of CPS-SIM does not consider 
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the effects of SDRAM buffers, flash bus controllers, and dual data 
registers of flash memory chips. We think that embracing these 
components will enhance the capability and accuracy of our CPS-
SIM. Another direction is designing an FTL for high performance 
SSDs. Many studies have focused on mapping and reclaiming 
mechanisms of FTLs because they play a key role in determining 
the efficiency of FTLs. However, our simulation results have 
revealed that exploiting parallelism is another important factor in 
designing FTLs for SSDs. We intend to look into this direction 
for our next FTL design. 
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