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ABSTRACT 
System software development and testing on embedded systems 
can be quite difficult and time consuming. In this paper, we 
propose a cost effective method, namely virtual testing framework 
that can be used easily to test the reliability of system software. 
The framework consists of three layers; virtual platform layer, 
system software layer, and test environment layer. The virtual 
platform layer emulates a variety of embedded hardware on which 
any system software can be run and is used to verify its capability 
in handling faults injected by the test environment layer. We use 
the framework to verify the reliability of the file system and FTL 
(flash translation layer) by injecting faults that may be found in 
Flash memory. We discuss experimental results that we gained 
using this framework to gather post-fault behavior of the system 
software of interest. 

Categories and Subject Descriptors 
D.2.5 [Software Engineering]: Testing and Debugging—Testing 
Tools; D.4.5 [Operating System]: Reliability—Fault tolerance;  

General Terms 
Reliability, Design, Experimentation 

Keywords 
Virtual Framework, Flash memory, File System, FTL (Flash 
Translation Layer), Software Testing, Fault Injection 

1. INTRODUCTION 
System software is different from application software in that the 
purpose of the software is to control and manage the underlying 
hardware in the computer system. Hence, development of system 
software is highly interrelated with the hardware it is to control 
and manage making it much more difficult to develop and test. In 
this paper, we discuss our experience in developing and testing 
system software for Flash memory based storage systems used in 
embedded systems. We design and implement a virtual platform 
that mimics the activities of Flash memory, and describe how the 
virtual platform was used for system software development and 
testing. 

Embedded systems share characteristics that are different from 
general computing systems [1]. First, embedded systems are 
highly hardware dependent, much more so than general systems. 
Hardware cost is critical to the success of an embedded system; 
hence system development is highly hardware cost aware, 
limiting the amount of memory, CPU performance, power 
consumption, etc. Hence, platforms vary widely for every 
embedded system that is developed depending on the target cost 
of the end product and its features.  
Second, time-to-market is a critical factor that may eventually 
determine the success or failure of the embedded system. To be 
successful in today’s competitive market, introducing products 
with new added features before other competitors do is critical. 
Software is an integral component of today’s embedded systems. 
New products with new and added features are being introduced 
to the market at an alarming rate, and software, whether 
application software or system software, plays an essential role in 
adding and/or modifying features for new products in a timely 
manner. However, the market also requires that fault-free quality 
control be ensured for products. This fact emphasizes the 
importance of software testing in the minimal time. 
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Our approach to this problem is to make use of a virtual hardware 
platform, that is, a software platform that emulates the hardware. 
Doing this brings about the following benefits. First, platform 
property changes can be introduced into software testing process 
early, even before the actual hardware is available. As intricacies 
of the embedded system platform change, these changes can be 
reflected on the emulation platform with considerable ease, not 
needing to have a new hardware platform at-hand before software 
testing can begin. Second, design and development of system 
software can be done in parallel with hardware development. It 
has been found that in current practice, software testing generally 
happens after (or at a latter stage of) the hardware development, 
not leaving enough time for software testing [1]. This problem 
can be alleviated. With virtual platforms, software testing may be 
completed or nearly completed by the time the hardware platform 
is actually available. Third, fault testing becomes much simpler 
and more accurate. Injecting faults to a virtual platform is simpler 
and more controllable than injecting faults to a real hardware 
platform. Also, software testing can be done for a wider range of 
fault situations. Finally, software testing time can be reduced. 
Since testing is more controlled, features such as automatic 
testing and fault replay that helps reduce software testing time can 
be provided without much difficulty. 
In the rest of the paper, we share our experience in using a Flash 
memory virtual platform for developing the FTL (Flash 
Translation Layer) [2] and a DOS-FAT compatible file system [3], 
both of which are essential system software for managing Flash 
memory based storage. The end results of using this testing 
framework have been deployed in real consumer products such as 
cell phones and camcorders that are being sold worldwide. 
Specifically, in the next section we describe the software testing 
framework. Then, in the following section, we discuss the kinds 
of faults and the methods used to inject faults and analyze the 
effects of these faults. In Section 4, we discuss the experience that 
we gained from using this virtual platform framework focusing on 
the post-fault behavior of the system software that we developed. 
Finally, we give a summary and conclude the paper.  

2. Software Testing Framework via Virtual 
Platform 
The overview of the software testing framework that makes use of 
the virtual platform is depicted in Figure 1.  

 

The framework is an application ported on top of a typical 
operating system. The bottom-most layer of the framework is the 
Flash Memory Virtual Platform (FMVP) layer, which consists 
mainly of the Flash Space Platform (FSP) and the Flash Operation 
Platform (FOP). The FSP emulates, via DRAM or a file on disk, 
the actual physical Flash memory space where data is stored. FOP 
mimics the Flash memory manipulating operations over FSP. The 
major operations supported by the FOP include page read, page 
write, page copyback, and block erase. Various faults, which we 
will discuss later, are emulated at this layer as well. The Fault 
snapshot component within FMVP is where the state of Flash 
memory is stored upon a fault. 

Above FMVP is the System Software layer, where 
implementations of system software to be tested are ported. In our 
study, we developed the Flash Translation Layer (FTL) software 
and a DOS-FAT compatible file system on this layer. However, 
any system software that makes use of Flash memory may be 
ported at this layer for testing purposes. 

Finally, the top-most layer is the Test Environment (TE) layer. 
Through this layer, we control and interact with the testing 
procedure that is used to test the system software of interest. The 
Mini-shell serves as an interface and accepts commands from the 
user interactively or executes test scripts to generate file system 
and/or FTL requests to simulate system activities during test. The 
Mini-shell can emulate system restart after fault injection and also 
restart software testing automatically without user intervention. 

3. Faults and Fault Injection in the Testing 
Framework  
Fault injection is an important method in evaluating the reliability 
of software [4,5,6,7,8]. Here, we discuss the types of faults that 
may incur in Flash memory hardware and the framework for 
injecting such faults. We also discuss features of the testing 
framework that allow expedited testing.  

3.1 Faults in Flash memory  
The most typical fault that may occur in an embedded system, 
especially in mobile consumer products is power failure. Users of 
these products are prone to abruptly detach the power source, not 
giving the system time for proper bookkeeping that is necessary 
for consistent data management. Hence, we consider the power 
failure fault as an important event that needs to be considered for 
system software testing even though it is not a fault inherent to 
Flash memory. Power failure is emulated within the Flash 
Memory Virtual Platform layer. 

Table 1. Faults inherent in Flash memory 

Flash operations Error returns 

Page Read READ_FAIL (for page read failure) 
or NONE (for bit-flips error) 

Page Write WRITE_FAIL 

Block Erase ERASE_FAIL 

Page Copyback COPYBACK_FAIL 
 

Faults inherent in Flash memory as reported in Flash memory 
data sheets are listed in Table 1 [9]. As noted in this table, each 
major Flash memory operation is associated with a failure. 

Figure 1. Software Testing Framework. 
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For a page read operation, there are two types of failures in Flash 
memory. One is a page read failure. This means that the whole 
data in the page cannot be read. The reaction to this is what one 
would normally expect, that is, a READ_FAIL is returned. The 
other fault is where failure is neither detected nor reported. This 
happens when one or more bits have been changed (bit-flips have 
occurred) since they were written to Flash memory. In this case, 
the page read operation appears to have been successful, but may 
come back to haunt the system at some later time. This type of 
failure is difficult to detect without ECC (Error Correction Code) 
hardware. If the ECC circuit is used with Flash memory, a limited 
number of bit-flips can be detected and sometimes corrected. A 
typical implementation of ECC can detect two bit-flips and 
correct one bit-flip, though the number of detectable/correctable 
bit-flips depends on the ECC implementation. With the ECC 
circuit, ECC information is calculated while data is being 
transferred to the Flash memory chip, and then written with the 
associated data. Later a read operation can use the ECC 
information to detect/correct bit-flips in the relevant data if 
needed. The ECC circuit function is selectively emulated in 
FMVP. 

Low-cost products, however, generally do without ECC circuits, 
and so, are not able to detect bit-flip faults. Also, even with the 
ECC circuit, the possibility of uncorrectable two or more bit-flips 
may increase due to the extensive use of copyback operations by 
contemporary Flash memory system software. To enhance 
performance, the copyback operation copies data internally and 
does not make use of the ECC circuit, which eventually increases 
the possibility of one or more bit-flips to the same page. Also, 
high capacity multi-level cell Flash memory, which is emerging 
in the market, is known to have a higher bit-flip fault rate than the 
binary-level cell Flash memory [10]. If the ECC circuit cannot 
detect/correct bit-flips, we have no choice but to deliver incorrect 
data to the upper software layer, though this is done unknowingly. 

For the other three major operations, that is, page write, block 
erase, and page copyback, unsuccessful attempts for these 
operations are always detected, and a possible measure under 
these faults is to redirect the operations to some other reserved 
block. If all measures to recover from a fault fail, their reaction is 
to return errors for these operations as noted in Table 1. 

3.2 Fault injection 
The software testing framework provides a means to insert Flash 
memory faults. We have two objectives in providing the fault 
injection feature. First, we want to gain assistance in designing 
and testing fault recovery mechanisms for Flash memory system 
software. By using this feature from the design phase, we can 
discover and remedy initial flaws in the design. Testing may be 
simplified by automating the process and the faults reproduced to 
further help in the design. The second objective is to observe and 
analyze those faults that are currently difficult to recover from 
without loss of data. Through this process, we hope to better 
understand the effects of such events and eventually, devise a 
solution to minimize or eliminate such losses. 

The Flash Memory Virtual Platform layer provides a power 
failure fault injection feature to emulate sudden power failures. 
To stress the system software, power failures can be emulated at 
random times, whereupon the image of FSP is stored in the Fault 
snapshot file on disk. These snapshot files are, then, used later to 

test recovery procedures. To accurately emulate the power failure 
fault, we need to understand that not all bits in the page/block are 
programmed (written) simultaneously during page write and 
block erase operations. Hence, when a power failure fault occurs 
while programming, some bits may have been programmed 
successfully, while others may have not. To mimic this behavior, 
the virtual platform uses a random number generation function to 
randomly select the bits to program. 

We are also able to mimic other types of Flash memory faults 
such as initial bad blocks, run-time bad blocks, sporadic 
read/write/erase failures, and sporadic bit-flips of data in FMVP. 
Similarly to the power failure fault, a snapshot of the FSP is 
stored upon failure due to such faults. These snapshots are used as 
checkpoints to reproduce subsequent software testing procedures. 
Faults can also be controlled to occur within a specified area 
within the FSP. 

3.3 Automatic testing and fault replay 
Software deployed in consumer electronic devices usually go 
through weeks of fault tolerance testing. To expedite this process, 
our software testing framework provides a means to automatically 
test software without human intervention. This is done with a 
Mini-shell that interprets a test script to continuously execute 
system commands. A power failure is supported in the Mini-shell 
by emulating a system restart. In this process, FSP is first stored 
in the Fault snapshot file, and then, a recovery procedure is 
executed, followed by identifying the position in the test script, 
and finally, a restart of the automatic testing process. 

If the testing framework cannot recover from a fault, testing is 
suspended and awaits human intervention. Human intervention 
will include locating the system command that instigated the fault 
and analysis of the fault recovery process. To ease this process, 
we provide a replay feature that can replay the same testing 
process from a particular fault snapshot. 

To support the replay feature the Fault snapshot file not only 
provides the contents of FSP, but also the next command in the 
test script and the random number information used to 
probabilistically inject faults. To replay the faults correctly, the 
random number generator must generate the same sequence of 
faults at precisely the same locations. In order to provide this 
feature, special care must be taken to monitor the random number 
sequence. 

4. FTL and File System Testing Experience 
In this section, we share our experience in developing two layers 
of system software that manipulate Flash memory, namely, the 
Flash Translation Layer (FTL) and the file system. FTL is a 
software layer that translates logical block numbers to physical 
pages in Flash memory, thereby enabling Flash memory to be 
accessed just like a disk [2]. Above the FTL lies the file system. 
For our experiment, we developed a DOS-FAT compatible file 
system that is the most popularly used file system in Flash 
memory equipped devices [3]. 

As underlying system software for Flash memory, it is imperative 
that the software can cope with Flash memory hardware faults. 
Hence, software testing should be incorporated with the FTL and 
file system development from the very start. That is, once the 
software is initially designed and implemented, it goes through a 
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thorough testing phase, in which design flaws and incorrect 
implementations are detected. These problems are then rectified 
through redesign and/or re-implementation. Then, we go through 
the testing phase once again. This cycle continues until no further 
flaws or bugs are found. This whole process can be eased due to 
the virtual platform testing framework proposed in this paper.  

In the following, we give results obtained from exploiting the 
virtual testing framework that helps us understand the effects of 
faults on system software. Specifically, at the time of 
implementation, we did not have any knowledge of the effect of 
reading incorrect data in the FTL and the file system. Using a 
virtual platform that mimics 16MB of Flash memory, we injected 
bit-flip faults and page read faults via the Mini-shell running 
scripts that generate synthetic workloads into the Flash Space 
Platform and collected the post-fault behavior of our 
implementation of the FTL and file system.  

The goal of injecting hardware faults such as bit-flips is to 
understand the failure reaction of the system under such faults. 
The resulting failures can be categorized as soft failures and 
system failures. Soft failures are those that report failures without 
affecting other components of the system, even though the 
operations triggering such failures do not themselves execute 
correctly. System failures are those that result in infinite loops, 
stack corruption, and/or invalid pointers eventually leading to 
total system crashes. From a software point of view, there is 
nothing that can be done to eliminate hardware faults, and hence, 
failures are bound to happen. However, by analyzing typical 
situations under which system failures occur we can reduce 
system failures, and instead, convert them to soft failures. We will 
see below that, for bit-flip faults, the probability of soft failures is 
higher than that of system failures, and that system failures occur 
only when bit-flips occur at a few specific locations. 

 
 

Figure 2 shows the area map of Flash memory used by the FTL 
and the DOS-FAT compatible file system we developed. The FTL 
divides Flash memory space into three areas, namely ftl_boot, 
ftl_map, and ftl_data. The ftl_boot area maintains a 
config_and_bad table, which is critical to the FTL because it 
contains the bad block swapping table, boundary information for 
each area, and the location of map blocks. The ftl_map area 
consists of a collection of map blocks and contains map tables 
that are used to translate from a logical block number to a 
physical block number and ultimately, from a logical sector 
address to a physical page location in Flash memory. With this 
FTL mapping function, the Flash file system sees the ftl_data area 
as an array of 512-byte sectors. The file system structure, which 
consists of the master boot record (mbr) and partition boot record 
(pbr), 1st FAT (File Allocation Table), 2nd FAT, and 
directory/file hierarchy, is constructed on the array of sectors 
during file system format. 

Table 2 shows the effects of bit-flip and page read faults on 
selected areas of the FTL and the file system. These results were 

obtained by running a combination of file_api and dir_api scripts, 
which consist of 100 and 44 subscripts, respectively. We designed 
the scripts to cover most file system features and also to mimic 
typical user usage patterns. These include basic file operations for 
large and small files, concurrent file operations, basic directory 
operations, directory name and depth tests, concurrent directory 
operations, and typical shell command tests. 

Table 2. FTL and file system post-fault behavior when faults 
are randomly injected to selected locations of the FTL and file 

system area 

Fault Location Bit-flip fault Page read failure 

ftl_boot Media failure in  
FTL: 100% 

Media failure in 
FTL: 100% 

No effect: 85 % File system read 
failure: 69% ftl_map File system crash: 

15 % 
File system crash: 

31% 

FT
L 

area

ftl_data No effect on FTL No effect on FTL 
No effect: 63 % mbr sector Mount fail: 37 % Mount fail: 100% 

No effect: 85 % pbr sector Mount fail: 15 % Mount fail: 100% 

No effect: 99.6 % 1st and 2nd 
FAT Infinitive loop: 0.4 % No effect: 100% 

No effect: 97 % 

FS 
area

Root 
directory Mount fail: 3 % 

Directory read/ 
create fail: 100% 

 

The most critical damage was initially observed when a fault 
occurred in a page containing the config_and_bad table in 
ftl_boot. Just one uncorrectable bit-flip, even at a meaningless 
entry of the table, made the whole Flash memory data 
inaccessible. Using the Fault snapshot, we proceeded to analyze 
this peculiar finding. Through the analysis, we found out that a 
recovery scheme that we used to improve reliability was actually 
the cause for this disastrous result. Recognizing the importance of 
the config_and_bad table, we had calculated the checksum of the 
page containing the table and wrote it out at the end of the page to 
validate the contents. This, however, was the source of the 
problem. At boot time, the FTL searches in the ftl_boot area for 
the latest checksum matching config_and_bad table along with 
the maximal sequence number. (When the table is modified, the 
sequence number of the table is increased and its content is 
written out to an unused page in the ftl_boot area.) If the 
checksum does not match due to a bit-flip fault, the FTL 
continues to search for a checksum matching table, and if a 
checksum matching table does not exist, it recognizes the Flash 
memory as unformatted media leading to a disastrous result. The 
lesson learned here is that a simple minded approach to using 
checksums for critical data may, instead, turn out to be a 
dangerous idea.  

For map entry corruptions, we see that a single bit-flip has no 
effect 85 % of the time, while for the rest of the time a system 
crash occurs. The fraction of system crash was smaller than we 
had expected. Analysis showed that this is because the map 
structure of our FTL not only contains an array of logical-to-
physical mapping entries, but also contains a much larger area for 
non-critical information. Hence, while bit-flips on non-critical 

Figure 2. Area map of Flash memory used by FTL and FS. 
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information had no effect, bit-flips in the logical-to-physical 
mapping entries lead to data loss of multiple sectors, and 
ultimately, lead to file system failures. Another reason for system 
crash, though rare, was that the bit-flips on FTL map entries 
compromised the consistency among the data structures used in 
the maps, eventually leading to crashes during map block garbage 
collection. 

As for page read failures on map pages in ftl_map, we observed 
that for 69% of the time, the failures simply became a source of 
file system read failure. This is because our implementation of the 
FTL does not fail-stop, but attempts to continue its operation upon 
a page read failure. At other times, this page read failure resulted 
in an infinite loop or invalid pointer system failures.  

Faults on the ftl_data area, whether bit-flips or page read failures, 
have no effect on the FTL, but do affect the file system as all file 
system bookkeeping information such as the mbr, pbr, and FAT 
are stored in the ftl_data area. As noted in Table 2, 37 % and 
15 % of bit-flip faults caused file system mount failures when 
faults were injected into the mbr and pbr sectors, respectively. 
The reason behind such a small failure rate is that the mbr and the 
pbr tables occupy only a small portion in the sectors, and not all 
entries in those tables are critical enough to cause a failure. 
However, mount always failed when a page read failure occurred 
in these sectors. This result indicates that some form of 
redundancy mechanism that does not compromise portability 
needs to be deployed as a countermeasure to these kinds of 
failures.  

The results in Table 2 show that because we maintain two FATs, 
failure at one FAT does not affect the file system as the redundant 
information in the other FAT may be used. However, there were 
two situations when a corrupted entry in a FAT caused an infinite 
loop. Both situations happened while traversing the FAT chain; 
one was when traversing the free FAT chain to create a file and 
the other was when traversing the allocated FAT chain to delete a 
file. We were able to eliminate this system failure and to convert 
it to a soft failure by setting a MAX_LOOP value when traversing 
the FAT chain. 

In our experiments, most bit-flip faults of root directory entries 
did not influence normal file system operations unless critical 
fields such as first_cluster or attributes of file/dir were corrupted. 
However, there was one case in our experiment that caused stack 
corruption due to a corrupted directory entry that eventually led to 
a file system crash. At the time of this writing, we still do not 
fully understand the error propagation path for this case. When a 
page read failure occurs for root directory entries, every directory 
reads/creates return with a failure.  

5. Conclusion 
System software development and testing on embedded systems, 
which is much more hardware dependent than that of application 
software, can be quite difficult and time consuming. In this paper, 

we have presented a testing framework for embedded systems that 
uses a virtual platform to help test system software quickly. Using 
a virtual platform that mimics Flash memory and emulating faults 
that may occur in Flash memory, we are able to improve the 
effectiveness of debugging process. We have also shared 
experience that we gained using this framework to analyze the 
post-fault behavior of the system software of interest. Such post-
fault behavior information is being used to enhance the reliability 
of the next release of system software. 
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