
0018-9162/02/$17.00 © 2002 IEEE June 2002 65

Efficient Replacement 
of Nonuniform Objects
in Web Caches

C omputer architectures, operating systems,
and databases all use caching mechanisms
to alleviate the speed gap of hierarchical
storage. The prevalence of the World
Wide Web has made remote-object

caching increasingly important. Cache perfor-
mance depends heavily on replacement algorithms,
which dynamically select a suitable subset of
objects for caching in a finite space. Developing
such algorithms for wide-area distributed envi-
ronments is challenging because, unlike traditional
paging systems, retrieval costs and object sizes are
not necessarily uniform. 

A replacement algorithm’s general goal in a uni-
form caching environment is to reduce cache misses,
usually by replacing an object with the least likeli-
hood of re-reference. In contrast, reducing total cost
incurred due to cache misses is more important in
nonuniform caching environments. A replacement
algorithm in these environments should

• make good use of observations from past ref-
erences to distinguish between objects likely
and not likely to be referenced in the near
future. These include distinguishing not only
“hot” (frequently referenced) and “cold”
(infrequently referenced) objects but also those
that are hot but getting colder and those that
are cold but getting hotter. 

• allow for efficient implementation in terms of
both space and time complexities. The space
needed to maintain an object’s reference his-
tory should be constant, preferably a few bytes

per object, and the algorithm’s time complex-
ity should not, for all practical purposes,
exceed O(log2n), where n is the number of
objects in the cache.

• incorporate the nonuniformity factor—cost
and size—fairly and effectively.

The least-unified value algorithm satisfies all of
these requirements. LUV evaluates an object based
on its past references to estimate the likelihood of
re-reference and normalizes the value by the cost of
the object per unit size. Performance studies using
trace-driven simulations demonstrate the algo-
rithm’s robustness and efficiency. 

NONUNIFORM OBJECT CACHING
The “Replacement Algorithms for Nonuniform

Caching Environments” sidebar compares numer-
ous algorithms devised to date. In the nonuniform
caching environment, the cost savings ratio measures
the performance of a cache replacement algorithm:
Σ (ci × hi) / Σ (ci × ri), where ci is the cost of fetching
object i into the cache, ri is the total number of ref-
erences made to object i, and hi is the number of hit
references made to object i. If the size si and cost to
fetch ci of each object i is uniform, the cost savings
ratio is identical to the hit ratio: Σhi / Σri.

Cost ci can be defined differently for various mea-
sures of interest. If ci is object size, the cost savings
ratio becomes the byte hit ratio: Σ(si × hi) / Σ(si × ri).
The byte hit ratio represents the number of bytes
saved from retransmission by using the cache over
the total number of bytes referenced. If ci is the

The authors present the least-unified value algorithm, which performs better
than existing algorithms for replacing nonuniform data objects in wide-area
distributed environments.
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Web-caching algorithms to relieve network
congestion and access latency have proliferated
in recent years. The following descriptions indi-
cate how each algorithm selects a victim to purge
from the cache. For descriptions given as an
expression, the algorithm selects object i with
the lowest Value(i). Table A summarizes the
algorithms from various standpoints including
advantages and weaknesses. 

• LRU (least recently used): Removes the
least recently referenced object first.

• LFU (least frequently used): Removes the
least frequently referenced object first.

• Size: Removes the largest object first.1

• LRU-min: Removes the least recently ref-
erenced object whose size is larger than
desired free space of size s. If enough space
is not freed, LRU-min sets s to s/2 and
repeats the procedure until enough space
has been freed.1

• Hybrid: Value(i) = (ts + p/bs) (ni)
q/si, where

ts is the estimated latency required to open
a connection to server s, bs is the estimated
bandwidth of the connection, ni is the num-
ber of references made to object i since it
has been brought into the cache, and si is
the size of object i; p and q are constants.2

• LNC-R-W3 (least normalized cost replace-
ment): Value(i) = [k/(tc – tk)] × (ci/si) × si

–1.3

where ci is the cost to fetch an object i to the
cache, si is the size of object i, tc is the cur-
rent time, and tk is the time of the k-th ref-
erence. LNC-R-W3 first considers all
objects having just one reference sample in
their Value order, then all objects with two
reference samples, and so on.3

• LRV (lowest relative value): Value(i) = Pn ×
[1 – D(t)] × ci/si or, if n = 1, P1(si) × [1 – D(t)]
× ci/si, where si is the size of object i, ci is the
object’s cost, n is the number of references,
and t is the time from the last reference. Pn

denotes the estimated probability that an
object is requested n + 1 times given that it
is requested n times. Pn(si) is the same as Pn

but also considers the object size si. D(t)
denotes the distribution of the inter-access
time. Pn and D(t) are based on an extensive
analysis of trace data.4

• GD-size (greedy-dual size): Value is initially
Value(i) = ci/si , where si and ci denotes the
size and cost, respectively, of object i. When
free space is needed, GD-size removes the
object with the smallest value from the
cache and reduces every cached object’s
value by the removed object’s Value. If

object i is referenced again, its value is
restored to ci/si.5

• sw-LFU (server-weighted LFU): Value(i) =
wi × ni, where wi describes the value per
byte received by object i’s server when a hit
on i occurs and ni denotes the number of
references made to i since it has been
brought in the cache. sw-LFU uses LRU as
a tiebreaker.6

• Mix: Value(i) = (di
r1 × ni

r2)/(ti
r3 × si

r4), where
di is the latency to fetch an object i into the
cache, ni is the number of references made
to i since it has been brought into the cache,
ti is the last reference time, and si is the size
of i; r1, r2, r3, and r4 are constants with
default values r1 = 0.1 and r2 =  r3 =  r4 = 1.7

• SLRU (size-adjusted LRU): Value(i) = (1/tik)
× (1/si) , where si is the size of object i, and
tik is the number of references since the last
time i was referenced.8
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Table A. Summary of replacement algorithms.

Algorithm Estimation of Consideration Performance Complexity Advantages Weaknesses
reference potential of measure 
Based on Based on nonuniformity for which Time Space
recency frequency the algorithm per object  
history history optimizes 

LRU Last No No Fixed to BHR O(1) O(1) Simple to Fixed performance
reference implement measure; considers
time partial aspects of

LFU No Number of No Fixed to BHR O(log2n) O(1)   reference history 
references 

Size  No No Size in biased Fixed to HR O(log2n) O(1) Keeps many Fixed performance
manner objects in cache measure; does not 

consider reference 
history

LRU-min Last No Size in biased Fixed to HR O(n) O(1) Keeps many Time complexity;
reference manner objects in cache fixed
time performance 

measure  
Hybrid No Number of Size and Fixed to DSR O(log2n) O(1) +  Good estimation Per-server 

references latency per-server of download information 
information latency overhead; fixed 

performance 
measure  

LNC-R-W3 k-th Based on k-th Normalized Any O(n) O(k) Perception of Time complexity  
reference reference manner performance normalized 
time time measure contribution to CSR 

LRV  Last Number of No Fixed to BHR O(1)   O(1) + Considers trace Trace analysis 
reference references Normalized Any O(n) parameter characteristics overhead
time manner performance information 

measure
GD-size Last No Weighted  Any O(log2n) O(1) No parameter; Does not consider 

reference manner performance k-competitive; frequency
time measure can optimize any 

performance 
measure 

sw-LFU  Last Number of Normalized Any O(log2n) O(1) Can optimize any Does not consider
reference references manner performance performance recency except 
time used measure measure to break ties  
only as a 
tiebreaker

Mix Last Number of Size and HR, BHR, and O(n) O(1) Considers all Time complexity  
reference references latency DSR combined primary 
time parameters

SLRU  Last No Normalized Any O(n) O(1) Can optimize any Time complexity;
reference manner performance performance does not consider
time measure measure frequency  

LUV Time of all Number of Normalized Any O(log2n) O(1) Uses complete Parameter tuning
past references manner performance reference history; 
references measure can optimize any 

performance 
measure 

BHR = byte hit ratio; CSR = cost savings ratio; DSR = delay savings ratio; HR = hit ratio 
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latency of fetching, denoted as di, cost savings is
defined by the delay savings ratio: Σ(di × hi) / Σ(di ×
ri). The delay savings ratio represents the reduced
latency by virtue of a cache hit over the total latency
incurred when caches are not used. 

RE-REFERENCE POTENTIAL 
To predict future references of cached objects,

most replacement algorithms in nonuniform
caching environments exploit the recency or fre-
quency of past references. The underlying assump-
tion is that an object recently referenced or
referenced more frequently is more likely to be re-
referenced. Many caching environments exhibit
both properties, but the relative importance of each
can vary. An adaptive caching algorithm should
therefore consider re-reference potential for the
given environment. 

Most algorithms consider only recency or refer-
ence frequency history, or they fix a priori the effect
of the two properties. In terms of recency history,
most algorithms use the recency of the last refer-
ence to the object. Others, including LNC-R-W3
(least normalized cost replacement), use the k-th
reference, a strategy similar to the LRU-K algo-
rithm proposed for a uniform caching environ-
ment.1 In contrast, LUV uses the reference recency
history of all past references.

As for reference frequency history, some algo-
rithms simply use the frequency count while oth-
ers combine this information with the recency
history that is maintained. The GD-size (greedy
dual size) and SLRU (size-adjusted LRU) algo-
rithms, however, do not consider any frequency
information. Again, note that LUV uses frequency
information as well as the recency history of all
prior references to an object.

Moreover, LUV can reflect the effect of the two
properties appropriately for the given workload

and environment. Like most algorithms, LUV asso-
ciates a Value(i) to each object i in the cache and,
when needed, replaces the object with the smallest
value. Value(i) is defined as p(i) × Weight(i), where
p(i) represents the estimated reference potential and
Weight(i) the retrieval cost of object i per unit size.
Weight(i) is further defined as ci /si, where ci and si

denote the cost and the size of object i, respectively. 
The weight factor normalizes assessment of each

object’s contribution to the cost savings ratio,
where ci can be defined differently for the measure
of interest. Returning to the estimation of reference
potential p(i), each reference to an object i in the
past contributes to p(i), and a weighing function
F(x) determines a reference’s contribution, where
x is the time span from the past reference to the cur-
rent time. For example, assuming that object i was
referenced at t1, t2, and t3 as shown in Figure 1, p(i)
is computed at current time tc by F(δ1) + F(δ2) +
F(δ3), where δ1 = tc – t1, δ2 = tc – t2, and δ3 = tc – t3. 

This notion comes directly from the least
recently/frequently used (LRFU) policy that is con-
sidered in a uniform caching environment.2 Given
the emphasis on more recent references, F(x) would
generally be a decreasing function. We use the func-
tion chosen in the original LRFU presentation: F(x)
= (1/2)λx, where 0 ≤ λ ≤ 1. When λ is equal to 0,
p(i) simply counts the number of previous refer-
ences, and LUV is reduced to a weighted LFU. As
λ increases, LUV gives more emphasis to more
recent references. When it is equal to 1, the origi-
nal LRFU is reduced to the LRU algorithm, which
considers only the last reference time. Then, at first
glance, LUV may again be thought of as a weighted
LRU similar to GD-size or SLRU. However, this is
not the case even though LUV emphasizes more
recent references.

Another aspect to consider in classifying replace-
ment algorithms is how they maintain reference his-
tory. The in-cache-history method retains the
reference history only of objects in the cache, while
the perfect-history method retains the reference his-
tory of an object even after its eviction, allowing
this information to be used upon the object’s return
to the cache. The latter method is better at pre-
dicting future references, but maintaining infor-
mation on the evicted objects incurs more space
and time overhead. To resolve this problem, per-
fect-history algorithms can choose to retain
approximations of the reference history.

NONUNIFORMITY
Replacement algorithms in the nonuniform

caching environment usually consider each object’s

Current time tc

Time

t1

δ1
δ2

δ3

t2 t3

Figure 1. Referential potential of the least-unified value
algorithm. LUV estimates the reference potential of an
object by exploiting its full reference histories. It uses a
weighing function that computes the contribution of
each reference using the time span (δ) from past refer-
ences to an object relative to the current time.
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cost and size. LRU and LFU, originally designed
for the uniform caching environment, do not take
nonuniformity into account. Algorithms such as
Size and LRU-min consider the size factor in a
biased manner, preferring small objects to raise the
hit ratio, but they do not consider nonuniformity in
a normalized manner. 

LUV as well as LNC-R-W3, sw-LFU (server-
weighted LFU), SLRU, and LRV (lowest relative
value) evaluate an object’s reference potential and
then normalize the value with the object’s cost per
unit size. This approach results in a normalized
assessment of the contribution to the cost savings
ratio, leading to a fair replacement policy. Because
LUV can conform to arbitrary cost functions asso-
ciated with objects, it can optimize any particular
performance measure of interest including the hit
ratio, byte hit ratio, and delay savings ratio. 

GD-size also takes into account an object’s cost
and size, but not in a normalized manner. Unlike
algorithms such as LUV, which normalize an
object’s value by multiplying the reference potential
at the current time and the cost per unit size, GD-
size initially sets the value to the cost per unit size
and decreases it with the same decremental value as
time progresses. 

The difference between GD-size and LUV is
therefore in the aging mechanism, which reflects
the recency of past references in the nonuniform
caching environment. Both algorithms increase an
object’s Value when it is referenced and decrease it
as time progresses, but GD-size applies the same
decremental values to all objects in the cache,
whereas LUV applies the same decremental rates.

For example, in GD-size, if the value of objects
A and B is 1,000 and 10, respectively, at time t and
no reference is made to them up to time t + 1, 
the values become 999 and 9, respectively, at time
t + 1 when the same decremental value of 1 is
applied. When the same decremental rate of 0.1 
is applied, as in LUV, the value of A and B becomes
900 and 9, respectively. The same decremental-
value method can incur cache pollution when
objects’ costs vary widely, because aging objects with
large costs in such environments can be difficult.

COMPLEXITY
For caching algorithms to be practical, their time

complexity must not be excessive. In the case of
LRU, the most recently referenced object always has
the largest Value and can thus be implemented sim-
ply by a list data structure resulting in time com-
plexity O(1). Because other algorithms’ most
recently referenced object may not necessarily have

the largest Value, most have attempted to use
the heap data structure with time complexity
O(log2n) for insertion and deletion operations. 

When recency information is used, how-
ever, each object’s Value depends on the cur-
rent time. The relative ordering of cached
objects can thus change even though they are
not re-referenced at all. This could require
reordering objects at every time instance,
which would incur an additional time com-
plexity of O(n). 

Algorithms use approximated implementa-
tions to resolve this problem. LNC-R-W3 and
Mix use periodic updates while LRV, SLRU, and
LRU-min rely on multiple list structures. Efficient
LRV implementation becomes difficult if it consid-
ers the nonuniformity factor. A recent version of the
LRV algorithm that omits the size and cost factor in
its design3 can be implemented with k lists for dif-
ferent sizes and object reference counts, with k rang-
ing from 20 to 30. LUV and GD-size, on the other
hand, have desirable properties that allow for effi-
cient implementation by the heap structure even
though they make use of recency information. 

Space complexity is also important. The space
for maintaining an object’s reference history should
be constant, preferably a few bytes per object. Most
algorithms satisfy this restriction, but some use
additional information. For example, Hybrid keeps
per-server data, LRV retains some parameter infor-
mation, and LNC-R-W3 maintains the times of k’s
most recent references per object—although k
would generally be a small value such as 2 or 3. For
algorithms that use the perfect-history method, the
evicted objects require additional space.

LUV is efficient in both space and time complex-
ity. It only needs a few bytes to maintain an object’s
reference history. Computing each object’s Value
with LUV requires using all past reference times. At
first, this may seem impractical given the space and
time overhead for attaining and maintaining this
information. In addition, each object’s Value changes
over time, which seems to necessitate recomputing
the Value of all cached objects as time progresses.
However, as the “LUV Implementation” sidebar
shows, an efficient implementation is possible with
time complexity O(log2n), where n is the number of
objects in the cache.

VERSATILITY
Many algorithms for nonuniform caching envi-

ronments—including LRU, LFU, Size, LRU-min,
and Hybrid—attempt to optimize performance for
one particular measure in their design. LRU and
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LUV can optimize
any particular
performance

measure including
the hit ratio, byte hit

ratio, and delay 
savings ratio.
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LFU do not consider the nonuniformity factor and
thus optimize the byte hit ratio, Size and LRU-min
prefer small objects to raise the hit ratio, and
Hybrid attempts to optimize the delay savings ratio.
The weakness of such algorithms is that as the per-
formance measure of interest varies due to circum-
stantial changes, making adjustments reflecting
these changes is difficult.

Some versatile algorithms can optimize the cor-
responding performance measure of interest by
defining the cost function appropriately. Versatility
should be considered simultaneously with time
complexity. In the case of SLRU, LNC-R-W3, and
LRV, incorporating the nonuniformity factor
increases time complexity. The time complexity of
GD-size, sw-LFU, and LUV is the same irrespective
of the object’s associated cost function.

RELATED ISSUES
Here we briefly describe related issues such as

content sharing, consistency, and prefetching in
nonuniform object caching, especially with respect
to Web caching.

Kinds of Web caches 
Web caching takes many forms. A Web browser

has its own cache to service one client that stores
objects from Web servers around the world. A for-
ward proxy cache is a generalized client-side cache
that services a group of clients. A Web server itself
has a cache to manage objects only on that server.
A generalized form of a server-side cache—the
reverse proxy cache—may exist to manage objects
for a group of Web servers. 

Client-side caches reduce access latency for
Internet users, saving network bandwidth and
eventually reducing server load. Web servers like-
wise benefit directly from reverse proxy caches that
relieve the load on server systems. This eventually
reduces the access latency perceived by Web users.

Cache sharing 
Sharing cache objects among proxy servers is one

way to maximize the benefits of Web caching. The
Internet cache protocol (ICP), which supports the
discovery and retrieval of Web objects from neigh-
boring proxy caches, generally performs the sharing

The least-unified value algorithm has desirable properties that
allow for efficient implementation. Similar properties were
shown to hold for the LRFU (least recently/frequently used)
algorithm, and we demonstrate that the original properties can
be extended to the nonuniform caching environment, where the
Weight factor is incorporated into the object value calculations. 

Property 1
Let the value of object i at the n-th reference time t and the (n

+ 1)-th reference time t′ be Valuet(i) and Valuet′(i), respectively.
Then Valuet′(i) is derived from Valuet(i) as follows:

Valuet′(i) = Valuet(i) × F(δ) + Weight(i), 

where δ = t′ – t.
Let δk denote the time interval between the k-th reference time

and the n-th reference time where 1 ≤ k ≤ n. Then, 

Valuet′(i) = Weight(i) pt′(i) 
= Weight(i) {F(δ1 + δ) + ... + F(δn + δ) + F(0)} 
= Weight(i) {F(δ1) +  ... + F(δn)} F(δ) + Weight(i)
= Weight(i) pt(i) F(δ) + Weight(i) 
= Valuet(i) F(δ) + Weight(i) 

Property 1 states that value at the time of the (n + 1)-th ref-
erence can be computed directly from the time of the n-th ref-
erence and its associated value and weight, implying that LUV’s
space complexity is constant per object.

Lemma 1
Let the value of object i at time t and t′(t′ > t) be Valuet(i) and

Valuet′(i), respectively. If there have been no references to object

i between t and t′, Valuet′(i) is derived from Valuet(i) as follows:

Valuet′(i) = Valuet(i) F(δ),

where δ = t′ – t.
Supposing object i has been referenced n times before t, let δk

denote the time interval between the k-th reference time and t.
Then,

Valuet′(i) = Weight(i) pt′(i)
= Weight(i) {F(δ1 + δ) + ... + F(δn + δ)}
= Weight(i) {F(δ1) + ... + F(δn)} F(δ)
= Weight(i) pt(i)F(δ)
= Valuet(i) F(δ)

Lemma 1 states that the value of object i can be computed
directly from a recently computed value and the time this value
was computed.

Property 2
If Valuet(a) > Valuet(b) and neither a nor b has been refer-

enced after t, then Valuet′(a) > Valuet′(b) for any t′(t′ > t). Let δ
= t′ – t. Then, from Lemma 1, Valuet′(a) = Valuet(a) F(δ) >
Valuet(b) F(δ) = Valuet′(b), where F(δ) > 0. 

Property 2 shows that the relative ordering of cached objects
does not change if they are not re-referenced. Together,
Properties 1 and 2 allow a heap-based implementation of LUV
with O(log2n) time complexity. Note that Property 2 does not
hold for many algorithms proposed for the nonuniform caching
environment when the object value calculation incorporates
Weight.

LUV Implementation
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scheme.4 When a client requests a Web object from
a proxy server that does not have the requested
object in its own cache, the proxy server sends ICP
queries to neighboring proxies to see whether they
have it. If a neighboring proxy has the object, the
proxy server sends a request via HTTP, an object
transport protocol, and retrieves the object. 

Other attempts to share Web caches include the
cache array routing protocol, which avoids redun-
dant caching by partitioning the URL space among
the collaborative proxies so that each proxy caches
only the objects whose URLs are hashed to it.5 The
directory-based protocol avoids message overhead
by eliminating the need for ICP queries.6 This pro-
tocol maintains all objects’ shared-cache locations
in the directory, which it can implement in the prox-
ies themselves or in one or more separate directory
servers.

Consistency 
Maintaining consistency of objects in Web caches

is required because objects can change at the server.
Typical policies that retain consistency in proxy
caches include:

• Polling-every-time. Every time the user re-
quests an object and there is a cached copy, the
proxy contacts the server to validate the
cached copy.

• Invalidation. The Web server keeps track of all
proxies that cache its objects. When an object
changes, the server sends invalidation messages
to the proxies.

• Adaptive time-to-live. This policy requests the
validation of the cached object to the server
only when the last modified factor exceeds a
certain threshold value. Last modified factor
is calculated as (C – V) / (V – M), where C is the
current time, V is the last validated time, and
M is the last modified time.

Polling-every-time and invalidation guarantee
up-to-date information, but adaptive time-to-live
does not—clients can receive stale information—
because it is a weak consistency model. However,
polling-every-time connects to the server each time
a cache hit occurs, which increases user latency, net-
work traffic, and Web server load. Invalidation also
has the burden of maintaining objects’ states on
each server with callbacks for all proxies caching
the server’s objects.

Prefetching 
An increasingly important way to enhance Web-

caching performance is to prefetch Web objects.7

Predictive prefetching fetches objects based on the
estimated reference probability using a dependency
graph, while interactive prefetching parses an
HTML document and fetches its inline and linked
objects.

WEB PROXY PERFORMANCE 
We used public Web proxy traces from Digital

Equipment Corp. (DEC; later acquired by Compaq)
and the National Laboratory for Applied Network
Research (NLANR) to assess the effectiveness of
various replacement algorithms for the nonuniform
caching environment in the Web-caching realm.
Table 1 shows the characteristics of each trace.

Our simulation used nine algorithms—LRU,
LFU, Size, Hybrid, LRV, GD-size, LNC-R-W3,
Mix, and sw-LFU—and the hit ratio, byte hit ratio,
and delay savings ratio as performance measures.
LRV requires information regarding workload
characteristics to adjust the parameter values. We
thus analyzed each trace a priori and used the com-
plete parameter value information to reflect the
characteristics of the target traces—something not
possible in real life.

It has been reported that using the cost (ci) value
of 1 instead of the object download latency for GD-
size results in a higher delay savings ratio.8 It is not
clear why this is so, but we believe it is due to the
decrements used in the algorithm. As GD-size
applies the same decrements to all objects in the
cache, it is slow in aging objects that have high
latencies, possibly leading to cache pollution. To
deal with this situation, we experimented with both
cost values—1 and the download latency—and
selected the best results.

LNC-R-W3 and LRV are inherently perfect-his-
tory algorithms. For LFU, we used both in-cache-
history and perfect-history methods. LUV can be
implemented using either method, with a perfect-
history implementation requiring only minor over-
head. The results presented here are for perfect-
history LUV. Hybrid, Mix, and sw-LFU are in-
cache-history algorithms. 

For GD-size, sw-LFU, and LFU, we used the
LRU order as a tiebreaker to select the victim when
more than one object had the same Value. We
tuned the λ value for LUV to reflect the character-
istics of each of the given traces and cache sizes. A
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Table 1. Characteristics of Web proxy traces from DEC and NLANR.

Trace Duration Total requests Total unique  Total Mbytes Total unique 
requests Mbytes  

DEC 1 Sept.-22 Sept. 1996  609,951 306,685 6,415.64 3,826.34 
NLANR 18 July-28 Aug. 1999 4,175,435 1,852,920 39,111.40 21,531.10  
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more robust solution would have the algorithm
automatically adjust the λ value for the particular
workload and environment. This is a nontrivial
issue that we are currently pursuing.

Figure 2 shows the hit ratio, byte hit ratio, and
delay savings ratio of each algorithm as a function
of the cache size for the NLANR traces. Results
were similar for the DEC traces. The graph labeled
“Infinite” represents performance when the cache
size is equal to total unique Mbytes in Table 1,
which is equivalent to having an infinite size cache.
The cache size on the x-axis is relative to the infi-

nite cache size. For clarity, the algorithms are dis-
played in two panels. 

For all cases, LUV performs best for all measures,
irrespective of the cache size; in most cases, it offers
the performance of caches more than twice its size
compared with other algorithms. (Note that the x-
axis is log-scale.) Algorithms that do not consider
the recency history of past references—Size,
Hybrid, and LFU—perform worse than recency-
based algorithms when the cache size is small. The
performance gap narrows when the cache is large.
Frequency-based algorithms are inferior to recency-
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Figure 2. Comparison of least-unified value with other Web cache replacement algorithms. LUV outperforms all other algorithms, irrespective of
the cache size, as measured by the hit ratio, byte hit ratio, and delay savings ratio. I-LFU = in-cache-history LFU; P-LFU = perfect-history LFU. 

Authorized licensed use limited to: IEEE Xplore. Downloaded on March 19, 2009 at 03:58 from IEEE Xplore.  Restrictions apply.



based replacement algorithms except when they
exploit perfect history and the cache size is rea-
sonably large. As implied by LUV’s superior per-
formance, combining recency and frequency can
lead to even better performance.

W e are currently modeling Web references
from various viewpoints, considering both
recency and frequency information. This

work could help determine the value of control para-
meter λ for a given environment, which currently
can only be determined through offline experiments
or empirically, according to the corresponding
model. Another direction for future research is to
develop an efficient mechanism that dynamically
adjusts λ according to workload evolution. �
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