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MEMS-based storage is foreseen as a promising storage media that provides high-bandwidth, low-
power consumption, high-density, and low cost. Due to these versatile features, MEMS storage is
anticipated to be used for a wide range of applications from storage for small handheld devices to
high capacity mass storage servers. However, MEMS storage has vastly different physical char-
acteristics compared to a traditional disk. First, MEMS storage has thousands of heads that can
be activated simultaneously. Second, the media of MEMS storage is a square structure which is
different from the platter structure of disks. This article presents a new request scheduling al-
gorithm for MEMS storage called P-SPTF that makes use of the aforementioned characteristics.
P-SPTF considers the parallelism of MEMS storage as well as the seek time of requests on the two
dimensional square structure. We then present another algorithm called PA-SPTF that considers
the aging factor so that starvation resistance is improved. Simulation studies show that PA-SPTF
improves the performance of MEMS storage by up to 39.2% in terms of the average response time
and 62.4% in terms of starvation resistance compared to the widely acknowledged SPTF algorithm.
We also show that there exists a spectrum of scheduling algorithms that subsumes both the P-SPTF
and PA-SPTF algorithms.
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1. INTRODUCTION

Storage capacity consumption is increasing at an enormous rate, and new tech-
nology and their by-products that try to satiate this storage appetite are being
introduced everyday. At the server end of the storage consumer spectrum, disk
capacity is increasing over 60% every year and cost of these devices seems to
be coming down just as fast. On the other end, as mobile consumer electronic
products become an essential component in our everyday lives, the demand
for increased storage capacity in these products is growing as well. Microdisks
and flash memory have been introduced into the market to serve such minia-
ture consumer products. MEMS (micro-electromechanical systems) based stor-
age is a leading candidate to answer demands on both ends of the spectrum
[Vettiger et al. 2000; Carley et al. 2000]. Due to its attractive features as de-
scribed hereinafter, MEMS-based storage is anticipated to be used for a wide
range of storage systems ranging from storage for small handheld mobile de-
vices to high capacity mass storage servers [Hong; Rangaswami et al. 2003;
Uysal et al. 2003; Hong et al. 2006a]. Some of the advantages of MEMS-based
storage can be summarized as follows.

—First, density of MEMS-based storage is very high. In 1 cm2, shown in
Figure 1 relative to a small coin, MEMS-based storage can hold more than
3GBs. Given the same dimension as conventional disks, the capacity of
MEMS-based storage will be much higher. This implies that MEMS-based
storage may be used for a wide range of storage applications.

—Second, storage medium access time is stable and fast. Unlike flash memory,
reads and writes to MEMS-based storage are stable at a few hundred mi-
croseconds. Access time for flash memory, on the other hand, varies greatly
depending on the operation. While reads are very fast, writes are generally
an order of magnitude slower than reads. Furthermore, because block era-
sures may be incurred during a write, writes may become at least another
order of magnitude slower. Disks will continue to be limited to the tens of
milliseconds due to its mechanical limitation.

—Third, MEMS-based storage retains attractive characteristics such as high
bandwidth, shock resistance, low power consumption, and low cost that is su-
perior to conventional disks and/or flash memory making it a suitable storage
medium for high capacity servers as well as for mobile consumer devices.
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Fig. 1. MEMS-based storage and its wide range of applications from storage for small handheld
devices to high capacity mass storage servers.

Table I. Characteristics comparison of a conventional disk, flash memory, and MEMS-based stor-
age. Though the characteristics of conventional disk and flash memory are from the data sheets
of current market products, the characteristics of MEMS storage are just anticipated values as
there are no real products available as yet. Hence, for some items, relative comparisons may not
be meaningful at this time.

CONVENTIONAL DISK NAND FLASH MEMORY (SLC) MEMS-BASED STORAGE

Size (mm) 101.6×147.0×26.1 12.0×17.0×1.0 10.0×10.0×2.0
Density (GB/cm2) 0.14–0.24 0.49 1–10
Read access time (ms) 5–10 0.02 0.56–0.80
Write access time (ms) 5–10 0.2* 0.56–0.80
Shock resistance Low High High
Cost ($/GB) 0.21 6 1–3
Bandwidth (MB/s) 17.3–25.2 100 75.9–320
Power consumption High Low Low

*May be larger if an erasure operation is incurred.

Table I compares the characteristics of a conventional disk, flash memory,
and MEMS-based storage [Schlosser et al. 2000; Samsung Flash]. A conven-
tional disk represents storage for the server end and flash memory represents
storage for the mobile end of the current storage spectrum.

The advantages we have listed make MEMS-based storage one of the lead-
ing candidates as tomorrow’s storage medium on both ends of the spectrum.
However, the mechanism by which MEMS-based storage operates has a cou-
ple of distinct characteristics [Griffin et al. 2000a]. First, MEMS-based storage
has thousands of heads that can be activated simultaneously instead of just a
few as in disks. As shown in Figure 2, there is a single head associated with
each region, and there are thousands of regions in each device. These heads
may be active simultaneously. Second, the media of MEMS-based storage is a
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Fig. 2. Physical structure of a MEMS-based storage device. There are thousands of regions on the
magnetic media and a read/write head for each corresponding region. The magnetic media moves
along two directional axes, x and y .

square structure, which is different from the rotation-based platter structure of
disks. Again, this may be noted from Figure 2. The regions are where the data
are stored, and note that these regions are square. Also, the magnetic media
on which the regions lie is square. We discuss the performance implications of
these characteristics in Section 3. Due to these differences in characteristics,
new system software technologies appropriate for this media have been issues
of recent research [Yu et al. 2003a; Schlosser et al. 2003].

One of the most important management mechanisms for improving MEMS-
based storage efficiency is request scheduling. Like disk devices, MEMS-based
storage devices also need to schedule requests that are queued to be serviced on
the magnetic media. However, whereas controlling the disk head movement is
the key factor for request scheduling in disks, since the mechanism to access the
storage medium is different, a different approach is required for MEMS-based
storage.

In this article, we propose a new request scheduling algorithm called P-SPTF
(Parallelism-aware SPTF) that exploits the aforementioned characteristics of
MEMS-based storage. P-SPTF considers not only the positioning delays of the
head to diminish movements, but also the number of requests that can be ser-
viced simultaneously by multiple heads in order to exploit the parallel feature
to request scheduling. We then extend the algorithm to take into account the ag-
ing factor so as to improve fairness and starvation resistance. We call this new
algorithm PA-SPTF (Parallelism-aware with Aging extension to SPTF). Sim-
ulation results show that the proposed parallelism-aware request scheduling
algorithms perform better than FCFS (First-Come First-Served), SSTF (Short-
est Seek Time First), and SPTF (Shortest Positioning Time First) in terms of
the average request delay when the workload is sufficiently heavy.

We also show that there exists a spectrum of scheduling algorithms that
subsumes both the P-SPTF and PA-SPTF algorithms by adjusting a control
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parameter α where 0 ≤ α ≤ 1. The parameter α determines how much emphasis
is given to the fairness factor instead of the parallelism factor. When α is equal
to 0, the algorithm becomes P-SPTF, which only pursues parallelism and does
not consider fairness. As α increases, the algorithm gives more weight to the
fairness factor, and finally, when α becomes 1, the algorithm becomes the PA-
SPTF algorithm. We show the performance of this spectrum of algorithms in
terms of the average response time and the variation of response times. We
then discuss the implication of the parameter α on scheduling performances.

The remainder of this article is organized as follows. Section 2 gives an
overview of existing scheduling algorithms and some other related issues for
MEMS-based storage. We describe our new scheduling algorithms in Section 3,
and show the experimental results in Section 4. Finally, Section 5 presents the
conclusion of this article.

2. RELATED WORKS

The parallel access feature and the two-dimensional structure of MEMS-based
storage can be exploited not only for request scheduling, but also for address
mapping, data placement, and fault tolerance. This section briefly summarizes
how these characteristics have been considered in previous studies. Section 2.1
presents work related to request scheduling and Section 2.2 briefly discusses
other issues such as address mapping, data placement, and fault tolerance.

2.1 Request Scheduling

Scheduling algorithms such as FCFS (First-Come First-Served), which services
requests in the order of arrival, SSTF (Shortest Seek Time First), which services
requests from smallest to largest seek time [Denning 1967], and SPTF (Shortest
Positioning Time First), which services requests from the smallest positioning
time, that is, the delay considering both seek time and rotational latency, to the
largest [Worthington et al. 1994], have been suggested for conventional disks.
Griffin et al. [2000a] show that all of these scheduling algorithms work ap-
propriately when applied to MEMS-based storage by mapping seek time to the
movement delay on the x-axis direction and rotational latency to the movement
delay on the y-axis direction.

Some recent studies suggest scheduling algorithms for MEMS-based storage
considering the physical characteristics of MEMS devices [Hong et al. 2003; Yu
et al. 2003a]. Yu et al. [2003a] suggest a minimum spanning tree based schedul-
ing algorithm for MEMS-based storage. Since SPTF does not perform well in
terms of average response time for some cases due to its greedy property, their
new algorithm generates a minimum spanning tree (MST) for pending requests
based on seek distance and schedules the requests by traversing the tree in dou-
ble walking order. They show that the MST-based algorithm performs slightly
better than SPTF in terms of average response time. However, this algorithm
incurs additional overhead in making and rebuilding the MST whenever a new
request arrives. Furthermore, this algorithm inherits the starvation problem
similar to SPTF and SSTF, in that some requests may be delayed indefinitely.

Hong et al. suggest the ZSPTF (Zone-based Shortest Positioning Time First)
scheduling algorithm [Hong et al. 2003; 2006b]. They consider the starvation
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problem of SPTF. ZSPTF divides the regions of the storage media into a set of
zones based on seek time equivalence. Zones are serviced by the C-SCAN (Cir-
cular Scan) order, and within a zone, requests are serviced by the SPTF order.
ZSPTF performs a little worse than SPTF in terms of average response time, but
performs better in terms of the squared coefficient of variation of response times
which means that fairness is improved and the chance of starvation lessened.

Schlosser and Ganger show that considering seek distances for both x and
y dimensions is less efficient than even considering just the x dimensional
seek distance because the settling time (which will be explained later) of the
x dimension is a significant component of the total positioning time [Schlosser
and Ganger 2004]. This is shown through an algorithm called the SDF (Shortest
Distance First). SDF compares the Euclidean distance between the current
position and each request, and schedules the request that is closest. The results
show that SDF performs worse than SSTF. Their conclusion is that scheduling
algorithms for traditional disks work well for MEMS-based storage because
seek time is strongly dependent on the x dimension, which is influenced by
both the settling time and the seek distance.

Schlosser et al. present a technique applicable to scheduling algorithms that
exploits the parallel-access feature of MEMS-based storage devices [Schlosser
et al. 2003]. In their scheme, the device intentionally delays scheduling of re-
quests for a fixed window of time. This allows concurrent scheduling of requests
that have the same relative position within each region. They also suggest that
the host may explicitly group parallel-accessible requests and inform the device
as to which of the media transfers the host expects to occur in parallel. How-
ever, their technique does not prioritize requests such that parallel accessible
locations with large number of requests are given high scheduling priorities.

2.2 Other Issues

Today’s storage interface abstracts a storage device as a linear array of fixed-
size logical blocks [Schlosser and Ganger 2004]. Details of the mapping of the
logical block address to the physical sector address are hidden. In the case of
disks, the size of a logical block is 512 bytes while a physical sector is usually
close to this value. However, in MEMS-based storage, the size of a physical
sector is usually 8 bytes. Therefore, a new address mapping scheme is needed.
To utilize the parallel access feature of MEMS devices, one logical block can be
spread into several physical sectors across multiple parallel-operating heads
so as to be accessed concurrently rather than sequentially.

Spreading data across multiple heads also introduces physical redundancy
that could allow for better tolerance of failures. Griffin et al. [2000a] show that
striping of data and error correcting codes across multiple heads can greatly
increase a device’s tolerance to media, head, and electronic faults.

Some applications using two dimensional data structures can efficiently
place their data onto MEMS-based storage devices. Yu et al. [2003b] present a
tabular placement scheme of relational data on MEMS-based storage. Since ac-
cess to relations needs to be enabled in both row-wise and column-wise fashion,
they develop a data placement scheme for relational data that enables retrieval
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in both directions. To exploit parallel data accesses in both row- and column-
major orders, Schlosser et al. [2003] present similar data allocation schemes.

3. PARALLELISM-AWARE SCHEDULING

In this section, we first introduce the basic characteristics of MEMS-based
storage related to request scheduling and present two new parallelism-aware
scheduling algorithms.

3.1 Basics of MEMS-Based Storage

Several different MEMS storage projects are being conducted by major institu-
tions, such as Carnegie Mellon University,1 IBM Zurich Research Laboratory
[Vettiger et al. 2000], and Hewlett-Packard Laboratories.2 Though substan-
tial physical differences exist between MEMS storage models in these projects,
they share the same basic design as shown in Figure 2. A MEMS-based stor-
age device consists of the magnetic media (called media sled) that is divided
into regions and groups of heads (called probe tips) used to access data on the
corresponding region. To access data on a specific (x, y) location, MEMS-based
storage suffers a substantial distance-dependent positioning time delay similar
to disks. Unlike disks, however, the heads of MEMS-based storage are fixed and
magnetic media itself moves to access data on a specific location. The movement
of the media in the directions of x and y axes is independent and proceeds in
parallel. Thus, the positioning time timeposition(x, y) for a specific (x, y) location
can be calculated as follows.

timeposition(x, y) = max(timeseek x , timeseek y ), (1)

where timeseek x and timeseek y are the seek times on the x and y dimensions,
respectively. In most current architectures, timeseek x is dominant over timeseek y
because extra settling time must be included to timeseek x, but not to timeseek y.
Settling time is the time needed for the oscillations of the magnetic media to
damp out. This time is dependent on the construction of the magnetic media
and the stiffness of the spring that sustains the magnetic media [Griffin et al.
2000b]. Since media access is performed in the direction of the y dimension after
positioning, it requires constant media velocity in the y dimension and zero
velocity in the x dimension. Hence, oscillation in the x dimension leads to off-
track interference after seeking, while the same oscillation in the y dimension
affects only the bit rate of the data transfer [Schlosser and Ganger 2004].

Previously proposed scheduling algorithms that we described in Section 2
made use of this positioning characteristic by giving higher priority to the re-
quest that has smaller positioning time, thereby reducing the moving distance.

3.2 Parallelism-Aware Scheduling

The parallelism-aware scheduling algorithm exploits the fact that there may be
pending requests with identical relative x and y offsets in multiple regions and

1http://www.ece.cmu.edu/research/chips/.
2http://www.hpl.hp.com/research.
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Fig. 3. An example of P-SPTF request scheduling.

that MEMS-based storage can handle these requests simultaneously. Using this
characteristic, our scheduling algorithm improves the average response time
by assigning higher execution priority to the position that has the most number
of requests in each (x, y) position, which we denote as N (x, y).

This parallelism-aware scheduling algorithm can be combined with any posi-
tioning time aware scheduling algorithm such as SSTF or SPTF, which we refer
to as the positional scheduling algorithm. For the rest of the article, we will use
the SPTF scheduling algorithm as our positional scheduling algorithm, and re-
fer to our proposed algorithm as P-SPTF, for parallelism-aware SPTF. Priority
in P-SPTF, then, is determined as follows.

Let Priority(x, y) be the priority value to determine the next request to ser-
vice. Then, Priority(x, y) is computed as

Priority(x, y) = N (x, y)/timeposition(x, y), (2)

where N (x, y) is the number of pending requests on position (x, y) across
all regions in the device and timeposition(x, y) is the positioning time from the
current position to position (x, y) as determined by SPTF. The request that has
the largest value of Priority(x, y) is selected as the next location to be serviced.

Let us see how the algorithm determines the next request to be serviced us-
ing an example situation where the current MEMS-based storage head location
per region is as shown in Figure 3 and when the pending read/write requests
are as shown in Table II. For simplicity, in this simple example, we assume that
the distance of one unit in the x and y directions are identical and the seek time
is proportional to the distance and is represented in distance units. In reality,
however, seek time is dependent on the position from the center of the re-
gion. We are also ignoring the settling time for this example. The experimental
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Table II. Enqueue Times of Pending Requests

ENQUEUE TIME PENDING REQUESTS

hour:minute:second Region ID, (x, y)
00:31:24.425552 Region 2, (5, 5)
00:31:24.425559 Region 3, (5, 4)
00:31:24.425565 Region 2, (5, 4)
00:31:24.425571 Region 2, (2, 1)
00:31:24.425575 Region 4, (1, 5)
00:31:24.425575 Region 1, (5, 4)
00:31:24.425579 Region 1, (1, 5)
00:31:24.425585 Region 1, (2, 1)
00:31:24.425627 Region 1, (11,1)
00:31:24.427507 Region 3, (2, 1)
00:31:24.429099 Region 4, (5, 4)
00:31:24.434964 Region 4, (11, 3)

results that we report in Section 4, however, take into account all these subtle
details.

Considering the positioning time alone by applying the SPTF algorithm, the
positions with the lowest timeposition(x, y) values are position (11,1) with a value
of 2 and position (5, 4) with 3. Hence, position (11,1) would be the next request to
be serviced. However, as we become parallelism-aware, we must now consider
the number of requests that can be serviced simultaneously. In this example,
position (5, 4) has four requests, one in each of the four regions and (11, 1) has
only a single request at Region 1. Hence, from Equation (2), Priority(5, 4) is
4/3 and Priority(11, 1) is 1/2. Based on these priority values, P-SPTF selects (5,
4) as the next service position. As a result, we have four requests on position
(5, 4) that will be processed simultaneously. Note that in reality, selecting the
next position to be serviced requires that priority values for all positions in the
request queue be calculated.

Simultaneous processing of requests in MEMS-based storage devices has
its limitations, however. Due to power and heat considerations, it is unlikely
that all the heads can be activated at the same time. For example, in the CMU
MEMS storage model, only 1,280 out of the total 6,400 heads can be activated
concurrently [Griffin et al. 2000a]. P-SPTF can still be employed in these kinds
of situations in the following manner. If the N (x, y) value exceeds the maximum
allowed concurrently active heads, Max, then only Max number of regions are
serviced. Then, the remaining N (x, y) – Max concurrent requests are simply
processed as any other requests. However, now, since head movement will be
near zero, that is, timeposition(x, y) is near zero, to service the remaining con-
current requests, Priority(x, y) for these requests will be extremely high and
will most likely be given priority over other requests. In this way, all N (x, y)
requests will most likely be serviced very closely.

3.3 Aging Extension to Parallelism-Aware Scheduling

In addition to the average response time, fairness is another important factor
that needs to be considered for request scheduling algorithms. Greedy algo-
rithms that only consider the average response time may not be adequate in
terms of fairness as it may lead to starvation of some of the requests. For the
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P-SPTF algorithm, this may happen when a request is far away from the cur-
rent position and there are relatively fewer requests that can be processed
simultaneously. It is likely that eventually the request will be serviced. How-
ever, the response time for this request can have far larger variance than the
average cases. This implies that some requests are receiving faster service at
the expense of others that may be suffering starvation.

To alleviate this problem, an aging factor may be introduced. For disk
scheduling, Jacobson and Wilkes [1992] suggested the ASPTF algorithm that
incorporates the aging factor into SPTF. In their algorithm, the request with
the smallest effective positioning time is serviced first, where the effective po-
sitioning time teff is calculated as tpos − w · twait, where tpos, twait, and w is the
positioning time, the waiting time, and the aging factor, respectively.

Similarly to ASPTF, we also consider an aging factor. We will refer to this
algorithm as PA-SPTF for parallelism-aware with aging extension to the posi-
tional scheduling algorithm. The aging factor that we consider is the waiting
time of the requests. Incorporating the aging factor results in a scheduling
algorithm that provides lower variation of response times, and that which is
starvation free.

PA-SPTF, likewise, determines the request to be serviced using a priority
value. The scheduling priority Priority(x, y) of each location is determined as

Priority(x, y) =
∑

W (x, y)/timeposition(x, y), (3)

where timeposition(x, y), likewise as in P-SPTF, is the positioning time from the
current position to position (x, y) and

∑
W (x, y) represents the sum of the

waiting times for requests on the position (x, y).
∑

W (x, y) incorporates
the notion of the number of pending requests on location (x, y) as well as the
aging factor.

3.4 Generalization of the Algorithms

In this subsection, we briefly show that there exists a spectrum of scheduling
algorithms that subsumes both the P-SPTF and PA-SPTF algorithms. This
generalization follows from a simple modification of Equation (3) onto Equation
(4).

Priority(x, y) =
∑

W α(x, y)/timeposition(x, y). (4)

Instead of adding up the waiting time itself, Equation (4) sums the α-th power
of each waiting time, where 0 ≤ α ≤ 1. When α is equal to 0, W α(x, y) becomes 1
and

∑
W α(x, y) simply counts the number of pending requests on position (x, y)

across all regions, and the algorithm is reduced to P-SPTF. As α increases, the
algorithm gives more weight to the aging factor, and finally, when α becomes 1,
the algorithm becomes the PA-SPTF algorithm. However, this spectrum of algo-
rithms has additional overhead in that it needs to recalculate the exponential
functions with floating points for each pending request whenever a schedul-
ing decision is required. When the workload is heavy, this may be a burden.
Hence, we will only consider the original P-SPTF and PA-SPTF algorithms in
the performance comparison with other algorithms.

ACM Transactions on Storage, Vol. 5, No. 1, Article 1, Publication date: March 2009.
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Fig. 4. Data organization of MEMS-based storage in our experiments. There are 6400 regions in
a magnetic media sled and each region has 2500 × 2440 bits in x × y dimensions. The size of a
sector is 80 bits (encoded data of 8 bytes) and “servo information” of 10 bits that identifies the sector
information exists between adjacent sectors as well as at the top and bottom of the region.

4. EXPERIMENTAL RESULTS

Since MEMS-based storage is still in the development stage, MEMS devices
with many different physical parameters have been modeled [Griffin et al.
2000b; Madhyastha and Yang 2001; Dramaliev and Madhyastha 2003]. The
parameters for the MEMS-based storage that we use for our experiments ba-
sically conform to the MEMS storage model presented by Griffin et al. [2000a,
2000b]. This MEMS-based storage device contains 6,400 regions and each re-
gion has 2500 × 2440 bits in x× y dimensions. In this model there are 2500 × 27
sectors in each region as the size of a sector is 80 bits (encoded data of 8 bytes)
and servo information of 10 bits that identifies the sector information exists be-
tween adjacent sectors as well as at the top and bottom of the region as shown
in Figure 4. Table III lists the detailed parameters of MEMS-based storage that
was used in our experiments. A typical logical block of 512 bytes is mapped to
8 byte sectors at the same relative position in 64 different regions, which are
accessed concurrently. Adjacent logical blocks are allocated sequentially to the
y-axis direction to allow for successive access without repositioning.

To assess the effectiveness of the proposed scheduling algorithms, we per-
formed trace-driven simulations. We use both a synthetically generated trace
and a real world disk trace. In the case of the synthetic trace, the inter-arrival
times of requests conform to an exponential distribution for a range of mean
arrival rates to simulate various workload conditions. The ratio of read and
write operations is 67% and 33%, respectively, which are commonly used val-
ues [Griffin et al. 2000a]. The request size is also exponential with a mean of
4KB, and the placement of requests is uniformly distributed across the entire
device.

For real world traces, because there are no traces that have been obtained
directly from MEMS storage, we use the well-known Cello99 disk access traces.
The Cello99 traces were collected from the disk activity of a time sharing server
on the HP-UX operating system at Hewlett-Packard Laboratories.3 To explore a

3http://tesla.hpl.hp.com/public software/
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Table III. Experimental Parameters of the
MEMS-Based Storage Device

Number of regions 6400
Number of heads 6400
Maximum concurrent heads 1280
Device capacity 3.2 GB
Physical sector size 8 bytes
Servo overhead 10 bits per sector
Bits per region 2500 × 2440
Settling time 0.22 ms
Average turnaround time 0.07 ms
Spring factor 75%
Media bit cell size 40 × 40 nm
Sled acceleration 803.6 m/s2

Sled access speed 28 mm/s
Per head data rate 0.7 Mbit/s
Command processing overhead 0.2 ms/request
On-board cache memory 0 MB

Fig. 5. Average response time of the FCFS (First-Come First-Served), SSTF (Shortest Seek Time
First), SPTF (Shortest Positioning Time First), ASPTF (Aged Shortest Positioning Time First), P-
SPTF (Parallelism-aware Shortest Positioning Time First), and PA-SPTF (Parallelism-aware with
Aging-Shortest Positioning Time First) as the mean arrival rate increases for the synthetic trace.

range of workload intensities, we scale the traced inter-arrival times to produce
a range of average inter-arrival times. For example, a scaling factor of two
generates a workload that is two times more intense than the original trace.
When the total size of distinct blocks in the trace is larger than the 3.2 GB
capacity of a single MEMS device, we used multiple media sleds. The sleds
move simultaneously, and their relative positions are unchanged.

4.1 Comparison with Other Algorithms

We compare our P-SPTF and PA-SPTF algorithms with FCFS, SSTF, ASPTF,
and SPTF. Figure 5 shows the average response times as a function of the mean
arrival rate for the six algorithms when using the synthetic workload. Similar
results, with the Cello99 trace, as a function of the trace scaling factor are
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Fig. 6. Average response time of the FCFS (First-Come First-Served), SSTF (Shortest Seek Time
First), SPTF (Shortest Positioning Time First), ASPTF (Aged Shortest Positioning Time First), P-
SPTF (Parallelism-aware Shortest Positioning Time First), and PA-SPTF (Parallelism-aware with
Aging- Shortest Positioning Time First) as the trace scaling factor increases for the Cello99 trace.

shown in Figure 6. As can be seen from Figures 5(a) and 6(a), P-SPTF and PA-
SPTF perform better than FCFS, SSTF, ASPTF, and SPTF by a large margin
when the mean arrival rate is sufficiently large. For the Cello99 trace, when
the trace scaling factor is larger than 150, the performance improvements of
parallelism-aware algorithms against SPTF are as much as 39.2%. This is be-
cause we are considering both the positioning time and the number of requests
at identical relative positions for request scheduling. Rapid service of a large
number of pending requests leads to the smaller average response time. How-
ever, when the workload is not heavy as shown in Figures 5(b) and 6(b), the
proposed algorithms perform similarly to SPTF. As to other algorithms, SPTF
performs better than SSTF, and SSTF performs better than FCFS by a large
margin, which are consistent with previous studies [Hong et al. 2003; Griffin
et al. 2000a; Schlosser and Ganger 2004]. ASPTF shows similar performance
with SPTF and SSTF according to the trace and different range of workload
conditions. Based on these results, we can conclude that our new algorithms
are more scalable than previously proposed algorithms and can be effective
when employed to large server environments with heavy request streams such
as multimedia and Web servers.

Figures 7 and 8 show the squared coefficients of variation of response times
(σ 2/μ2) as the mean arrival rate and trace scaling factor increases, where σ is
the standard deviation of response times and μ is the average response time.
For this metric, a lower value means that the response time for each request
deviates less from the average case. It is a metric used to measure starvation
resistance and fairness [Worthington et al. 1994]. By incorporating the aging
factor via the sum of the waiting time, PA-SPTF shows comparable performance
with other algorithms for all ranges of the experiments. For low scaling factors
below 50 in the Cello99 trace and small inter-arrival time of less than 3500 in
the synthetic trace, FCFS and PA-SPTF perform consistently better than other
algorithms. ASPTF shows consistently good performance though it performs
slightly worse than FCFS and PA-SPTF when the mean arrival rate is smaller
than 2000 in the synthetic trace.
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Fig. 7. Squared coefficient of variation of the FCFS (First-Come First-Served), SSTF (Shortest
Seek Time First), SPTF (Shortest Positioning Time First), ASPTF (Aged Shortest Positioning Time
First), P-SPTF (Parallelism-aware Shortest Positioning Time First), and PA-SPTF (Parallelism-
aware with Aging-Shortest Positioning Time First) algorithms as the mean arrival rate increases
for the synthetic trace.

Fig. 8. Squared coefficient of variation of the FCFS (First-Come First-Served), SSTF (Shortest
Seek Time First), SPTF (Shortest Positioning Time First), ASPTF (Aged Shortest Positioning Time
First), P-SPTF (Parallelism-aware Shortest Positioning Time First), and PA-SPTF (Parallelism-
aware with Aging-Shortest Positioning Time First) as the trace scaling factor increases for the
Cello99 trace.

4.2 Effects of α on the Performance

As presented in Section 3.4, there exists a spectrum of algorithms that sub-
sumes P-SPTF and PA-SPTF by adjusting the control parameter α where 0 ≤ α

≤ 1. This subsection briefly investigates the effects of the parameter α as work-
load intensity varies. Figure 9 shows the average response times with different
α values as a function of the mean arrival rate when the synthetic workload is
used. Though the results are not noticeable, they are slightly different for the
value of α. Specifically, a smaller α value leads to an improved average response
time because it pursues higher parallelism. However, as shown in Figure 9(b),
the α value of 0.2 performs better than that of 0.0 when observing the small
scale results. When we see a large scale results in Figure 9(a), the results of all
α values are so similar.
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Fig. 9. Average response time of the generalized P-SPTF and PA-SPTF algorithms as the mean
arrival rate increases for the synthetic trace. α values of 0.0 and 1.0 represent the P-SPTF and
PA-SPTF algorithms, respectively.

Fig. 10. Squared coefficient of variation of the generalized P-SPTF and PA-SPTF algorithms as
the mean arrival rate increases for the synthetic trace. α values of 0.0 and 1.0 represent the P-SPTF
and PA-SPTF algorithms, respectively.

Figure 10 shows the squared coefficients of variation of response times as
the mean arrival rate changes. By emphasizing the aging factor via sum of
the powered waiting time, a larger value of α shows better performances for all
ranges of the experiments. One noticeable phenomenon is that the performance
with the α value of 0.0 is worse than the other cases by a large margin. Except
for the α value of 0.0 representing the P-SPTF extreme, all settings show so
similar results. The reason is that the α value of 0.0 does not consider the aging
factor at all, while the others do so, even though their relative emphasis is
rather different.

From this result, we can conclude that the value of α parameter is not im-
portant when considering the average response time alone, but should not be a
zero extreme when considering fairness as well. To remove the additional over-
head of calculating the exponential functions with floating points, PA-SPTF is
the best choice when considering overall conditions.
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5. CONCLUSION

In this article, we presented two parallelism-aware request scheduling algo-
rithms, namely, P-SPTF and PA-SPTF, for MEMS-based storage systems. The
P-SPTF algorithm exploits the physical characteristics of MEMS-based storage
by considering the number of pending requests as well as positioning delays on
the x and y dimensions. The PA-SPTF algorithm extends the P-SPTF algorithm
to incorporate the notion of aging to improve fairness and make it starvation
free. Aging is introduced by considering the sum of the waiting time in the
queue when deciding the next position to serve. Through trace-driven simula-
tions, we showed that the proposed scheduling algorithm performs better than
existing FCFS, SSTF, and SPTF in terms of the average request delays and
starvation resistance when the workload is sufficiently heavy. Improvement of
the average response time against SPTF is up to 39.2%. We also show the ex-
istence of a spectrum of algorithms that subsumes both P-SPTF and PA-SPTF
by adjusting a control parameter that determines how much emphasis is given
to the aging factor.

Our future research will focus on the consideration of data placement and
prefetching together with the scheduling problem. Though we have not con-
sidered efficient data placement in this article, performance of MEMS-based
storage has been shown to be significantly dependent on data placement
[Griffin et al. 2000a; Schlosser et al. 2003], and scheduling efficiency is likely
to change under different placement schemes. Furthermore, since thousands of
heads have the potential ability to work concurrently, free heads may be used to
prefetch data before the actual request. It is likely that when this prefetching
mechanism is incorporated, scheduling algorithms should differentiate the pri-
ority of actual requests and prefetching requests. This will certainly complicate
the scheduling problem even more.
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