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ABSTRACT 
These days, a variety of embedded systems are actively 
employing Storage Class RAM (SCRAM) such as FeRAM, 
MRAM and PRAM. SCRAM has not only DRAM-characteristic, 
that is a random byte-unit access capability but also Disk-
characteristic, that is a non-volatility. These characteristics enable 
SCRAM to be used both for main memory and for secondary 
storage. In the paper, we present a novel SCRAM manager for 
SCRAM-equipped embedded systems. In conventional operating 
system, file objects and memory objects are treated as 
independent objects and managed separately by file systems and 
memory managers. In the SCRAM manager, however, these 
objects are treated as a single object under a unified view. This 
unified management gives an opportunity to apply various 
performance-improving techniques such as object migration and 
reduction of data copy. Preliminary experimental results 
conducted on real embedded board with FeRAM have shown that 
the proposed SCRAM manager supports seamlessly both file 
system and memory manager interfaces with overheads 
comparable to the previous real-time operating systems. 

Categories and Subject Descriptors 
D.4.7 [Operating systems]: Organization and Design; D.2.11 
[Software Engineering]: Software Architecture 

General Terms 
Experimentation, Measurement, Performance 

Keywords 
Storage Class RAM, Unified SCRAM manager, Object migration, 
Micro/Macro benchmark 

1. INTRODUCTION 
 

A number of revolutionary memories such as Ferroelectric RAM 
(FeRAM), Magnetoresistive RAM (MRAM), and Phase-change 
RAM (PRAM) are being developed actively and some of them are 
already shipped into the market with a variety of embedded 
systems [1, 2]. For example, Ramtron International Corporation 
has presented several FeRAM equipped systems including RAID 
controllers, smart I/O modules, and single board computers [3]. 
Freescale Semiconductor Inc. has developed MRAM enabled 
processors and controller chips that are aimed to be employed for 
automotives and sensor nodes [4]. Major semiconductor 
companies such as IBM, Texas Instruments, Samsung, and Fujitsu 
also have announced their plans to develop various revolutionary 
memories [2, 15]. 

Those revolutionary memories have characteristics of both non-
volatility and random-accessibility, thus they are called as Storage 
Class RAM (SCRAM). Such characteristics give a chance to 
enhance performance and reliability by utilizing SCRAM as an 
extension of DRAM and/or secondary storage [5, 6, 7, 9, 10, 11]. 
Even drastically, SCRAM provides an innovative opportunity to 
build much simpler system organization with lower cost by 
applying SCRAM alone, ridding of DRAM and secondary storage. 

This simpler organization demands a review of conventional 
operating system design; what features of conventional operating 
systems must be removed, what must be added, and what must be 
changed. As a first step in this direction we propose a new 
software component, called SCRAM manager, which provides a 
novel abstraction of SCRAM, by supporting not only file system 
interfaces but also memory manager interfaces. 

In conventional operating systems, file objects and memory 
objects are treated as independent objects and managed separately 
by file systems and memory managers. But, in the SCRAM 
manager, these objects are treated as a single object and managed 
under a unified view. As a result, SCRAM can be used both for 
the space of file systems and for the space of dynamic program 
executions.  



This unified management allows the following two merits, 
simplicity and performance improvement. The simplicity is 
obtained by supporting a single object for file objects and 
memory objects simultaneously and providing a uniform interface 
for them. The performance improvement is obtained by applying 
various techniques such as object migration and data copy 
reduction, which can remove actual data movements by transfer 
pointers between file objects and memory objects. 

We have implemented the SCRAM manager on a real embedded 
board with SCRAM deployed. The experimental board is a 
generic embedded board used for MP3 players and mobile phones, 
consisting of 400MHz XScale CPU, 64MB SDRAM, 64MB 
NAND flash memory, and peripherals such as UART, LCD, and 
Ethernet card [8]. We also have built a daughter board with 32MB 
FeRAM and have connected it to the main board.  

On these hardware configurations, we are currently building a 
new real-time operating system. It is a kind of general operating 
system, consisting of scheduler, driver manager, network manager, 
and the SCRAM manager, the topic of this paper. To evaluate the 
capability of the SCRAM manager, we run several micro and 
macro benchmarks and gather some preliminary experimental 
results. The results show that the SCRAM manager can support 
both file system and memory manager interfaces with reasonable 
overheads 

The remainder of the paper is organized as follows. The next 
section discusses some previous studies related to this research. In 
Section 3, we describe the design and implementation of the 
SCRAM manager. In Section 4, we present the experimental 
results, and finally, give conclusions in Section 5. 

2. RELATED WORKS 
 

Traditionally, memories in a computer system are classified into 
two categories, main memory and secondary storage. Main 
memory is used for dynamic program execution space, providing 
random byte-unit access capability while secondary storage is 
used for file system space, providing block-unit access capability 
with non-volatility. However, the advent of SCRAM triggers to 
alter this tradition. SCRAM can be employed as both main 
memory and secondary storage, since it supports not only random 
byte-unit access capability, but also non-volatility. 

We conjecture that SCRAM changes system organizations into 
three directions as shown in Figure 1. 

 
Figure 1. Organization Changes Driven by SCRAM 

 

The first direction is applying SCRAM for an extension of 
secondary storage. In this direction, by making use of the random 

byte-unit access capability of SCRAM, we can enhance small 
random write performance in a file system. Studies about 
metadata in MRAM, hybrid file systems, and utilizing NVRAM 
for Flash memory are the researches for this direction [5, 6, 7]. 

The second direction is using SCRAM as an extension of main 
memory. The non-volatile characteristics of SCRAM makes it 
possible to exploit caching and delayed writing more actively in a 
safety manner, which improves performance and reliability of 
systems. Studies about non-volatile write buffer, partial-safe 
buffers, and reliable file system and cache are considered as the 
researches for this direction [9, 10, 11, 12]. 

The third direction is building a new SCRAM-only equipped 
system. Though not yet as prevalent as the above directions, this 
approach is starting to gain attentions especially in embedded 
system research areas where the overall cost and system size 
become critical design constraints. FRAM equipped RFID 
proposed by Fujitsu [16] and Stand-alone MRAM chips used for 
aerospace [17] are typical examples of such embedded systems. 
The potential for deploying SCRAM in automotive and mobile 
phones also increases to get the benefits of much simpler 
organization [18]. 

In this paper, we mainly focus on the SCRAM-only equipped 
embedded system driven from the third direction. Our SCRAM 
manager can manipulate SCRAM for both file system space and 
main memory space, suitable for SCRAM-only equipped 
embedded systems. We also expect that new mechanisms 
designed in this paper are also applicable to the system that 
utilizes SCRAM as an extension of DRAM and/or secondary 
storage 

3. UNIFIED SCRAM MANAGER 
 

An operating system internally manages various memory objects 
and file objects. Examples of memory objects include pages, 
buffers, and data structures for kernel objects such as tasks, 
messages, and locks. Files and directories are examples of file 
objects [19].  
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Figure 2. Unified SCRAM Manager 

 

Figure 2 shows the core concept of the proposed SCRAM 
manager. In traditional operating systems, memory objects are 
maintained in main memory, while file objects in secondary 
storage. Also, the former is managed by a memory manager like 



the buddy system[19], while the latter is managed by a file system 
like the FAT (File Allocation Table) file system[19]. However, in 
our SCRAM manager, these objects can be maintained in a single 
SCRAM and managed by a unified manager, as shown in Figure 2. 
Also, the SCRAM manager supports not only file system 
interfaces such as open() and write(), but also memory manager 
interfaces such as malloc() and free(). 

The internal structure of the SCRAM manager is shown in Figure 
3. The SCRAM manager consists of three sub-managers, called 
the allocation manager, metadata manager, and conversion 
manager. The allocation manager takes care of the low level 
allocation/deallocation and exports conventional memory objects 
interfaces such as malloc() and free(). The metadata manager 
deals with metadata including file name, file attribute, and 
indexing information and exports the conventional file objects 
interfaces such as open() and write(). Finally, the conversion 
manager supports SCRAM specific new interfaces such as 
mm_to_file() and file_to_mm() that interchanges memory objects 
and file objects without data movement. 
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Figure 3. Details of SCRAM Manager 

 
The access characteristics of the malloc() interface is quite 
different from that of the write() interface. The former requires a 
continuous memory unit with a diversity of sizes, while the latter 
requires several non-continuous memory units with a same size. 
To satisfy the different characteristics, the allocation manager and 
the metadata manager manipulates SCRAM with different 
policies. Specifically, the allocation manager manipulates 
SCRAM using the buddy system algorithm to support an 
allocation of a memory unit with various size. On the contrary, 
the metadata manager manipulates SCRAM using FAT-like 
algorithm to manage SCRAM like an array of same size memory 
units and to support an allocation of non-sequential multiple 
memory units. 
When a malloc() interface is invoked, the allocation manager 
splits available SCRAM unit into two units of equal size 
repeatedly until it can allocate a unit that satisfies the requested 
size as suitably as possible. For example, when a user request 
7KB unit and the smallest unit available in the allocation manager 

is 32KB, the manager first splits the unit into two units of 16KB. 
Then, one of the 16KB units is split in half again. Finally the split 
8KB unit is allocated for the request. The smallest and the largest 
size of memory allocation unit are configurable parameters, and 
in current implementation, they are set as 32B and 128KB 
respectively.  
The create() and write() interfaces are handled by the metadata 
manager. In current implementation, the manager uses two types 
of fixed size memory unit; one is denoted as metadata_unit of 
size 64B and the other is userdata_unit of size 512B. When a 
create() interface is invoked, it first allocates a metadata_unit and 
writes file metadata such as file name, date, and attributes on the 
unit. When a write() interface is invoked, it allocates multiple 
userdata_units enough to satisfy the size of the request writes the 
requested data on the allocated units. The units might be non-
sequential and are linked using the FAT algorithm. Note that the 
metadata manager allocates SCRAM dynamically and frees the 
allocated space if it is not needed any more. This makes it 
possible to adjust the space used for file system and for memory 
manager adaptively depending on the workloads of the system. 
Finally, the mm_to_file() and file_to_mm() are new interfaces 
supported by the conversion manager. With these interfaces, 
object migration from memory object to file object (and vice 
versa) can be done instantaneously without actual data copy. In 
the conventional operating system, the object migration is done 
by actually copying data from memory into disks. However, in 
the SCRAM manager, since memory objects and file objects are 
all located in the same SCRAM, object migration can be done by 
just transfer pointer information without copy overheads.  
The conversion manager deals with object migration as following. 
Assume that a mm_to_file() interface is invoked with an 
argument of a SCRAM unit of size 64KB (shown ① in Figure 3). 
Then, the conversion manager first notifies the request to the 
metadata manager that allocates a metadata_unit and writes file 
metadata for the request (shown ② in Figure 3). Then, it makes an 
indexing structure that associates the metadata for this file with 
user data (shown ③ in Figure 3). In this example, the 64KB 
memory object unit is divided into 128 numbers of userdata_unit 
(note that the size of userdata_unit in this implementation is 
512B) and they are chained based on the FAT algorithm. 
One technical hurdle for this implementation is how to handle a 
case where the size of a memory object unit is smaller than the 
size of userdata_unit. There are two feasible solutions; one is 
exploiting the extent scheme [20] and the other is allocating a new 
userdata_unit in the metadata manager and actually copying from 
the memory object unit into the allocated userdata_unit. We 
choose the latter solution since the extent scheme causes a lot 
overheads on our implementation. Designing more efficient 
algorithms for this problem is left as future work 
Figure 4 shows an example that reveals the effectiveness of our 
proposed mm_to_file() and file_to_mm() interface. In this 
example, a compressed file is downloaded through network and 
then it is decompressed and stored in file system. For this job, the 
conventional operating system requires three times of data copies, 
while our SCRAM manager can eliminate one data copy. 
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Figure 4. Example of Copy Reduction 

4. EXPRIMENTALAL RESULTS 
 

We have implemented the SCRAM manager on a real embedded 
board with SCRAM deployed. The board consists of 400MHz 
XScale CPU, 64MB SDRAM, 64MB NAND flash memory, and 
peripherals such as UART, LCD, and Ethernet card [8]. We also 
have built a daughter board with 32MB FeRAM and have 
connected it to the main board.  

Table 1. Hardware Configurations 

Component Specification 

CPU PXA255 400MHz 

SDRAM 32MB (K4S281632C) * 2ea

NAND Flash  32MB (K9K1208U0A) * 2ea

Boot Flash 512KB (MX29LV400T/B) 

SCRAM (FeRAM) 0.5KB (FM22L16) * 64ea 

Peripherals UART, LCD, JTAG, … 

 
Table 1 summaries hardware configurations and a picture of the 
board used for these experiments is shown in Figure 5. 

 

 
Figure 5. Embedded board with SCRAM Daughter Board 

 

On these hardware components, we are currently building a new 
operating system. It is a kind of general real-time operating 
system, consisting of task manager, scheduler, network manager, 
IPC manager, and the SCRAM manager, as shown in Figure 6. 
Also, it supports POSIX API and Linux-like driver interfaces to 
enhance usability and portability. Since we are still designing 

some key components of this operating system such as sturdy 
manager, and the main topic considered in this paper is the 
SCRAM manager, we are only focusing on the SCRAM manager 
from now on.  
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Figure 6. Operating System for SCRAM Manager 

 

To evaluate the performance of the SCRAM manager, we run 
several micro and macro benchmarks and gather some 
preliminary experimental results. We also have ported a well-
known real time operating system, named uC/OS-II on the board 
and have measured experimental results. It statically uses half of 
SCRAM as main memory space for memory managers and other 
half of SCRAM as secondary storage for file systems. 

Table 2. Micro Benchmark Results 

Benchmark 

Response time (microsecond) 

SCRAM  
in Our Kernel 

File System and Memory 
Manager in uC/OS-II 

create() 66.8 1,385.6 

open() 62.2 75.4 

read() 366.8 183.0 

write()  407.2 236.4 

close() 2.2 11.0 

malloc() 32.7  1.2 

free() 21.1 1.1 

mm_to_file() 36.2 N/A 

file_to_mm() 19.6 N/A 

 
Table 2 presents the micro benchmark results. For micro 
benchmarks, we measure the response time of the SCRAM related 
interfaces such as create(), write(), malloc(), free() and 
mm_to_file(). In these experiments, we create and open a file ten 
times and report the average response time of these trials. Also, 
the request size of write()/read()/malloc()/free() request is range 
from 32B to 128KB and the average value is reported on the table. 
Finally, we allocate a memory object unit of size 512B and 



invoke the mm_to_file() and file_to_mm() to measure the object 
migration overhead. 

Although, the direct comparisons between the results from our 
SCRAM and those from uC/OS-II is unfair since they are based 
on the different operating systems and different storage manager 
(the former uses the SCRAM manager, while the latter uses file 
system and memory manager), the results verify that our current 
implementation of the SCRAM manager does not incur 
considerable overheads. Up to now, we do not find out the 
performance differences between our SCRAM manager and the 
conventional managers in uC/OS-II evidently. We are currently 
collecting more detailed data for sensitive analysis, which will 
disclose the distinctions between our SCRAM manager and the 
conventional managers. One that we can detect clearly from the 
results is that the overhead of the new interfaces of mm_to_file() 
and file_to_mm() is trivial compared with the write() interface. It 
implies that when we have a chance to apply these interfaces, it 
will improve the performance of the system greatly. 

Table 3. Macro Benchmark Results 

Benchmark  

Elapsed time (microsecond) 

SCRAM  
in Our Kernel

File System and Memory 
Manager in uC/OS-II 

Postmark 11,000 49,000 

MPEG decoding 86.6 4,105 

 

Table 3 shows the results of macro benchmarks, which are the 
elapsed time of postmark and MPEG decoding benchmark. From 
the results, we also find out that our current implementation does 
not incur overheads. Rather, mainly due to the smaller overhead 
of the create() interface, SCRAM provides better performance 
than the conventional managers in uC/OS-II. By applying more 
sensitive analysis, we will find out the reason of these differences 
more clearly. 

5. CONCLUSIONS 
 

Two contributions have been made in this paper. The first is 
proposing a new software component for managing SCRAM. To 
the best of our knowledge, the mm_to_file() and file_to_mm() 
interface for SCRAM is the first proposal that allows user to 
manipulate object migrations without actual data copy overheads. 
Our second contribution is, through implementation study, 
verifying that the SCRAM manager can support not only file 
system interfaces but also memory manager interfaces 
simultaneously. 

But, still there are much works remaining. First remaining work is 
collecting more experimental data to assess the effectiveness of 
our SCRAM quantitatively. We are plan to port the SCRAM 
manager on uC/OS-II and Linux, and compare it with previous 
memory/storage manager on the same operating systems. Second 
is designing the optimized policies for the SCRAM manager. 
More efficient mechanisms of object migration for small size 
units, reducing the frequent allocating/freeing overheads of the 
metadata manager, and applying the mm_to_file() and 
file_to_mm() interfaces for fast task creation and kernel 

hibernation are typical examples of such optimizations. Finally, 
we are going to design a new operating system for SCRAM-alone 
equipped system. 
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