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Interoperability is an important requirement for portable storage devices that are in-

creasingly being used to exchange and share data among diverse hosts. However, inter-
operability cannot be provided if different host systems use different file systems. To 
address this problem, we propose a storage device that contains a file system within itself, 
which we refer to as FSOC (File System On Chip). In this paper, we explain the design 
and implementation of a Flash memory-based FSOC as a proof-of-concept. We also pro-
pose a performance model for FSOC, which is derived by analyzing operations of the 
host and storage device. Using this model, we show that aside from qualitative benefits, 
there are quantitative benefits in using FSOC instead of a conventional storage device. 
Results from a series of experiments are given that compare the performance of a con-
ventional storage device and the FSOC using synthetic workloads as well as real appli-
cations, which verifies the proposed model. 
 
Keywords: embedded system, file system, flash memory, interoperability, portable storage 
 
 

1. INTRODUCTION 
 

Portable storage devices such as CompactFlash [1] and Multimedia Card [2] are in-
creasingly being used as nonvolatile storage to exchange and share data among multiple 
hosts including mobile ones. Hence, interoperability is a key requirement of such sys-
tems. However, if the file system on the portable storage device is not compatible with 
the file system of the host, the applications running on the host cannot access the stored 
data. 

Developing or porting a file system is not a simple task. Thus, providing a file sys-
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tem for each of the many different embedded systems and mobile devices such as digital 
cameras, MP3 players, and PDA’s, each with its own specific environment, takes a lot of 
time and effort [3]. This results in a prolonged time-to-market of the product, which, in 
turn, may influence the success of the product. 

In this paper, we propose that the file system be embedded within the portable stor-
age device, which we refer to as FSOC (File System on Chip). The benefits of FSOC can 
be categorized into qualitative and quantitative ones. Qualitative advantages of FSOC 
compared with conventional storage devices include the following. 

 
• FSOC provides a high degree of interoperability. When conventional storage devices 

are used, a host can access data stored in a storage device only if the file system of the 
host is compatible with that in the storage device. Using FSOC, any host can access the 
data residing in the storage device simply by adding a simple interface for FSOC to the 
host.   

• Host system developers need not implement a file system. Therefore, FSOC eliminates 
the burden of developing or porting a file system, and thus reduces the time-to-market.  

• FSOC improves file system performance by optimizing the file system for the storage 
media it uses. Generally, when the file system resides in the host system, optimizing its 
performance is difficult since it needs to support a variety of storage media with vary-
ing characteristics [4]. In FSOC, as the file system is developed for the specific storage 
media that it contains, there are more opportunities for optimization [5-7]. 
 

Aside from these qualitative benefits, obtainable quantitative benefits of FSOC are 
summarized below, with details provided in later sections. 
 
• Since the file system code is now executed in the storage device, more processor time 

in the host system can be allocated to the execution of application code.  
• FSOC reduces the data traffic between the host and the storage device. This is because 

metadata required during file operations are not transferred between the FSOC and the 
host [8].  

• FSOC lowers the energy consumption of the system by reducing data traffic and by 
lowering the clock speed and the supply voltage through parallel processing of the host 
and the storage device [9]. 

 
However, these benefits, qualitative as well as quantitative, are not always attain-

able. Our study shows that the use of FSOC is desirable in the following situations. That 
is, (1) when the host is unable to provide diverse file systems due to limitations on re-
sources and/or development time, (2) when an application requires a large amount of 
computation, and I/O can be overlapped with the computation, (3) when multiple appli-
cations are being executed on the host, and/or (4) when applications perform metadata 
intensive I/O operations. However, when applications require large amounts of I/O and 
I/O time is critical for the application or when the computation power of the host is suffi-
ciently greater than that of the storage device, the use of FSOC may not be desirable. 

As a proof-of-concept, we designed and implemented an FSOC that uses Flash 
memory as its storage media. We also show how the interface between the FSOC and the 
host can be defined based on the standard interface that is used to access files by applica-
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tions, which is important factor of the interoperability. Our contribution in the theoretical 
aspect is in presenting a performance analysis based on a theoretical model and validat-
ing the model through experiments using an FSOC implementation. Although the ap-
proach of off-loading part of host work to the storage device is not new, our work is the 
first attempt to apply it to the embedded system such as portable storage to our knowl-
edge. In such circumstances the models and performance analysis results from previous 
work cannot be directly applied as the environment of embedded systems is restrictive. 

The rest of the paper is organized as follows. Section 2 presents works related to 
this paper and section 3 describes the design and implementation of an FSOC in a Flash 
memory card. In section 4, performance models of FSOC and a conventional storage 
device are presented, and the performance of these devices is compared using the pre-
sented model. In section 5, a performance comparison of the implemented FSOC and a 
conventional storage device is presented. Finally, we provide a summary and conclude in 
section 6. 

2. RELATED WORK 

The FSOC approach, that is off-loading file system work to a storage device, is not 
a new idea. There have been several previous research results that consider performance 
of intelligent storage devices [8, 10-13]. However, in these studies the storage device of 
interest is disk storage and their main concern is in regards to exploiting parallelism 
among the storage devices. In this section, we describe some of the previous research 
that utilizes additional resources within the storage device to improve performance and/or 
functionality. In contrast to these works, our work is more apt to storage devices that can- 
not exploit this kind of parallelism such as portable storage devices that are becoming 
more and more prevalent. In this section, we also describe research on Flash memory, 
which is the platform on which we implement our FSOC. 

Active disk [8, 10] IDISK (Intelligent Disk) [11], and OSD (Object-based Storage 
Device) [14, 15] are some of the research efforts that are targeted to improve the per-
formance and/or functionality of storage devices. In the Active disk approach, a portion 
of the application code is downloaded and executed in the storage device to reduce the 
data traffic and to improve the performance of data-intensive portions of the application. 
The IDISK proposes an architecture that uses a high-speed network to interconnect mul-
tiple disks that have application code execution capabilities. This architecture improves 
application execution parallelism and can be used to improve efficiency of data-intensive 
applications such as decision support systems. Finally, in OSD, which is most closely 
related to FSOC, interoperability is enhanced by making OSD responsible for locating 
data blocks. However, OSD is different from FSOC in that OSD manages data in the 
form of objects rather than files, and naming of files and managing directories remain the 
responsibility of the host. Moreover, the main purpose of OSD is in constructing storage 
appliances, whereas the purpose of FSOC is in providing portable storage that can be 
used by mobile devices. 

Riedel et al. proposed a performance model for Active disk [12, 13]. The perform-
ance model for Active disk was focused on parallelism among storage devices that exe-
cute part of the host application. It is similar to our model in that it models the perform-
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ance of storage devices that process offloaded computation as well as I/O requests. 
However, in this model, parallelism is considered only among the storage devices. 

Currently, interfaces such as ATA or SCSI provide only simple read and write ac-
cess to blocks in the storage device. This limited interface has been identified as an ob-
stacle to making the storage device intelligent. It has been suggested that to make use of 
computational resources within the storage device a more expressive interface between 
the host and the storage is needed [4]. We propose a new interface for FSOC in section 3. 

The storage media used in our implementation of FSOC is Flash memory. Flash 
memory is suitable as storage media for mobile devices because it is light, rigid, and has 
low power consumption [16, 17]. However, Flash memory has a unique characteristic 
different from hard disks; that is, to overwrite a physical block in Flash memory an erase 
operation must be performed before the actual write operation [18, 19]. Hence, simply 
adapting a conventional file system developed for hard disks may not be possible. Two 
approaches have been used to circumvent this problem. 

The first method is to use a software layer called a Flash Translation Layer (FTL) 
[18-22], as generally done for Flash memory cards such as CompactFlash [1] and Mul-
timedia Card [2]. FTL is a sector remapping software layer that provides to the file sys-
tem an interface similar to that of a disk.   

The other approach is to develop a file system that takes into consideration the limi-
tation of Flash memory. The JFFS [23] and YAFFS [24] are such file systems. These file 
systems run on the Linux operating system, and manage the physical structure of Flash 
memory by themselves. These file systems adapted the approach used in the Log-stru- 
tured File System (LFS) [25] since in LFS only append operations are used, which elimi-
nates the need for overwrites. However, we did not consider JFFS and YAFFS as a can-
didate for the file system in FSOC since both of them require a considerable amount of 
resources, which cannot be assumed in a consumer device. 

3. DESIGN AND IMPLEMENTATION OF FSOC 

In this section, we first describe the design of our FSOC. The relationship and the 
interface between the host and the storage device as compared with conventional storage 
devices are presented. We then describe in detail the hardware platform and the software 
structure of the prototype implementation of the FSOC. 

 
3.1 Structure of FSOC 
 

Fig. 1 shows the structure of a conventional storage device and the FSOC. Consider 
how a file request actually accesses the storage medium. In conventional storage devices, 
the request is converted to block access requests by the file system of the host operating 
system. The block access requests are then passed to the device driver, and the device 
driver converts block access requests to sector requests and transmits them to the storage 
device. 

In the FSOC, the file system is embedded within the storage device. Therefore, the 
host that uses the FSOC does not have to be equipped with a file system. Instead, it only 
needs a simple stub that serves as an interface between the host and the FSOC. All file  
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Fig. 1. Structure of conventional storage device and FSOC. 

Application
Interface

Stub
Interface

FSOC
Interface

open()
read()
write()
unlink()
mkdir()
rmdir()
rename()

open_cli()
read_cli()
write_cli()
unlink_cli()
mkdir_cli()
rmdir_cli()
rename_cli()

open_svc()
read_svc()
write_svc()
unlink_svc()
mkdir_svc()
rmdir_svc()
rename_svc()

System
Call

File
Request

•••

•••

•••

Host FSOC

Application
Interface

Stub
Interface

FSOC
Interface

open()
read()
write()
unlink()
mkdir()
rmdir()
rename()

open_cli()
read_cli()
write_cli()
unlink_cli()
mkdir_cli()
rmdir_cli()
rename_cli()

open_svc()
read_svc()
write_svc()
unlink_svc()
mkdir_svc()
rmdir_svc()
rename_svc()

System
Call

File
Request

•••

•••

•••

Host FSOC

 
Fig. 2. Interface between the host and the FSOC. 

 
access requests are transmitted to the FSOC through this stub. The stub arranges the pa-
rameters of file requests and converts them to FSOC requests, which are then transmitted 
to the file system in the FSOC. The file system in the FSOC then fulfills the file request 
by making a direct request to the storage media, i.e., writes new data on the storage me-
dia or reads data from the storage media. It also updates the metadata when necessary. 
The results of the file operation are sent to the stub, and then passed on to the host appli-
cation. 

The stub can be implemented as a stand-alone module or as a pseudo file system 
under the Virtual File System (VFS) layer [26]. In the latter case, applications can access 
the FSOC using an interface that is identical to other file systems. 

Fig. 2 shows the interface between the application and the stub, and between the 
stub and the FSOC file system. The FSOC interface is similar to that of an RPC (Remote 
Procedure Call) [27]. The FSOC has service routines corresponding to each file request, 
and the stub has the client routines. For example, a read operation is performed as fol-
lows: (1) the application makes a system call read() and passes the identifier of the file, 
the file offset, the amount of data to be read, and the buffer address to the stub, (2) the 
stub executes the read_cli() routine and converts the file identifier, the file offset, and the 
amount of data into an FSOC request, (3) the converted request is transmitted to the 
FSOC, (4) upon receiving the request, the read_svc() routine within the FSOC is called 
that reads data from the storage media, (5) the read_svc() routine returns the read data to 
the stub of the host, and (6) the stub, finally, passes the data to the application. 
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The FSOC interface needs to be comprehensive and general in order to provide in-
teroperability of the storage and the various hosts. For this purpose the commands, pa-
rameters, and response of the FSOC interface is defined based on the POSIX interface 
for the files and directories [28] that has been widely adopted by various operating sys-
tems. 

The communication protocol between the host and the FSOC begins with issuing a 
command that initiates a file operation from the host. And then the host sends parameters 
that are required for the issued file operation. If the file operation requested is a file write, 
the host sends the data to write to the FSOC in the next step. Otherwise this step is omit-
ted. If file data or metadata are requested by the host the FSOC sends them to the host 
after completing the request. The response that indicates whether the operation suc-
ceeded or failed, and the error code if failed, is transferred to the host in the final step. 

 
3.2 Implementation of FSOC 

 
We implemented an FSOC on a CompactFlash memory card that uses NAND type 

Flash memory as its storage media. As shown in Fig. 3, the CompactFlash has an ARM7- 
TDMI core that operates at 24MHz and 48KB of NOR type Flash memory that stores 
FTL code. Also, it has 16KB of SRAM for stack, data, and buffer area that are necessary 
for executing the FTL code. The interface with the host is PCMCIA [29]. The file system 
we implemented was embedded in the NOR Flash memory along with the FTL code. Fig. 
4 depicts the CompactFlash development board that was used to implement the FSOC.  
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Flash
ControllerHost PCMCIA

Global BUS

ARM7TDMI

NOR Flash

Local BUS

CompactFlash

        

 

 
Fig. 3. Hardware structure of the CompactFlash. Fig. 4. CompactFlash development board used 

to implement the FSOC. 

 
In designing a FAT-based file system for our FSOC, we considered three require-

ments. The first requirement is quick recovery after power failure as FSOC is expected to 
be used mostly in mobile environments where power is turned off frequently, inadver-
tently or not. For this reason, we added a journaling mechanism [30, 31] that records the 
contents of the file operations before actually modifying the file system for recovery pur-
poses. Specifically, when metadata such as FAT entries or directory entries need to be 
updated, the operation is written to the log, which is maintained as a file in the root di-
rectory, prior to the actual update. It results in a slight performance degradation for write 
operations compared to the original FAT file system. However, read performance is not 
affected.  

The second requirement is efficient execution on low performance processors that 
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are expected to be used in FSOC. To meet this requirement, summary information of file 
names contained in directories were retained in the directory entries. The summary in-
formation is also cached in the main memory of FSOC and managed in LRU manner. 
This caching mechanism reduces the file name lookup time, thereby improving execution 
efficiency. 

The last requirement is on code and data memory. Recall that the NOR type Flash 
memory size is only 48KB, and the FTL code occupies 13.6KB. Therefore, the file sys-
tem must fit into what is left. Also, there is only 16KB of SRAM available. Again, 
6.2KB of it is required by the FTL code and some space for the buffer is also required for 
the transfer of data between the host and FSOC. For this purpose, we used the 16 bit 
Thumb ISA supported in ARM7TDMI rather than the 32 bit ARM ISA and avoided 
compiler optimizations that can increase the code size. As a result, the resulting file sys-
tem uses only 10KB of the NOR type Flash memory and 6.5KB of SRAM, which meets 
the memory requirements. 

4. PERFORMANCE MODEL FOR FSOC 

In this section, we present the performance model for FSOC, and use the model to 
compare its performance with a conventional storage device. The performance evaluation 
criterion is the application run time including storage access time. Some common as-
sumptions that we make for our model are as follows: 
 
(1) There is only one application executing. 
(2) An application reads a unit of data and computation is performed on this data. A con-

stant amount of time is consumed for this computation. This read-computation cycle 
is repeated N number of times. 

(3) Write operations of the application are non-blocking, and hence do not affect the run 
time of the application. (Note that these write requests will be queued and processed 
later by the operating system.) 

 
4.1 Performance Model for Serial Execution of I/O and Computation 

 
Applications that use blocking reads will block upon a request for data. For these 

kinds of applications the reading of data and computation upon this read data can only be 
executed one after the other. Hence, overlapping of I/O and computation is impossible 
leading to serial execution of I/O and computation.  

The performance model, in this case, is derived from operations of the host CPU, 
bus, and storage devices. In a conventional storage device, execution of an application 
consists of application code execution, file system code execution, device driver code 
execution, and I/O processing, where I/O processing is divided into storage media access 
and data transfer. Then, the application run time, denoted Tconv_serial, can be expressed as 
Eq. (1). (Refer to Table 1 for the definition of the symbols used in all equations.) 

 
Tconv_serial = Tcomp_serial + N(TFS_host + Tdriver + Tmeida + Ttrans_conv + Tcomp)          (1) 
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Table 1. Definition of symbols used in the performance model. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
When FSOC is used, execution of an application consists of application code execu-

tion, stub code execution, and I/O processing. I/O processing of FSOC is divided into 
three parts: the file system code execution within FSOC, storage media access, and data 
transfer. The key difference in executing an application with FSOC and with a conven-
tional storage device is that the host executes the stub code instead of the device driver 
code and that the file system code is executed within the device, not in the host, for 
FSOC. The application run time, denoted TFSOC_serial, can be expressed as Eq. (2). 

 
TFSOC_serial = Tcomp_serial + N(Tstub + TFS_FSOC + Tmeida + Ttrans_FSOC + Tcomp)        (2) 
 

4.2 Performance Model for Parallel Execution of I/O and Computation 
 
In this subsection, we present the performance model when I/O processing and 

computation may be overlapped. We assume that parallel execution of I/O and computa-
tion is possible, that is, the application can determine which data will be needed before 

Used model Symbol Meaning 

N Total number of data units to be processed 

Tcomp_serial 

Execution time of application code that is not dependent on par-
ticular data unit and cannot be overlapped with I/O (e.g. initial-
izing memory at program start up or outputting overall result at 
the end of program) 

Tcomp 
Application code execution time for performing computation on 
a unit of data 

Tmedia Storage media access time for a unit of data 

Common 

Ttrans 
Time for a unit of data to be transferred between host and storage 
device when they are the same for conventional storage device 
and FSOC 

Tconv_serial 
Total application run time for conventional storage device when 
all I/O and computation are serially executed 

Tconv_parallel 
Total application run time for conventional storage device, when 
some I/O and computation are executed in parallel 

TFS_host 
File system code execution time of host for a unit of data (does 
not include device driver code execution time) 

Tdriver Device driver code execution time of host for a unit of data 

Conventional 
storage device 

Ttrans_conv 
Data transfer time between host and conventional storage device 
for a unit of data 

TFSOC_serial 
Total application run time for FSOC when all I/O and computa-
tion are serially executed 

TFSOC_parallel 
Total application run time for FSOC when some I/O and compu-
tation are processed in parallel 

Tstub Stub code execution time for a unit of data 
TFS_FSOC File system code execution time of FSOC for a unit of data 

FSOC 

Ttrans_FSOC Data transfer time between host and FSOC for a unit of data 
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the computation on the currently read data is complete, and reads are non-blocking 
and/or, without loss of generality, assume that two processes cooperate per application, 
one for I/O processing and one for computation. We also assume that data read requests 
are issued as soon as the bus and storage become available, that is, the highest priority is 
given to I/O processing and when I/O processing is available the operating system noti-
fies the process so it can suspend computation, issue I/O request, and resume computa-
tion. 

Similarly to the performance model presented for serial execution of I/O and com-
putation, the application execution time for a conventional storage device can be derived 
from operations of the host CPU, bus, and storage device. Fig. 5 depicts the execution 
behavior when I/O and computation may be overlapped. The application execution time 
for this case is given in Eq. (3). Similarly, the execution behavior for FSOC is depicted in 
Fig. 6, and the application execution time is given in Eq. (4). Note that if N is 1, then Eqs. 
(3) and (4) and Eqs. (1) and (2), respectively, become the same. Both situations represent 
the case where I/O processing and computation cannot overlap. 
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Fig. 5. Operations of host CPU, bus, and storage device for conventional storage device when I/O 

and computation are executed in parallel (N = 3, Tcomp_serial = 2 time units, Tcomp = 3 time 
units, and all other parameters are of 1 time unit). 
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rameters are of 1 time unit). 
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Tconv_parallel = Tcomp_serial + N(TFS_host + Tdriver) + Tmeida + Ttrans_conv + Tcomp  
+ (N − 1)max(Tcomp, Tmedia + Ttrans_conv)                        (3) 

TFSOC_parallel = Tcomp_serial + N × Tstub + TFS_FSOC + Tmeida + Ttrans_FSOC + Tcomp  
+ (N − 1)max(Tcomp, TFS_FSOC + Tmedia + Ttrans_FSOC)              (4) 

 
The performance of executing on a conventional storage device and FSOC can be 

compared based on the presented performance model. In our analysis, we assume that 
TFS_FSOC > TFS_host because the computation power of a storage device would, in general, 
be lower than that of the host. For simplicity, we also assume that the execution time for 
the device driver code and stub code are the same as the stub code basically plays the 
role of the device driver for FSOC1. Another simplification we make is that the data 
transfer time for both devices are the same. Hence, we denote both Ttrans_FSOC and Ttrans 

_conv as Ttrans. 
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Fig. 7. Application run time as application code execution time is varied. 

 
The performance comparison results obtained from Eqs. (1) to (4) are shown in Fig. 

7. In this figure, the application code execution time for a unit of data (Tcomp) is varied, 
while all other parameters are fixed. Tconv_serial and TFSOC_serial are increased linearly to N × 
Tcomp. For the case when I/O and computation are executed serially, the conventional 
storage device shows better performance for all Tcomp, and the difference (TFSOC_serial – 
Tconv_serial) is constant at N(TFS_FSOC – TFS_host).  

When I/O and computation are being executed in parallel, observe from this figure 
that there are three phases of execution, which we denote by (1), (2), and (3). We discuss 
each of these phases separately. 
 
(1)  This is when the application code execution time is less than the I/O time of the con-

ventional storage device, that is, Tcomp < Tmedia + Ttrans. Here, application run time for 

1 Strictly speaking, Tstub is larger than Tdriver, but the difference is negligible. The only extra overhead in exe-
cuting the stub code compared with an ordinary device driver is copying the arguments of the file operation 
to a contiguous memory area so that they can be transferred via DMA. In most cases, the size of the argu-
ments to be copied is around 20 bytes, small enough to be negligible. We measured Tstub in our prototype 
implementation, and it was only 4% larger than Tdriver when reading 1MB of data. 



FLASH MEMORY-BASED FILE SYSTEM ON CHIP 

 

1875 

 

both the conventional storage device and FSOC are mainly dominated by the I/O 
time with an increase rate of 1. Note that in Fig. 7, the results seem to be a constant 
value, but this is because the increase rate is relatively very small compared to the 
other phases.  

The difference is (TFSOC_parallel – Tconv_parallel) = N(TFS_FSOC – TFS_host) (recall that 
we assume that Tstub and Tdriver are the same). The difference in the run time is caused 
by the difference in executing the file system code in the host and FSOC, and the 
conventional storage device shows better performance. Detailed execution times 
occurring at each system component for this phase are depicted in Fig. 8 (a). 

(2)  This is when application code execution time is greater than the I/O time of the con-
ventional storage device and smaller than the I/O time of FSOC, that is, Tmedia + 
Ttrans ≤ Tcomp < TFS_FSOC + Tmedia + Ttrans. Here, application run time of the conven-
tional storage device is dominated by Tcomp and the rate of increase is N. On the other 
hand, application run time of FSOC is still dominated by I/O time and the rate of in-
crease is 1. Therefore, the difference in application execution time grows smaller as 
Tcomp increases, and eventually crosses over. 

In order to emphasize the crossover point, we divided phase (2) into two 
sub-phases, that is, phase (2.a), where the conventional storage device shows better 
performance and phase (2.b), where the FSOC shows better performance. In phase 
(2.a), Tmedia + Ttrans ≤ Tcomp < (Tmedia + Ttrans) + N/(N – 1)(TFS_FSOC − TFS_host), and the 
difference is N(TFS_FSOC − TFS_host) + (N – 1)((Tmedia + Ttrans) – Tcomp).  

In phase (2.b), (Tmedia + Ttrans) + N/(N – 1)(TFS_FSOC − TFS_host) ≤ Tcomp < Tmedia + 
Ttrans + TFS_FSOC, and the difference is given as N(TFS_host – TFS_FSOC) + (N – 1)(Tcomp – 
(Tmedia + Ttrans)). Figs. 8 (b) and (c) show the detailed execution times occurring at 
each system component for these two situations, respectively. 

(3)  This is when the application code execution time is greater than the I/O time of the 
FSOC, that is, Tcomp ≥ Tmedia + Ttrans + TFS_FSOC ≥ Tmedia + Ttrans. Here, the application 
run times of both the conventional storage device and the FSOC are dominated by 
the application code execution time. Hence, the application run time increases pro-
portionally to Tcomp for both devices and the rate of increase is N. The difference in 
the application run time between the conventional storage device and the FSOC is 
(Tconv_parallel – TFSOC_parallel) = N × TFS_host – TFS_FSOC. Fig. 8 (d) shows the detailed exe-
cution times occurring at each system component for this phase. 

In summary, FSOC performs better than the conventional storage device when the 
application code execution time is larger than the I/O time. This performance gain is due 
to the fact that parallel execution of file system code and application code is possible 
with FSOC. Otherwise, the conventional storage device performs better.  

5. PERFORMANCE EVALUATION 

In this section, the quantitative aspect of FSOC is evaluated through several ex-
periments using our prototype implementation. For this purpose, the performance of 
FSOC is compared against a conventional storage device. The conventional storage device  
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Fig. 8. Operation examples of the conventional storage device and FSOC. 

 
used in our experiments is the CompactFlash memory card that we described in the pre-
vious section. This card has exactly the same hardware and software configuration as the 
one on which the FSOC prototype was implemented. The relationship between the host 
and the storage devices that it operates is shown in Fig. 9. For the host system, we used 
an embedded system development board with an ARM920T core running the Linux 
2.4.18 operating system. The same host is used for both the FSOC and the conventional  

(a) Tcomp = 2, phase (1).

(b) Tcomp = 3, phase (2.a).

(c) Tcomp = 4, phase (2.b).

(d) Tcomp = 5, phase (3).
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Fig. 9. Host implementation supporting FSOC and CompactFlash.  

 
storage device. For the FSOC, a stub was implemented and added to the kernel. The file 
system used in the FSOC prototype was ported to the Linux kernel to operate the con-
ventional storage device. Therefore, the file system in the host is exactly the same as the 
file system in FSOC. This was done for the purpose of fair comparison. For all the ex-
periments, the PCMCIA interface was used and the host clock rate is fixed at 56Mhz 
unless otherwise stated. The NAND flash memory we used has read bandwidth of 
42MB/sec and written bandwidth of 2.56MB/sec. The data transfer rate of the bus ranges 
between 700KB/sec and 1MB/sec depending on the host clock speed. 
 
5.1 Computation Time and I/O Time of an Application 
 

There are two performance implications as we move the file system from the host to 
the storage device. The first is that the host CPU burden is reduced as the file system 
code is no longer executed. This leaves more room for other CPU activities including 
application code execution in the host system that may be executed in parallel with the 
file system code that is executed in the FSOC, having a positive influence on perform-
ance. On the other hand, the CPU in the FSOC, which is generally slower than the one in 
the host system, now has more work to do than before, having a negative influence on 
performance. 

In this section, we show how the ratio between the computation time and the I/O 
time of the application influences the overall performance of FSOC. For this purpose, we 
perform experiments with a synthetic workload that varies the ratio between the compu-
tation time and the I/O time. Fig. 10 shows the pseudo code for the synthetic workload. 
We used non-blocking read for parallel execution of I/O processing and computation. I/O 
processing and computation is performed in 4KB data units. Step 5 in Fig. 10 is a dummy 
loop that does not perform any useful computation, but was inserted to control the com-
putation time so we could control the computation and I/O time ratio. 

The results from this experiment are shown in Fig. 11 (a), where the x-axis is the 
initial value of the counter variable and the y-axis is the total execution time of the syn-
thetic application. ‘FSOC’ denotes the results for the FSOC prototype and ‘Conv’ de-
notes the results for the conventional storage device. When the initial value of the counter  
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1) issue non-blocking read request for initial 4KB of data
2) check if read request is completed

a. if not completed, wait for completion
3) issue non-blocking read request for the next 4KB of data
4) sum all values in the read data
5) count from the specified initial value to 0 (dummy loop)
6) check if the total amount of read data is 1MB

a. if it is, terminate program
b. otherwise goto step 2)  

Fig. 10. Pseudo code for the synthetic workload using non-blocking read. 
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(a) Measured application execution time of synthetic workload. 
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(b) Comparison of measured application execution time and derived value from Eqs. (3) and (4) 

(with parameters N = 256, Tmedia + Ttrans = 5.6, Tdriver = 0.72, TFS_host = 0.24, TFS_FSOC = 0.42, 
Tstub = 0.75, and Tcomp_serial = 38).  

Fig. 11. Result of the synthetic workload experiment. 

 
variable is less than 15000, the application run time of both the conventional storage de-
vice and the FSOC are bounded by the I/O time, which consists of the file/storage device 
access time and the data transfer time. In this range, since most of the computation time 
is hidden by the I/O time, the application run time of both the conventional storage de-
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vice and the FSOC increases very slowly, looking almost as if they are constant, with the 
FSOC increasing even slower as more file/storage activities are performed in the storage 
device, which has a slower CPU.   

When the initial value is over 15000, things start to change in the conventional stor-
age device. Now, all the computation time cannot be hidden behind the I/O time and the 
computation time starts to dictate the application run time. Hence, as the computation 
time increases, the total execution time increases with it. For FSOC, since its I/O time is 
greater than that of the conventional storage device, the above phenomenon does not 
occur until the counter variable reaches 17000. Between 15000 and 17000, the execution 
time of FSOC remains almost constant while that of the conventional storage device in-
creases linearly. Hence, before the two crosses over (in our case this happens when the 
counter variable value reaches 16000), the conventional storage device performs better, 
while after the crossover point, the FSOC starts to perform better. Beyond 17000, both 
devices are dominated by the computation time and so the difference in performance 
remains constant with FSOC performing better. 

Fig. 11 (b) compares Fig. 11 (a), the results obtained through actual measurements 
and Fig. 7, which shows the values obtained from the model. The parameters used for the 
model were obtained from actual measurements2. Observe the similarity between the 
results. The margin of error is in the 2-3% range. The error comes from the extra over-
head caused by executing measurement code. When we calibrated the parameters by 
subtracting measurement overhead, the margin of error was reduced below 1%. These 
results experimentally validate the presented performance model for the case where I/O 
processing and computation may be executed in parallel. 
 
5.2 Computing Power of the Host and the Storage Device 
 

Portable storage devices such as the FSOC can be used with diverse hosts, and the 
execution time of the application code and the file system code varies depending on the 
computing power of the host. In this section, we analyze the influence of the computing 
power of the host and the storage devices on the application performance. For this pur-
pose, we execute the synthetic workload described in section 5.1 with various host clock 
speeds. 

Fig. 12 shows the experimental results for host clock speeds of 45MHz, 56MHz, 
and 67MHz, while the clock speed of the storage device core remains fixed at 24Mhz. 
Notice that the crossover point where the FSOC starts to perform better than the conven-
tional storage device moves to the right as the clock speed increases. This is a natural 
consequence as with a faster clock more computation can be hidden behind the I/O time. 
Except for this, we can observe the same performance trends as in Fig. 11 (a). 

We also performed experiments with three real-world applications: cat, gzip, and 
mpeg. The versions that we used were cat that is embedded in busybox 0.60.3, gzip 1.3.2 
from GNU, mpeg2play 1.1 from MPEG Software Simulation Group. Cat dumps the con-
tents of a 1MB file on the terminal, gzip compresses a file whose original size is 4.8MB,  

2 We obtained the actual execution time by inserting measurement instructions into the device driver, stub, and
the file system code. TFS_host is measured by recording timestamps at the entry of the file system code and the
device driver code in the host, and calculating the difference. TFS_FSOC is measured by similar method, re-
cording timestamps at the entry of the file system code and the flash memory access code in the storage de-
vice. 
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Fig. 12. Results of synthetic workload execution with various host clock speeds. 
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(a) Cat.                                   (b) Gzip.  
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    (c) Mpeg. 

Fig. 13. Application run time of cat, gzip, and mpeg. 

 
and mpeg decodes a 1.7MB video clip. They represent applications with varying ratios of 
computation time and I/O time. Cat is an I/O-bound application, while mpeg is computa-
tion-bound. Gzip is an application that has almost the same I/O and computation times. 

For our experiments we modified the gzip and mpeg to spawn a process whose task 
is to read data and transfer the read data to the parent process via pipe IPC. Also, the 
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original mpeg program outputs the decoded result onto a display device. To reduce the 
effect of the display, we removed the output part of the program. 

Fig. 13 shows the results with the three real-world applications. The x-axis in the 
graphs represents the host clock speed and the y-axis is the application execution time in 
milliseconds. Note that the scales in the graphs are different for each of the graphs. In the 
case of the I/O-bound cat, the conventional storage device shows better performance, 
while for the computation-bound mpeg, the FSOC performs better for all clock speeds. 
However, in the case of gzip, the performance of the conventional storage device and the 
FSOC crosses over when the host clock speed is at around 50MHz. These results validate 
the experiments done with the synthetic workloads presented above. 
 
5.3 Effects of Multiprogramming 
 

In this section, we compare the performance of FSOC and conventional storage 
when there are multiple applications running concurrently in the host system. To exam-
ine the effect of multiprogramming, we executed the I/O-bound application cat in paral-
lel with an application that calculates the value of the circular constant pi, and measured 
the time elapsed to complete both applications. Fig. 14 shows the results of the experi-
ment.  
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Fig. 14. Effect of multiprogramming. 

 
The application pi does not have any file operations, so the application run time is 

the same for both conventional storage and FSOC. Therefore, in Fig. 14, the results for 
FSOC (pi) and Conv (pi) are completely overlapped and look like one line. Cat is slower 
with FSOC as discussed previously when it is executed alone. However, when it is exe-
cuted concurrently with pi, FSOC shows better performance. The implication is that 
when the host CPU is kept busy via multiprogramming, FSOC can perform better even 
for I/O-bound applications. This indicates that when there are more applications running 
concurrently on embedded systems, the performance benefit of FSOC will increase as 
well. 
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5.4 Data Traffic between the Host and the Storage Device 
 

Data traffic between the host and the storage device is reduced with FSOC, again, 
leading to improved performance. This is because metadata that are necessary for file 
operations need not be transferred since the file system now resides in the storage device. 
For example, to create a new file on the FAT file system, the file allocation table and the 
directory entry need to be modified. If the file system is run in the host system, data for 
the file allocation table and the directory entry are transferred to the host, and they are 
transferred back to the storage device after required modifications are made. However, in 
FSOC, these operations are performed within the storage device, eliminating the need for 
metadata transfers. Only the name of the file to be created needs to be transferred to the 
FSOC. 
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Fig. 15. Data traffic ratio between the FSOC and the conventional storage device. 

 
The amount of metadata transferred varies depending on the type of file operation. 

Fig. 15 shows the ratio between the data traffic of the conventional storage device and 
the FSOC for the various types of file operations. The read operation and the write op-
eration require a relatively small amount of metadata compared with the file data, and 
thus the data traffic of the conventional storage device and the FSOC is almost the same. 
However, when performing file operations such as directory creation, directory removal, 
file creation, and file removal, which mainly manipulates metadata, the data traffic re-
quired for FSOC is much smaller (between 5% and 30%) than that required in the con-
ventional storage device.  

To examine the effects of data traffic on the performance of FSOC and conventional 
storage, we performed three experiments. The first two experiments are done with syn-
thetic workloads, each representing two extreme cases. The first experiment is sequen-
tially reading data from a 1MB file. The amount of metadata required to perform this 
operation is trivial compared with the amount of file data. The other experiment creates 
500 files corresponding to the case where metadata operations dominate the execution. 
The third experiment is the second phase of the Andrew benchmark [32], which repre-
sents real-life file system operations, that is, copying files of various sizes mixed with 
file creations, file reads, and file writes. 
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Table 2. Elapsed time for file operations (unit: ms). 

Operation FSOC Conv 
File read 1730 1603 

File creation 8986 28926 
Andrew 4920 4961 

 

The results are presented in Table 2. The file read experiment shows that the per-
formance of FSOC is slightly lower (by about 8%) than the conventional storage device. 
This is due to the lower computing power of the storage device compared with that of the 
host system. On the other hand, the file creation experiment shows that the performance 
of FSOC is higher than the conventional storage device by about 69%. In the Andrew 
benchmark experiment, the conventional storage device and the FSOC show almost iden-
tical performance. This shows that the effect of reducing data traffic compensates for the 
performance degradation due to the lower computing power of the storage device. 
 
5.5 Summary of Experimental Results 
 

We can summarize the experimental results observed from this section as follows: 
 
• The performance model presented in section 4 matches well with measurement results 

obtained from the prototype implementation. 
• FSOC is beneficial when the computation time of the application is larger than the I/O 

time, and I/O time can be hidden by parallel execution. The gain, in this case, is equiva-
lent to the file system code execution time of the host. 

• The lower the computing power of the host, the larger the gain for FSOC. This is be-
cause computing power of the host determines the file system code execution time at 
the host. 

• When multiple applications are executed, more benefit may be attainable for FSOC as 
I/O time can be hidden by the computation time of other concurrently executing appli-
cations.  

• The FSOC also reduces data traffic between the host and the storage, especially, for 
metadata intensive operations. 

6. CONCLUSION 

In this paper, we proposed and implemented an FSOC that contains a file system in 
the storage device with Flash memory as its storage media. FSOC provides a higher de-
gree of interoperability than conventional storage devices and improves the efficiency of 
the storage device by allowing the file system to be optimized specifically for the storage 
media of interest. Moreover, FSOC reduces the burden of developing or porting different 
file systems in the host system. 

Aside from these qualitative advantages, FSOC also provides quantitative advan-
tages. Performance gains can be obtained through parallel execution of application code 
in the host and the file system code in the storage device. The FSOC also reduces data 
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traffic between the host and the storage. These performance issues were evaluated through 
a performance model and several experiments with synthetic workloads and real applica-
tions. The experimental results showed that FSOC performed better than the conven-
tional storage device when the computation time is larger than the I/O time and/or when 
there are many file operations that require access to metadata. 

As future work we plan to extend the proposed model to include the case where 
multiple applications are executed independently. In this case we need to consider the 
behavior of multiple processes that do not cooperate with each other. This point was not 
considered in the model presented in this paper. We are also planning to examine the 
effect of FSOC for a variety of file systems and the impact upon performance from dif-
ferent file system designs and implementations. 
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