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Abstract

A software RAID file system is defined as a system that
distributes data redundantly across an array of disks at-
tached to each of the workstations connected on a high-
speed network. This configuration provides higher through-
put and availability compared to conventional file systems.
In this paper, we consider two specific issues, namely, the
distribution of data among the cluster, that is, striping and
buffer caching for such an environment. Through simula-
tion studies we compare the performance of various strip-
ing methods and show that for effective striping in software
RAID file systems, it must take advantage of its flexible na-
ture. Further, for buffer caching, we show that conventional
caching schemes developed for distributed systems are in-
sufficient, and that the ExODP (Exclusively Old Data and
Parity) scheme that is presented in this paper, overcomes the
limitations of the previously proposed schemes.

1. Introduction

The possibility of using clusters of workstations as a
computational resource to solve parallel processing prob-
lems is becoming more and more realistic. The transition
from massively parallel processing systems (MPPs) that
were prevalent in the late 80’s to the mid 90’s to clusters
of workstations is mainly due to the cost effectiveness of
the clusters of workstations compared to the MPPs; and
thus, the era of clusters of workstations is ensuing. In this
environment, as in the majority of contemporary systems,
the problem of the I/O bottleneck will persist. To alleviate
this problem, some form of file system support must exist.
A central server configuration is not considered adequate,
and hence various forms of serverless distributed file sys-
tems, including various forms of software RAID file sys-�Currently with Hangul & Computer Co., Ltd., Seoul, Korea.

tems, have been proposed [1, 2, 5]. A software RAID file
system connects the disks of clusters of workstations on the
network to provide the benefits of a hardware RAID sys-
tem [4], that is, higher throughput through parallel services
of requests and higher reliability through redundancy1.

In this paper, two important practical issues of a soft-
ware RAID file system are considered. The first is the issue
of distributing the data among the members of the worksta-
tion cluster. Though, seemingly a simple problem, there has
not been a quantitative study on the effect of the granularity
of the distribution of data. We show that methods used in
hardware RAID systems is inadequate, and that a software
RAID file system must take advantage of its flexible na-
ture and use a hybrid method that combines the RAID-1 and
RAID-5 distribution methods to enhance performance. The
second issue concerns buffer caching. Buffer caching is im-
perative for hiding the I/O bottleneck of file systems and has
received considerable attention in the literature [3, 9, 12]
(and references within). In this paper, we show that caching
schemes developed to date for conventional distributed sys-
tems are not adequate for software RAID file systems due
to the small-write problem apparent in RAID systems. To
reckon with this problem, we introduce the ExODP caching
scheme that is shown to improve various performance mea-
sures. This part of the study is an extension of a preliminary
study that was done earlier [7].

The remainder of the paper is organized as follows. The
next section describes in more detail our view of the soft-
ware RAID file system. Section 3 describes the data distri-
bution issue in the software RAID file system realm. Sec-
tion 4 gives a description of the ExODP scheme. We give
a description of the environment in which the simulation
experiments were conducted as well as the methodology in
Section 5. In Section 6, results of experiments of the var-
ious data distribution methods and the performance of Ex-

1Henceforth, we will refer to the hardware RAID system simplyas the
RAID system.



ODP relative to previous schemes are presented. Finally,
we conclude the paper with a summary and conclusion in
Section 7.

2. The Software RAID File System

The notion of a software RAID file system, in this paper,
is a distributed file system that provides the functionalities
of a RAID system using the disks attached to workstations
of a workstation cluster. This type of configuration allows
the advantages of the RAID system, in that it will allow
concurrent use of multiple workstations in servicing I/O re-
quests. Specifically, it seeks to provide higher throughput
and reliability compared to traditional file systems through
concurrency and redundancy. In addition, this type of con-
figuration allows load balancing among the workstations in
the cluster minimizing bottlenecks. Furthermore, unlike tra-
ditional client/server based file systems, there is no need for
a powerful and costly server to provide efficient I/O, which
in turn, can also be a critical point of failure.

A software RAID file system, on the other hand, is
different from the RAID system in the following aspects.
First, whereas in the RAID system all I/O requests must
go through the central controller, in a software RAID file
system I/O requests are completely distributed and may be
processed through any of the workstations, making void any
notion of a central controller. Another difference is that a
software RAID file system has much more flexibility com-
pared to a RAID system. The RAID system is closely as-
sociated with the hardware devices, and thus, is rigid in its
manipulation. Its configuration such as the stripe size and/or
block size of the disk must be set a priori. The software
RAID file system, on the other hand, is closely related with
the file system software, and thus, is flexible in its manage-
ment. For example, stripe size and/or the RAID level used
to store data need not be fixed.

3. Data Distribution

Data distribution in software RAID file systems is re-
ferred to as striping. Striping also incorporates the notion of
partitioning as well as distribution of data among the disks.
While the user sees the system as a single large disk, in ac-
tuality, the data is transparently partitioned into stripeunits
which are stored across the multiple disks. This form of
parallelism through striping, therefore, provides increased
performance as a single I/O request may be serviced si-
multaneously by multiple disks. Also, instead of having a
single request partitioned among the disks, there may also
be multiple requests from multiple users (or possibly a sin-
gle user) simultaneously being serviced by multiple groups
of mutually independent disks. This may result in reduced

waiting time at the service queue, and hence, increased per-
formance.
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Figure 1. RAID-5 striping in the software
RAID file system. (P, Pa, and Pb are parity
blocks.)

For this study, we consider four different striping meth-
ods. The first method simply uses the RAID-1 method.
Data items are simply duplicated at two separate file sys-
tems. The file size itself becomes the stripe unit size.
Hence, the stripe size is always changing (floating).

The second and third methods distribute the data items
similarly to the RAID-5 method, that is, to multiple file sys-
tems along with the parity block. Specifically, in the Fixed
Stripe Unit Size (FxSUS) method, the file is partitioned into
fixed equally sized units and distributed among multiple file
systems as depicted in Figure 1(a). Note that not all of
the file systems may be used. In the Floating Stripe Unit
Size (FtSUS) method, all of the file systems in the worksta-
tion cluster participate in the distribution to maximize par-
allelism, as shown in Figure 1(b), hence the stripe size is
dependent on the file size.

Finally, the Hybrid method combines the RAID-1 and
FtSUS methods. This method is motivated by the fact that
full redundancy of small files by RAID-1 allow fast ser-
vice without the large overhead involved in the redundancy.
Conversely, for large files, FtSUS provides less overhead
for redundancy while sacrificing some performance. Hence,
combining these two schemes may allow efficient service
with minimum overhead for redundancy.

4. Buffer Caching: the ExODP scheme

In this section, we consider the ExODP (Exclusively Old
Data and Parity) caching scheme that is effective when us-
ing a RAID-5 striping method. Existing caching schemes



that have been proposed and/or used for conventional dis-
tributed systems [9, 12] inherently involve a read-modify-
write activity which is required for small-writes [4] when
writing data. That is, caching schemes that do not explicitly
consider the parity distribution of RAID-5 striping meth-
ods require four disk accesses to maintain the fault toler-
ant feature of software RAID file systems. To alleviate this
overhead, the ExODP caching scheme divides the buffer
cache into two logical levels and specifies specific actions
that must be taken. The specific details of the scheme is
described in the remainder of this section, but the core of
the scheme is as follows. That is, the upper-level cache
works exactly like conventional caching schemes, while
those blocks in the lower-level cache are placed there only
upon a write request, and exclusively hold the old data and
old parity blocks (hence the name ExODP (Exclusively Old
Data and Parity)).

4.1. Specifics of the ExODP scheme

The operation of the ExODP scheme can first be divided
into two cases, that is, when the requested block (whether a
read or write) is found in the cache and when it is not found
in the cache. Each of these, can again be divided into two
cases, as listed below.

1.1 When the requested block is found in the upper-
level of the cache: The requested block could be in the
upper-level cache of either the local file system or a remote
file system. If it is in the local, then the request is simply
satisfied within, and the Least Recently Used (LRU) list is
adjusted accordingly. (We assume the LRU block replace-
ment policy is used throughout.) Otherwise, the block is
removed from the upper-level cache of the remote system,
and moved to the MRU position of the LRU list in the local
upper-level cache.

1.2 When the requested block is found in the lower-
level of the cache: When the requested block is in the
lower-level cache of the local or remote system, the block
is copiedto the upper-level cache of the local system and
placed at the MRU position of the LRU list in the local
upper-level cache. When searching for a block in the lower-
level cache, only the mother-file-system2 of the block that is
being searched for need to be checked. This is because the
blocks in the lower-level cache are never moved to another
location; only copies are made to other upper-level caches.

2.1 When the requested block is not found in the
cache and the request is a read: When the request to the
block is a read request, the action taken is simply to copy the
block in the disk to the upper-level cache of the workstation
the request originated.

2The mother-file-system of a block is the file system that attaches the
disk that holds the original value of the block.

2.2 When the requested block is not found in the
cache and the request is a write: When the request to
the block is a write request the block is first copied to the
lower-level cache of the mother-file-system. This block is
then copied to the upper-level cache of the workstation from
which the request originated. Any modifications made to
the block are made only to that residing in the upper-level
cache.

The actions of the ExODP scheme is presented below in
algorithmic form.if (block is in local upper-level cache)then

request is satisfied and LRU stack updated;elseif (block is in remote upper-level cache)then
move block to local upper-level cache;elseif (block is in remote or local lower-level cache)then
copy block to local upper-level cache;else (* block is in remote or local disk *)if (read request)then f

block is fetched from disk;
block is buffered locally in upper-level cache;g else (* write request *)f
block is fetched from disk;
block is buffered in lower-level cache;
copy block to local upper-level cache;
write only to the block in the upper-level cache;g

4.2. Replacing a dirty block

The above description shows how the data blocks are
moved into the particular cache locations upon block re-
quests. Due to these movements, some block will be re-
placed from the cache. Special action must be taken when
the block to be replaced is dirty. This action depends on
whether the dirty block is in the upper-level or lower-level
cache. When it is in the lower-level cache, the action taken
is simple; it simply writes the dirty block back to the disk.
Note that in this case, the block is always in the mother-file-
system and will be writing back to the disk that is connected
to the mother-file-system.

When the dirty block is in the upper-level cache, the ac-
tion taken is more complicated. Assume that the dirty block
is blockk0. Let us denote the original (unmodified) block
of k0 ask. Also, the original parity block of blockk is de-
noted as blockp. Since we are now replacing blockk0, we
need to calculate the new parity blockp0 and replace the
old parity blockp with p0. To do so, we need to fetch the
original blockk and parity blockp so that the calculation
can be done. While in conventional schemes, these blocks
had to be brought in from the disk, in the ExODP scheme,
bringing in the blocks from the disk is done as a last resort.
Note that the original blockk and parity blockp may be



found in the lower-level cache of their respective mother-
file-systems. Hence, in the ExODP scheme, two disk ac-
cesses may possibly be eliminated. After the calculation is
done, the new blocksk0 andp0 need to be put in the disk.
Here again, in conventional schemes, these blocks would be
put directly into the disks. However, in the ExODP scheme,
these blocks are put into the lower-level cache instead of the
disk, thereby eliminating two more disk accesses.

4.3. Fault tolerance from single system failure

We show in this subsection how the ExODP scheme is
fault tolerant for a single system failure due to disk failures.
If there are no dirty blocks in the cache, then this is a simple
problem. Since we are assuming a RAID-5 distributionwith
parity block redundancy, the lost data can be reconstructed
in the same way as in a RAID system. The problem is more
serious when there are dirty blocks in the cache of the failed
system. The modified values may be lost as these values
have not been safely written onto the disk.

In the following, we explain why this is not be a problem
in the ExODP caching scheme.

When dirty block is residing in the upper-level cache:
If the dirty block is residing in the upper-level cache when
the failure occurs, there is nothing that can be done, and
data will be lost. This is exactly the same for conventional
schemes, or in fact, any other caching scheme that does not
use a write-through policy upon writes. Whether one should
use the write-through policy for a truly safe environment
in sacrifice of performance is a choice that is left to each
individual. This problem is beyond the scope of this paper,
and hence is not discussed any further.

When dirty block is residing in the lower-level cache:
When upon a failure, the dirty block was residing in the
lower-level cache, this block can be recovered. Note that
since the block is in the lower-level cache, its new parity has
already been calculated and stored in the lower-level cache
of another file system, or in the disk. Since the new parity
is available, and none of the other systems have failed, all
data needed to reconstruct the lost block can be obtained.
Hence, the lost data can be recovered.

5. Simulation Environment and Methodology

Simulation is used to study the performance of the
various striping methods and the ExODP buffer caching
scheme. Nodes, which represent workstations, are assumed
to be connected to each other via a high-speed network.
Each node has three components. The first component man-
ages the i-node [10], the second manages the buffer cache,
and the third component is the disk simulator. For the disk
simulator, we used the simulator developed at Dartmouth

University which models the HP 97560 disk [8]. The num-
ber of nodes connected and the effect of the network com-
ponent depends on the specific experiment conducted, and
are described below as needed.

5.1. Striping

For this part of the experiments, we used traces that were
generated from a trace generator. The generated traces con-
sist of the file identifier, read/write event distinguisher,file
size, the request offset, and the request size. The size of
the files generated show an exponential distribution whose
average is set as a controllable parameter to the trace gener-
ator. For each experiment, a trace of 20,000 requests were
generated at one of the workstations that make use of the
other workstations. An eight node workstation cluster was
used, and for the disk module, a 4KB block size was used.
To capture only the effect of striping, the buffer cache com-
ponent of the simulator was deactivated, while the network
overhead was set to a constant value. The performance mea-
sure of interest is the average response time.

5.2. Buffer caching

Trace-driven simulation is used to evaluate the caching
schemes. For the workload, we use the Sprite distributed
file system trace which consists of traces from 40 clients
connected to 4 file servers [3]. We simulated a RAID-5
configuration that consists of 4, 8, and 16 workstations, and
for each case the corresponding number of clients’ traces
were randomly selected to drive the simulator. For each
of the 4, 8, 16 workstation cases, the total number of re-
quests were roughly 170K, 300K, and 450K, respectively,
and approximately 25% of these requests were for writes,
with the remainder being read requests. The traces used in-
clude requests that access the same blocks resulting in shar-
ing of these blocks. Data consistency was simulated by fol-
lowing the data consistency mechanism used in each of the
schemes.

For each of the configurations, the experiments were
conducted for various cache sizes ranging from 1000 blocks
to 5000 blocks per workstation simulated, and each block
was assumed to be of size 8KB. The first 2.5 times the
cache size (in blocks) per workstation was used to warm the
cache. For example, when a 2000 block cache per work-
station was simulated the first 5000 requests were used to
warm the cache.

The stripe size was fixed to 8KB, the same size as the
cache block. The access latency of an 8KB data block in lo-
cal memory is assumed to be 250 microseconds [11]. Trans-
fering a block over the network is assumed to be 400 mi-
croseconds, while each access of the network itself is as-
sumed to require an additional 200 microseconds [6].



The performance measure used in this study is the hit
rate of the cache, the average response time, and the average
system busy time per request. The hit rate, in this study,
refers to the ratio of hits to the total number of requests
made by the user (trace). This does not include the hidden
hits made while replacing dirty blocks.

We also measured the average response time per request,
which is a more realistic measure from a user’s perspective.
This measure inherently would include the cache and disk
activities, whether issued directly by the user or those issued
by the management scheme.

Finally, the average system busy time per request is a
measure that captures the overhead induced by each request
to the whole system. This measure allows us to distinguish
a request that requires a response from two disks from one
that requires a response from a single disk. The scheme
resulting in a smaller value of this measure is putting less
load on the total system and can be viewed as the better
scheme as more resources would be free for other activities.

6. Experimental Results

In this section, we give a discussion of the experimental
results; the first subsection for the striping experiments and
the second subsection for the buffer cache experiments.

6.1. Striping

The discussion in this subsection is divided into two
parts. The first part compares the four striping methods dis-
cussed in Section 3. The second part deals with deciding
when to use RAID-1 and FtSUS in the Hybrid method.

Figure 2 shows the results of the simulation for the four
striping methods. The Hybrid:DEC=12K method uses both
the RAID-1 and the FtSUS methods by using RAID-1 when
the file size is less than 12K and using the FtSUS otherwise.
The use of 12K as the boundary size is discussed later. Thex-axis of the graph is the average request file size as cho-
sen when the traces is generated, while they-axis shows the
average response time of the striping methods. The graphs
(a) through (c) show the results as the workload to the sys-
tem changes, starting from when the requests are all reads
to when the proportion of reads and writes are 8:2, and fi-
nally when it is write-only. In real life, it has been reported
that many systems show workloads of approximately 8:2
read/write proportions [3].

The following summarizes the findings from these re-
sults:� For the RAID-1 method, the average response time in-

creases steadily as the request size increases. This is
natural as all requests are serviced at two independent
disks. Also, the performance is affected only slightly

by the workload, increasing when the write workload
is increased. This is because a write request commits
only when both disks acknowledge the write, while
read requests complete as soon as one response arrives.� For the FtSUS method, the average response time is
nearly constant for all file sizes and workloads. This is
because all reads and writes of any file size involve all
disks as they are serviced via a full-write [4].
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Figure 2. Performance comparisons of the
striping methods for various workloads.� For the FxSUS method, the average response time is

low for read-only workloads but it increases as the
write workload proportion increases. This is due to the
read-modify-writes and/or reconstruct-writes required
when part of the stripe is being written [4]. Even when
the workload proportion is 8:2 for reads and writes,



this striping method shows worse performance com-
pared to the FtSUS method.� The Hybrid:DEC=12K method shows the best perfor-
mance overall. Obviously, taking advantage of the
benefits of both the RAID-1 and FtSUS methods bring
about the best performance. This is possible because
software RAID file systems provide the flexibility to
assign different RAID configurations depending on the
file system, which is not possible with conventional
RAID systems.
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Figure 3. Performance of the Hybrid method
for various DEC values.

Figure 3 shows the performance of the Hybrid striping
method for various DEC (DECision) values. The DEC
value represents the size of the file at which we decide to
use the RAID-1 method or the FtSUS method. When the
file is smaller than the DEC value the RAID-1 method is
used, otherwise the FtSUS method is used.

The results show that for read-only workloads DEC val-
ues of 12K and 16K show better performance, while for
write-only workloads DEC values of 8K and 12K are com-
paratively better. This is consistent with the results shown
in Figure 2 where the cross-over points of the performance
of RAID-1 and FtSUS are roughly 14KB and 9KB for read-
only and write-only workloads, respectively. Hence, for the
results presented in Figure 2 we used the Hybrid:DEC=12K
method.

6.2. Buffer caching

In presenting this part of the results, the ExODP scheme
is compared to two earlier schemes, namely, the multi-
copy [12] and one-copy schemes [9]. The multi-copy
caching scheme reduces the access time of remotely located
data by keeping duplicate copies of cached blocks wherever
the block is referenced. The “write-invalidate” protocol is
employed to resolve the problem of block consistency. The
one-copy caching scheme requires that at most one copy of
any block be buffered in all of the system caches at any time.
The motivation behind the one-copy caching scheme is the
rapid improvement in network speed. Recent developments
in network speed has made insignificant the time to move a
single block across network systems. Also, by keeping only
a single copy the problem of stale data in the multi-copy
caching scheme is eliminated.

6.2.1. Performance comparison of caching schemes

Figure 4 shows the hit rates of the three caching schemes
for 4, 8, and 16 workstation configurations. The multi-copy
caching and one-copy caching schemes are denoted MCC
and OCC, respectively. The ExODP(50) refers to the Ex-
ODP scheme where the upper-level and lower-level cache
size is partitioned to be 50% each. (The effect of the par-
titioning is discussed later.) Thex-axis is the size of the
cache while they-axis is the hit rate.

Overall, the multi-copy scheme shows the best perfor-
mance. This is because blocks may be copied at multiple
locations. However, as the cache size is increased, we no-
tice that the benefit of having multiple copies diminish.

Note that the hit rate of the ExODP scheme is marginally
below the best scheme. This is despite the fact that the Ex-
ODP scheme is using half of its cache to exclusively hold
the original data and parity blocks. The reason ExODP
performs as well is because it makes more hits on remote
caches than the other schemes. In ExODP, the dirty block
that is replaced from the upper-level cache is moved to the
lower-level cache of the mother-file-system. Therefore, the
lower-level cache is participating actively in caching blocks,
hence the sustained hit ratio.

Figure 5(a) shows the response time performance as a
function of the cache size for a workstation cluster with
eight nodes. (Results for four node and sixteen node clus-
ters show similar behavior.) The results show that the
ExODP scheme has the fastest response time among the
three schemes being 5-20% faster in all the configurations.
In absolute terms, the ExODP scheme returns a response
roughly 300 to 2000 microseconds faster than the other two
schemes.

Figure 5(b) shows the average system busy time per re-
quest relative to the ExODP scheme for a workstation clus-
ter with eight nodes. (Again, similar findings are observed



for four and sixteen node clusters.) This measure basically
shows how much work the system had to do per request.
The results show that the multi-copy and one-copy schemes
work considerably harder than the ExODP scheme to re-
spond to a request. Specifically, the graph shows that for
each request the multi-copy scheme does at least 1.4-1.6
times more work, while the one-copy scheme does roughly
1.3-1.5 times more work than the ExODP scheme. This re-
duction in system busy time is due to the reduction of disk
activities resulting from the partitioning of the cache.
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Figure 4. The hit rates of the three caching
schemes for 4, 8, and 16 workstation config-
urations.

6.2.2. Effect of the cache partition ratio

In the results presented so far, we used ExODP(50)
which is the ExODP scheme where the cache is equally di-

vided into the upper-level and lower-level caches. Here, we
look into the effect of the cache partition ratio on the per-
formance of the ExODP scheme. The cache partition ratio
refers to the ratio in which the upper and lower-level caches
are partitioned.
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Figure 5. Performance of the three buffer
caching schemes as a function of the cache
size for an eight workstation configuration.

Figure 6 shows the hit rate and the average response time
per request as the cache partition ratio is varied for a work-
station cluster with 8 nodes. The number within the paren-
thesis refers to the percentage of the cache that is used as
the lower-level cache.

The hit rate of the ExODP scheme is generally highest
when the lower-level retains 10-30% of the cache. As the
lower-level cache is mainly used to reduce disk activities
when replacing dirty blocks and does not hold any read-
only blocks, it is in effect, reducing the number of blocks
that may be held by the whole cache. Hence, a substantially
large sized lower-level cache will reduce the hit rate. How-
ever, it is interesting to note that for large cache sizes thehit
rate varies only slightly for lower-level cache proportions of
10-70%.

The results for the average response time on the other
hand, is quite different. The ExODP scheme performs the
best when the lower-level cache size retains roughly 70%
of the cache, sometimes even showing better performance
when it retains 90% of the cache. (This holds true for the av-
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(b) Average response time

Figure 6. The performance of the ExODP
scheme for an eight workstation configura-
tion as the cache partition ratio is varied.

erage system busy time per request, though its figure is not
shown.) The main reason for this rather different result is
due to the reduction of the disk accesses required per write
as the size of the lower-level cache increases. The write
overhead is generally so high that sacrificing the upper-level
cache size does not deteriorate the overall performance.

7. Conclusion

A software RAID file system is defined as a system
that distributes data redundantly across an array of disks
attached to each of the workstations connected on a high-
speed network. This configuration provides higher through-
put and availability compared to conventional file systems.
In this paper, we presented results on various striping meth-
ods and an efficient caching scheme, namely, the ExODP
scheme, for the software RAID file system. For striping,
we showed that a method that utilizes the flexible nature
of software RAID file systems as compared to hardware
RAID systems should be used. That is, instead of using a
fixed stripe size and RAID configuration, it is more efficient
to use both RAID-1 and RAID-5 distribution methods with
changing stripe sizes. For buffer caching, we show that pro-
posed caching schemes for conventional distributed systems
is not adequate for software RAID file systems. It is found

that the small-write problem apparent in RAID systems also
has considerable influence on caching performance for soft-
ware RAID file systems, and that the ExODP scheme deals
with this problem efficiently.

Our next goal is to incorporate these finding into the soft-
ware RAID file system that we are currently implementing.
In so doing, we are currently investigating the issue of meta-
data management that is vital to the implementation.

References

[1] T. E. Anderson, D. E. Culler, and D. A. Patterson. A Case for
NOW (Network of Workstations).IEEE Micro, 15(1):54–
56, February 1995.

[2] T. E. Anderson, M. Dahlin, J. M. Neefe, D. A. Patterson,
D. S. Roselli, and R. Wang. Serverless Network File Sys-
tems. ACM Transactions on Computer Systems, 14(1):41–
79, Feb. 1996.

[3] M. G. Baker, J. H. Hartman, M. D. Kupfer, K. Shirriff, and
J. K. Ousterhout. Measurements of a Distributed File Sys-
tem. In Proceedings of the 13th Symposium on Operating
System Principles, pages 198–212, Pacific Grove, CA, Oct.
1991.

[4] P. M. Chen, E. K. Lee, G. A. Gibson, R. H. Katz, and D. A.
Patterson. RAID: High-Performance, Reliable Secondary
Storage. ACM Computing Surveys, 26(2):145–185, June
1994.

[5] J. H. Hartman and J. K. Ousterhout. The Zebra Striped Net-
work File System.ACM Transactions on Computer Systems,
13(3):274–310, Aug. 1995.

[6] K. Keeton, T. E. Anderson, and D. A. Patterson. LogP Quan-
tified: The Case for Low-Overhead Local Area Networks. In
Proceedings of the 1995 Hot Interconnects III Conference,
1995.

[7] J.-H. Kim, S. H. Noh, and Y.-H. Won. An Efficient Caching
Scheme for Software RAID File Systems in Workstation
Clusters. InProceedings of the High Performance Comput-
ing ASIA ’97, pages 331–336, May 1997.

[8] D. Kotz, S. B. Toh, and S. Radhakrishnan. A Detailed
Simulation Model of the HP 97560 Disk Drive. Technical
Report PCS-TR94-220, Dartmouth College, Computer Sci-
ence, Hanover, NH, 1994.

[9] A. Leff, J. L. Wolf, , and P. S. Yu. Efficient LRU-Based
Buffering in a LAN Remote Caching Architecture.IEEE
Transactions on Parallel and Distributed Systems, 7(2):191–
206, February 1996.

[10] S. J. Leffler, M. K. McKusick, M. J. Karels, and J. S. Quar-
terman.4.3 BSD UNIX Operating System. Addison-Wesley,
1990.

[11] R. P. Martin. HPAM: An Active Message Layer for a Net-
work of HP Workstations.Hot Interconnects, August 1994.

[12] R. Sandberg, D. Goldberg, S. Kleiman, D. Walsh, and
B. Lyon. Design and Implementation of the SUN Network
File System. InUSENIX Conference & Exhibition, Portland,
Oregon, 1985. USENIX.


