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ABSRTACT  
This research paper gives details of the cache memory and its various Optimizing techniques. The early  Beginning part of the 

paper makes you familiar with the term cache. Further ahead, the paper covers the  Importance of cache memory in 

microprocessors. In order to mitigate the impact of the growing gap between CPU speed and main memory performance, today's 

computer architectures implement hierarchical memory structures. The idea behind this approach is to hide both the low main 

memory bandwidth and the latency of main memory accesses which is slow in contrast to the floating point performance of the 

CPUs. Usually, there is a small and expensive high speed memory sitting on top of the hierarchy which is usually integrated 

within the processor chip to provide data with low latency and high bandwidth; i.e., the CPU registers. Moving further away from 

the CPU, the layers of memory successively become larger and slower. The memory Components which are located between the 

processor core and main memory are called cache memories or caches. Thus, going through this paper one will end up with a 

good understanding of cache and its Optimizing techniques. 
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INTRODUCTION: 

Cache memory is fast and it is expensive. It is categorized in levels that describe its closeness and accessibility to the 

microprocessor. Level 1 (L1) cache, which is extremely fast but relatively small, is located close to the 

processor. Level 2 (L2) cache is located half-way between the process and the system bus; it is fairly fast and 

medium-sized. Level 3 (L3) cache is relatively large and close to RAM. 
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CACHE REQUEST PROCESS FLOW:- 

 

Cache entries: 

• a cache hit, the processor immediately reads or writes the data in the cache line 

• a cache miss, the cache allocates a new entry, and copies in data from main memory; then, the request is 

fulfilled from the contents of the cache. 

 

BASIC TECHNIQUES FOR IMPROVING CACHE EFFICIENCY:- 

1. DATA ACCESS OPTIMIZATIONS 

Data access optimizations are code transformations which change the order in which iterations in a loop nest  are 

executed. The goal of these transformations is mainly to improve temporal locality. Moreover, they can also expose 

parallelism and make loop iterations vectorizable. Note that the data access optimizations we present in this section 

maintain all data dependencies and do not change the results of the numerical computations1.Usually, it is difficult 

to decide which combination of transformations must be applied in order to achieve a maximum performance gain. 

Compilers typically use heuristics to determine whether a transformation will be effective or not. Loop 

transformation theory and algorithms found in the literature typically focus on transformations for perfectly nested 

loops [1]; i.e., nested loops where all assignment statements are contained in the innermost loop. Loop Interchange. 

This transformation reverses the order of two adjacent loops in a loop nest  

 

Generally speaking, loop interchange can be applied if the order of the loop execution is unimportant. it can improve 

locality by reducing the stride of an array{based computation. The stride is the distance of array elements in memory 
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accessed within consecutive loop iterations. Upon a memory reference, several words of an array are loaded into a 

cache line. If the array is larger than the cache, accesses with large stride only use one word per cache line. The 

other words which are loaded into the cache line are evicted before they can be reused. Loop interchange can also be 

used to enable and improve vectorization and parallelism, and to improve register reuse. The different targets may 

be convicting. For example, increasing parallelism requires loops with no dependencies to be moved outward, 

whereas vectorization requires them to be moved inward.  Loop blocking (also called loop tiling) is a loop 

transformation which increases the depth of a loop nest with depth n by adding additional loops to the loop nest. The 

depth of the resulting loop nest will be anything from n+1 to 2n. Loop blocking is primarily used to improve data 

locality by enhancing the reuse of data in cache.  

2. DATA LAYOUT OPTIMIZATIONS 

Data access optimizations have proven to be able to improve the data locality of applications by reordering the 

computation, as we have shown in the previous section. However, for many applications, loop transformations alone 

may not be sufficient for achieving reasonable data locality. Especially for computations with a high degree of 

conflict misses3, loop transformations are not effective in improving performance. Data layout optimizations modify 

how data structures and variables are arranged in memory. These transformations aim at avoiding effects like cache 

conflict misses and false sharing. They are further intended to improve the spatial locality of a code. Data layout 

optimizations include changing base addresses of variables, modifying array sizes, transposing array dimensions, 

and merging arrays. These techniques are usually applied at compile time, although some optimizations can also be 

applied at runtime. Array Padding. If two arrays are accessed in an alternating manner and the data structures 

happen to be mapped to the same cache lines, a high number of conflict misses are introduced. Inter array padding 

inserts unused variables(pads) between two arrays in order to avoid cross interference.  

 

Fig. self reference in blocking mode 

Array merging is best applied if elements of different arrays are located far apart in memory but usually accessed 

together. Transforming the data structures will change the data layout such that the elements become contiguous in 

memory. Array Transpose. This technique permutes the dimensions within multidimensional arrays and eventually 

reorders the array .This transformation has a similar effect as loop interchange. 

Organization of cache memory: 

(1)A cache memory can be implemented with a block of associative memory, together with a block of ``ordinary'' 

memory. The associative memory would hold the address of the data stored in the cache, and the ordinary memory 

would contain the data at that address. Such a cache memory might be configured as shown in Figure . 
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Figure: A cache implemented with associative memory 

(2)another is  set associative cache, if one data word is empty for a read operation corresponding to a particular 

index, then it is filled. If both data words are filled, then one must be overwritten by the new data. Similarly, in an n-

way set associative cache, if all n data and tag fields in a set are filled, then one value in the set must be overwritten, 

or replaced, in the cache by the new tag and data values. Note that an entire line must be replaced each time. The 

most common replacement algorithms are: 

• Random -- the location for the value to be replaced is chosen at random from all n of the cache locations at that 

index position. In a 2-way set associative cache, this can be accomplished with a single modulo 2 random 

variable obtained, say, from an internal clock. 

• First in, first out (FIFO) -- here the first value stored in the cache, at each index position, is the value to be 

replaced. For a 2-way set associative cache, this replacement strategy can be implemented by setting a pointer 

to the previously loaded word each time a new word is stored in the cache; this pointer need only be a single bit. 

(For set sizes > 2, this algorithm can be implemented with a counter value stored for each ``line'', or index in the 

cache, and the cache can be filled in a ``round robin'' fashion). 

 

Figure: A set-associative cache organization 

• Least recently used (LRU) -- here the value which was actually used least recently is replaced. In general, it is 

more likely that the most recently used value will be the one required in the near future. For a 2-way set 

associative cache, this is readily implemented by setting a special bit called the ``USED'' bit for the other word 

when a value is accessed while the corresponding bit for the word which was accessed is reset. The value to be 

replaced is then the value with the USED bit set. This replacement strategy can be implemented by adding a 

single USED bit to each cache location. The LRU strategy operates by setting a bit in the other word when a 
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value is stored and resetting the corresponding bit for the new word. For an n-way set associative cache, this 

strategy can be implemented by storing a modulo n counter with each data word.                                 

These are the page replacement algorithems. 

CONCLUSION  

Cache performance optimizations can yield significant execution speedups, particularly when applied to numerically 

intensive codes. Several of the basic optimization techniques can automatically be introduced by optimizing 

compilers, most of the tuning effort is left to the programmer. This is especially true, if the resulting algorithms have 

different numerical properties; e.g., concerning stability, robustness, or convergence behaviour. In order to simplify 

the development of portable (cache) efficient numerical applications in science and engineering, optimized routines 

are often provided by machine{specific software libraries. Future computer architecture trends further motivate 

research efforts focusing on memory hierarchy optimizations. Forecasts predict the number of transistors. 
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