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Abstract 

Due to advancement in software world application as well as software designed need a faster and more advance 

system to manage the efficiency and performance of software.  

The performance in terms of speed can be achieved by increasing clock speeds and recently adding multiple cores to 

the same chip of the processor. Although chip speed has increased exponentially over the years, manufacturers move 

towards multi-core processing. However, by increasing the number of cores on a single chip challenges arise with 

memory and cache coherence as well as communication between the cores. Coherence and interconnection networks 

problems have resolved some issues, but until programmers learn to write parallel applications, the full benefit and 

efficiency of multi-core processors will not be attained. So in this research paper we are giving an introduction to 

multi-core processing techniques and discuss some of its applications which are used or can be used in future. Multi-

core processor is a special kind of a multiprocessor. All processors are on the same chip. Multi-core processors are 

MIMD: Different cores execute different threads (Multiple Instructions), operating on different parts of memory 

(Multiple Data). Multi-core is a shared memory multiprocessor: All cores share the same memory. 

 

 Background  
 

The way of increasing a processor’s speed via clock to get an increment in performance is now an old technique. 

While Multi-core processors are the new concept used by manufacturers. Using multiple cores on a single chip is 

advantageous in raw processing power, but nothing comes for free. Due to which there is slight increment in the cost 

of microprocessor.  

With additional cores, power consumption and heat dissipation become a concern and must be simulated before lay-

out to determine the best floor plan which distributes heat across the chip, while being careful not to form any hot 

spots. Distributed and shared caches on the chip must adhere to coherence protocols to make sure that when a core 

reads from memory it is reading the current piece of data and not a value that has been updated by a different core. 

Keywords:- Multiprocessors, Integrated circuits, Multi-core processors, Amdahl’s law, Multiprocessing, Multi-

threading, More law, Cache coherence, Central Processing Unit, ALU (Arithmetic and Logical Unit) 
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1. Introduction 

Microprocessor is a multipurpose, programmable device that accepts digital data as input, processes it according to 

instructions stored in its memory, and provides results as output. It is an example of sequential digital logic, as it has 

internal memory. Microprocessors operate on numbers and symbols represented in the binary numeral system. 

 Multi-core processor is a single component consists two or more independent actual central processing units (called 

"cores"), the units that read and execute program instructions. The instructions are normal CPU instructions such as 

add, move data, and branch. But the multiple cores are capable to execute multiple instructions at the same time, 

increasing overall speed for programs amenable to parallel computing. Manufacturers typically integrate the cores 

onto a single integrated circuit die (known as a chip multiprocessor or CMP), or onto multiple dies in a single chip 

package. 

 Before microprocessors, small computers had been implemented using racks of circuit boards with many medium-

 and small-scale integrated circuits. Microprocessors integrated this into one or a few large-scale ICs. Continued 

increases in microprocessor capacity have since rendered other forms of computers almost completely with one or 

more microprocessors used in everything from the smallest embedded systems and handheld devices to the 

largest mainframes and supercomputers. 

In the mid-1980s to early 1990s, a crop of new high-performance reduced instruction set computer (RISC) 

microprocessors appeared, influenced by discrete RISC-like CPU designs such as the IBM 801 and others. RISC 

microprocessors were initially used in special-purpose machines and UNIX workstations, but then gained wide 

acceptance in other roles. 

In 1986, HP released its first system with a PA-RISC CPU. The first commercial RISC microprocessor design was 

released in 1984 by MIPS Computer Systems, the 32-bit R-2000(the R1000 was not released). In 1987 in the non-

Unix Acorn computers' 32-bit, then cache-less, ARM2-based Acorn Archimedes the fist commercial success using 

the ARM architecture, then know as Acorn RISC Machine (ARM); first silicon ARM1 in 1985. 

Processors were originally developed with only one core. Multi-core processors were developed in the early 2000s 

by Intel, AMD and others. Multi-core processors may have two cores (dual-core CPUs, for example AMD Phenom 

II X2 and Intel Core Duo), four cores (quad-core CPUs, for example AMD Phenom II X4, 

Intel's i5 and i7 processors), six cores (hexa-core CPUs, for example AMD Phenom II X6 and Intel Core i7 Extreme 

Edition 980X), eight cores (octo-core CPUs, for example Intel Xeon E7-2820 and AMD FX-8350), ten cores (for 

example, Intel Xeon E7-2850), or more.  

1.1 The Need for Multi-core:- 

 

Due to advances in circuit technology and performance limitation in wide-issue, super-speculative processors, Chip-

Multiprocessors (CMP) or multi-core technology has be-come the mainstream in CPU designs.  

Speeding up processor frequency had run its course in the earlier part of this decade; computer architects needed a 

new approach to improve performance. Adding an additional processing core to the same chip would, in theory, 

result in twice the performance and dissipate less heat. 

 In September 2005 the IEE Review noted that “power consumption increases by 60% with every 400MHz rise in 

clock speed…But the dual-core approach means you can get a significant boost in performance without the need to 

run at ruinous clock rates. Multi-core is not a new concept, as the idea has been used in embedded systems and for 

specialized applications for some time, but recently the technology has become mainstream with Intel and Advanced 

Micro Devices (AMD) introducing many commercially available multi-core chips.  
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1.2 Moore’s Law:- 

Moore's Law is the empirical observation that transistor density in a microprocessor doubles every 18 to 24 months.
 

Despite power consumption issues, and repeated predictions of its end, Moore's law is still in effect. With the end of 

frequency scaling, these additional transistors (which are no longer used for frequency scaling) can be used to add 

extra hardware for parallel computing. 

To use multi-core, you really have to use multiple threads. If you know how to do it, it's not bad. The bugs you 

introduce with multithreading are so much harder to find.  In May 2007, Intel fellow stated that “The software has to 

also start following Moore’s Law, software has to double the amount of parallelism that it can support every two 

years. Since the number of cores in a processor is set to double every 18 months, it only makes sense that the 

software running on these cores takes this into account. Ultimately, programmers need to learn how to write parallel 

programs that can be split up and run concurrently on multiple cores instead of trying to exploit single-core 

hardware to increase parallelism of sequential programs. Developing software for multi-core processors brings up 

some latent concerns. How does a programmer ensure that a high-priority task gets priority across the processor, not 

just a core? In theory even if a thread had the highest priority within the core on which it is running it might not have 

a high priority in the system as a whole. Another necessary tool for developers is debugging. However, how do we 

guarantee that the entire system stops and not just the core on which an application is running? These issues need to 

be addressed along with teaching good parallel programming practices for developers. Once programmers have a 

basic grasp on how to multithread and program in parallel, instead of sequentially, ramping up to follow Moore’s 

law will be easier. Starvation If a program isn’t developed correctly for use in a multi-core processor one or more of 

the cores may starve for data. This would be seen if a single-threaded application is run in a multi-core system. The 

thread would simply run in one of the cores while the other cores sat idle. This is an extreme case, but illustrates the 

problem. With a shared cache, for example Intel Core 2 Duo’s shared L2 cache, if a proper replacement policy isn’t 

in place one core may starve for cache usage and continually make costly calls out to main memory. The 

replacement policy should include stipulations for evicting cache entries that other cores have recently loaded. This 

becomes more difficult with an increased number of cores effectively reducing the amount of evitable cache space 

without increasing cache misses 
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2. Overview to Architecture of Microprocessor 

A block diagram of the internal architecture of the microprocessor, showing the arithmetic and logic section, register 

file, control logic section, and buffers to external address and data lines. 

 

The internal architecture of a microprocessor varies depending on the age of the design and the intended purposes of 

the processor. The complexity of an integrated circuit is caused  by physical limitations of the number 

of transistors that can be put onto one chip, the number of package terminations that can connect the processor to 

other parts of the system, the number of interconnections it is possible to make on the chip, and the heat that the chip 

can dissipate. 

A minimal hypothetical microprocessor might only include an arithmetic logic unit (ALU) and a control logic 

section. The ALU performs operations such as addition, subtraction, and operations such as AND or OR. Each 

operation of the ALU sets one or more flags in a status register, which indicate the results of the last operation (zero 

value, negative number, overflow, or others). The logic section retrieves instruction operation codes from memory, 

and initiates whatever sequence of operations of the ALU requires carry-out the instruction. A single operation code 

might affect many individual data paths, registers, and other elements of the processor. 

As integrated circuit technology advanced, it was possible to manufacture more and more complex processors on a 

single chip. The size of data objects became larger; allowing more transistors on a chip allowed word sizes to 
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increase from 4- and 8-bit words up to today's 64-bit words. Additional features were added to the processor 

architecture; more on-chip registers speed up programs, and complex instructions could be used to make more 

compact programs. 

With the ability to put large numbers of transistors on one chip, it becomes feasible to integrate memory on the same 

die as the processor. This CPU cache has the advantage of faster access than off-chip memory, and increases the 

processing speed of the system for many applications. Processor clock frequency has increased more rapidly than 

external memory speed, except in the recent past, so cache memory is necessary if the processor is not delayed by 

slower external memory. 

2.1 Multi-core processor 

The multi-core processor implement multiprocessing in a single physical package of a chip. Designers may couple 

cores in a multi-core device tightly or loosely. 

 For example, cores may or may not share caches, and they may implement message passing or shared 

memory inter-core communication methods. Common network topologies to interconnect cores include bus, ring, 

two-dimensional mesh, and crossbar. Homogeneous multi-core systems include only identical 

cores; heterogeneous multi-core systems have cores that are not identical. Just as with single-processor system; 

cores in multi-core systems may implement architectures such as superscalar, VLIW, vector processing, SIMD, or 

multithreading. 

The improvement in performance gained by the use of a multi-core processor depends very much on the software 

algorithms used and their implementation. In particular, possible gains are limited by the fraction of the software 

that can be run in parallel simultaneously on multiple cores; this effect is described by Amdahl's law. In the best 

case, so-called embarrassingly parallel problems may realize speedup factors near the number of cores, or even more 

if the problem is split up enough to fit within each core's cache(s), avoiding use of much slower main system 

memory. Most applications, however, are not accelerated so much unless programmers invest a prohibitive amount 

of effort in re-factoring the whole problem. 

2.2 Types of Microprocessor Introduced 

1. Intel 4004 is first commercially available microprocessor. 

2. Intel 8008 is 8 bit design processor. 

3. Intesil 1600 is 12 bit designed microprocessor.   

4. Imp-16 is the 16 bit microprocessor. 

5. Motorola MC68000 is 32 bit microprocessor. 

6. Intel 64 is 64 bit microprocessor designed for the purpose of gaming console. 

7. Multi core processors. 

8. RISC processors. 

2.3 Parallel computing 

It is a form of computation in which many calculations are carried out simultaneously operating on the principle that 

large problems can often be divided into smaller ones, which are then solved concurrently ("in parallel"). Instead of 

processing all of a long word on one integrated circuit, multiple circuits in parallel processed subsets of each data 

word.  

 There are several different forms of parallel computing: bit-level, instruction level, data, and task parallelism. 

Parallelism has been employed for many years, mainly in high-performance computing, but interest in it has grown 
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lately due to the physical constraints preventing frequency scaling. As power consumption (and consequently heat 

generation) by computers has become a concern in recent years, parallel computing has become the dominant 

paradigm in computer architecture, mainly in the form of multi-core processors. 

Parallel computers can be roughly classified according to the level at which the hardware supports parallelism, 

with multi-core and multi-processor computers having multiple processing elements within a single machine, 

while clusters, MPPs, and grids use multiple computers to work on the same task. Specialized parallel computer 

architectures are sometimes used alongside traditional processors, for accelerating specific tasks. 

 Communication and synchronization between the different subtasks are typically some of the greatest obstacles to 

getting good parallel program performance. The maximum possible speed-up of a single program as a result of 

parallelization is known as Amdahl's law. 

 

2.4 Amdahl’s Law 

Amdahl's law, also known as Amdahl's argument, is used to find the maximum expected improvement to an overall 

system when only part of the system is improved. It is often used in parallel computing to predict the theoretical 

maximum speed up using multiple processors. The speedup of a program using multiple processors in parallel 

computing is limited by the time needed for the sequential fraction of the program. 

2.5 Access to Memory 

 

Closest to the processor is Level 1 (L1) cache; this is very fast memory used to store data frequently used by the 

processor. Level 2 (L2) cache is just off-chip, slower than L1 cache, but still much faster than main memory; L2 

cache is larger than L1 cache and used for the same purpose. Main memory is very large and slower than cache and 

is used, for example, to store a file currently being edited in Microsoft Word. Most systems have between 1GB to 

4GB of main memory compared to approximately 32KB of L1 and 2MB of L2 cache. Finally, when data isn’t 

located in cache or main memory the system must retrieve it from the hard disk, which takes exponentially more 

time than reading from the memory system.  

If we set two cores side-by-side, one can see that a method of communication between the cores, and to main 

memory, is necessary. This is usually accomplished either using a single communication bus or an interconnection 

network. The bus approach is used with a shared memory model, whereas the inter-connection network approach is 

used with a distributed memory model. After approximately 32 cores the bus is overloaded with the amount of 

processing, com 

 



 

 

                                IJRIT International Journal of Research in Information Technology, Volume 2, Issue 9, September 2014, Pg. 907-916 
 

Kirti Kaushik, IJRIT  913 

 

Multi-core processors seem to answer the deficiencies of single core processors, by increasing bandwidth while 

decreasing power consumption. With the same source voltage and multiple cores run at a lower frequency we see an 

almost tenfold increase in bandwidth while the total power consumption is reduced by a factor of four. 

2.6 Multi-Processor vs. Multi-Core Systems 

A CPU, or Central Processing Unit, is what is typically referred to as a processor. A processor contains many 

discrete parts within it, such as one or more memory caches for instructions and data, instruction decoders, and 

various types of execution units for performing arithmetic or logical operations. 

A multiprocessor system contains more than one such CPU, allowing them to work in parallel. This is called SMP, 

or Simultaneous Multiprocessing. 

A multi-core CPU has multiple execution cores on one CPU. Now, this can mean different things depending on the 

exact architecture, but it basically means that a certain subset of the CPU's components is duplicated, so that 

multiple "cores" can work in parallel on separate operations. This is called CMP, Chip-level Multiprocessing. 

For example, a multi-core processor may have a separate L1 cache and execution unit for each core, while it has a 

shared L2 cache for the entire processor. That means that while the processor has one big pool of slower cache, it 

has separate fast memory and arithmetic/logic units for each of several cores. This would allow each core to perform 

operations at the same time as the others. 

There is an even further division, called SMT, Simultaneous Multithreading. This is where an even smaller subset of 

a processor's or core's components is duplicated. For example, an SMT core might have duplicate thread scheduling 

resources, so that the core looks like two separate "processors" to the operating system, even though it only has one 

set of execution units. One common implementation of this is Intel's Hyper threading. 

 

Thus, you could have a multiprocessor, multi-core, multithreaded system. Something like two quad-core, hyper-

threaded processors would give you 2x4x2 = 16 logical processors from the point of view of the operating system. 

Ideally, a dual core processor is nearly twice as powerful as a single core processor. In practice, performance gains 

are said to be about fifty percent: a dual core processor is likely to be about one-and-a-half times as powerful as a 

single core processor. 

3. Cache Coherence 

In computing, cache coherence is the consistency of shared resource data that ends up stored in multiple local 

caches. When clients in a system maintain caches of a common memory resource, problems may arise with 

inconsistent data. This is particularly true of CPUs in a multiprocessing system. Referring to the illustration on the 

right, if the top client has a copy of a memory block from a previous read and the bottom client changes that 

memory block, the top client could be left with an invalid cache of memory without any notification of the change. 

Cache coherence is intended to manage such conflicts and maintain consistency between cache and memory. 
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3.1 Homogeneous vs. Heterogeneous Cores 

Homogenous cores are all exactly the same: equivalent frequencies, cache sizes, functions, etc. However, each core 

in a heterogeneous system may have a different function, frequency, memory model, etc. There is an apparent trade-

off between processor complexity and customization. All of the designs discussed above have used homogeneous 

cores except for the CELL processor, which has one Power Processing Element and eight Synergistic Processing 

Elements. Homogeneous cores are easier to produce since the same instruction set is used across all cores and each 

core contains the same hardware. But are they the most efficient use of multi-core technology? Each core in a 

heterogeneous environment could have a specific function and run its own specialized instruction set. Building on 

the CELL example, a heterogeneous model could have a large centralized core built for generic processing and 

running an OS, a core for graphics, a communications core, an enhanced mathematics core, an audio core, a 

cryptographic core, and the list goes on. This model is more complex, but may have efficiency, power, and thermal 

benefits that outweigh its complexity. With major manufacturers on both sides of this issue, this debate will stretch 

on for years to come; it will be interesting to see which side comes out on top. 

 

4. Future Work 

Multi-core processors are architected to adhere to reasonable power consumption, heat dissipation, and cache 

coherence protocols. However, many issues remain unsolved. In order to use a multi-core processor at full capacity 

the applications run on the system must be multithreaded. There are relatively few applications (and more 

importantly few programmers with the know-how) written with any level of parallelism. The memory systems and 

interconnection net-works also need improvement. And finally, it is still unclear whether homogeneous or 

heterogeneous cores are more efficient.  

A microprocessor control program (embedded software) can be easily tailored to different needs of a product line, 

allowing upgrades in performance with minimal redesign of the product. Different features can be implemented in 

different models of a product line at negligible production cost. 

Microprocessor control of a system can provide control strategies that would be impractical to implement using 

electromechanical controls or purpose-built electronic controls.  

General-purpose microprocessors in personal computers can be used for computation, text editing, multimedia 

display, and communication over the Internet. Many more microprocessors are part of embedded systems, providing 

digital control over myriad objects from appliances to automobiles to cellular phones and industrial process control. 

5. Conclusion 

The improvement in performance gained by the use of a multi-core processor depends very much on the software 

algorithms used and their implementation. In particular, possible gains are limited by the fraction of the software 

that can be run in parallel simultaneously on multiple cores; this effect is described by Amdahl's law. In the best 

case, so-called embarrassingly parallel problems may realize speedup factors near the number of cores, or even more 

if the problem is split up enough to fit within each core's cache(s), avoiding use of much slower main system 

memory. Most applications, however, are not accelerated so much unless programmers invest a prohibitive amount 

of effort in re-factoring the whole problem. 

Before multi-core processors the performance increase from generation to generation was easy to see, an increase in 

frequency. This model broke when the high frequencies caused processors to run at speeds that caused increased 

power consumption and heat dissipation at detrimental levels. Adding multiple cores within a processor gave the 

solution of running at lower frequencies, but added interesting new problems.  
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