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Abstract 
 

 
Given a set of machines and a set of Web applications with dynamically changing demands, an online application 

place- ment controller decides how many instances to run for each application and where to put them, while 

observing all kinds of resource constraints. This NP hard problem has real us- age in commercial middleware 

products. Existing approxi- mation algorithms for this problem can scale to at most a few hundred machines, and may 

produce placement solu- tions that are far from optimal when system resources are tight. In this paper, we propose a 

new algorithm that can produce within 30 seconds high-quality solutions for hard placement problems with thousands 

of machines and thou- sands of applications. This scalability is crucial for dynamic resource provisioning in large-

scale enterprise data centers. Our algorithm allows multiple applications to share a single machine, and strives to 

maximize the total satis ed applica- tion demand, to minimize the number of application starts and stops, and to 

balance the load across machines. Com- pared with existing state-of-the-art algorithms, for systems with 100 

machines or less, our algorithm is up to 134 times faster, reduces application starts and stops by up to 97%, and 

produces placement solutions that satisfy up to 25% more application demands. Our algorithm has been imple- 

mented and adopted in a leading commercial middleware product for managing the performance of Web 

applications.We develop a set of heuristics that prevent overload in the system effectively while saving energy used. 

Trace driven simulation and experiment results demonstrate that our algorithm achieves good performance. 

Index Ter ms—Management of Computing and Information Systems|System Management 

 

1 Introduction 
 
To utilize system resources more e ectively, modern Web applications typically run on top of a middleware system 

and rely on it to dynamically allocate resources to meet their performance goals. Some middleware systems use 

clustering technology to improve scalability and availability, by inte- grating multiple instances of an application, and 

presenting them to the users as a single virtual application. 

Virtual machine monitors (VMMs) like Xen provide a mechanism for mapping virtual machines (VMs) to physical 

resources. This mapping  is largely hidden from the cloud users. Users with the Amazon  EC2 service , for example, 

do not know where their VM instances run. It is up to the cloud provider to make sure the underlying physical 

machines (PMs)  have sufficient resources to meet their needs. VM live migration technology makes it possible to 

change the mapping between VMs and PMs while applications are running. However, a policy issue remains as how 
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to decide the mapping  adaptively so that the resource demands of VMs are met while the number of PMs used is 

minimized.  This is challenging  when the resource needs of VMs are heterogeneous  due  to the diverse set of 

applications they run and vary with time as the workloads grow and shrink. The capacity of PMs can 

 

 

2. Existing System 
 
Virtual machine monitors (VMMs) like Xen provide a mechanism for mapping virtual machines (VMs) to physical 

resources. This mapping  is largely hidden from the cloud users. Users with the Amazon  EC2 service, for example, 

do not know where their VM instances run. It is up to the cloud provider to make sure the underlying physical 

machines (PMs)  have sufficient resources to meet their needs. VM live migration technology makes it possible to 

change the mapping  between VMs and PMs While  applications are running. The capacity of PMs can also be 

heterogeneous because multiple generations of hardware coexist in a data center. 

DISADVANTAGES OF EXISTING SYSTEM: 

•         A policy issue remains as how to decide the mapping adaptively so that the resource demands of VMs are met 

while the number of PMs used is minimized. 

•         This  is  challenging  when  the resource needs of VMs are heterogeneous  due  to  the  diverse  set of 

applications they run and vary with time as the workloads grow and shrink. The two main  disadvantages are overload 

avoidance and green computing. 

A running application instance's consumption of CPU cy- cles and IO bandwidth  depends on the request rate. As for 

memory, our system periodically and conservatively esti- mates the upper limit of an application's near-term memory 

usage, and assumes that this upper limit does not change until the next estimate update point, because of several 

practical reasons. First, a signi  cant  amount of memory is consumed by an application instance even if it receives no 

requests. Second, memory consumption  is often related to prior application usage rather than its current load due to 

data caching and delayed garbage collection. Third, be- cause an accurate projection  of memory  usage is di cult and 

many applications cannot run when the system is out of memory, it is more reasonable to use the conservatively 

estimated upper limit for memory consumption. 

4 Related Works 
 

The problem of dynamic application placement in response to changes in application demands have been studied 

before. The algorithm proposed by Kimbrel et al. [6, 8] is the closest to our work. The comparison in Section 4 shows 

that our algorithm signi cantly and consistently outperforms this al- gorithm.  The biggest di erence between the two 

algorithms is that, in the previous algorithm, the placement decisions for individual machines are not 

isolated|stopping one appli- cation instance on one machine may lead to reconsideration of the placement decisions 

for all the other machines.A  popular  approach to dynamic  server provisioning  is to allocate full machines to 

applications as needed [3], which does not allow applications to share machines. In contrast, our placement controller 

allows this sharing and is optimized for it. The algorithm proposed by Urgaonkar et al. [17] al- lows applications  to 

share machines, but it does not dynam- ically change the number of instances of an 묜pplication, does not try to 

minimize placement changes, and only considers a single bottleneck resource. 
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5. Proposed System 
 

In this paper, we present the design and implementation  of an automated resource management system that achieves 

a good balance between the two goals. Two goals are overload avoidance and green computing.  

1.        Overload avoidance: The capacity of a PM should be sufficient to satisfy the resource needs of all VMs 

running on it. Otherwise, the PM is overloaded and can lead to degraded performance of its VMs. 

2.        Green computing: The number of PMs used should be minimized  as long as they can still satisfy the needs of 

all VMs. Idle PMs can be turned off to save energy. 

 

ADVANTAGES OF PROPOSED SYSTEM: We make the following contributions: 

         We develop a resource allocation system that can avoid overload in the system effectively while minimizing the 

number of servers used. 

        We introduce the concept of “skewness” to measure the uneven utilization  of a server. By minimizing skewness, 

we can improve  the overall utilization  of servers in the face of multidimensional resource constraints. 

        We design a load prediction algorithm that can capture the future resource usages of applications accurately 

without looking inside the VMs. The algorithm can capture the rising trend of resource usage patterns and help reduce 

the placement churn significantly. 

 
 

6 Conclusions 
 
 
In this paper, we proposed an application  placement con- troller that dynamically  starts and stops application 

instances in response to changes in application demands. It allows multiple  applications to share a single machine. 

Under mul- tiple resource constraints, it strives to maximize  the total satis  ed application demand, to minimize  the 

number of application  starts and stops, and to balance the load across machines.  It signi cantly and consistently 

outperforms the existing state-of-the-art algorithm [6, 8]. Compared with [6, 8], for systems with 100 machines or 

less, our algorithm is upto 134 times faster, reduces unnecessary application  starts and stops by up to 97%, and 

produces solutions that satisfy up to 25% more application demands. 
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