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Abstract 

This paper examines detection mechanisms on Distributed Denial-of-Service (DDoS) attacks and offensive 

algorithms. Distributed Denial-of-Service (DDoS) attacks have been identified as a major threat to today’s Internet 

services. Being a new kind of DoS attack, that is mostly built on detection flooding consequence, rather than the 

causes of the traffic surge. Thus, we provide a distributed change-point detection (DCD) architecture using change 

aggregation trees (CAT). The idea is to detect abrupt traffic changes across multiple network domains at the earliest 

time. This is because prior detection of DDoS attack reduces flooding damage. The rest of the paper gives an 

overview of other techniques in tackling DDoS attacks, such as, Collaborative Peer to Peer Defense Mechanism for 

DDoS Attacks, Tackling Application-layer DDoS Attacks. We conclude by proposing a novelty metrics, Bayesian 

inference to traffic analysis, which often uses the meta-data of a network to uncover hidden patterns of a network 

flow of data.  

Keywords: Network attack. DDoS, Bayesian inference, Change-point Detection 

1. Introduction 

A comprehensive solution to DDoS attacks requires tocover the global effects over a wide area of autonomous 

system (AS) domains on the Internet [1, 3]. Obviously, the global-scale defense is too costly for a real-life 

implementation. In reality, we build a DDoS defense system over a limited number of network domains serviced by 

the same Internet service provider (ISP). These ISP network domains cover the edge networks where the protected 

systems are physically connected. At the early stage of a DDoS attack, the traffic changes are difficult to detect 

because low traffic fluctuations are not observable. Monitoring the Internet traffic at individual flow level is cost 

prohibitive to cover all possible flows. Meanwhile, the global traffic in wide-area network is tremendously large to 

perform real-time detection of network anomalies, effectively. To be cost-effective, we propose to monitor the 

traffic at a superflow level. A superflow contains all packets destined for the same network domain from all possible 

source IP addresses and applies various protocols such as TCP or UDP, etc. This detection level covers the 

aggregate from individual traffic flows. 

A collaborative peer to peer defense mechanism detects attack at victim edge router and sends the alert messages to 

the neighboring nodes which allow them to proactively defend themselves. Our research studies [2] showed that in 
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internet environment, we can deploy defense solutions on three locations; first near source node, second at backbone 

node and third at victim node (these node could be network or machines). Here each location has its own advantages 

and disadvantages of solution deployment. Attack detection near the source node can reduce the collateral damage 

but very distributed nature of attack make it harder for defense solution to detect attack traffic and may result in high 

false positive. Deploying defense solution at backbone has a tradeoff between efficiency and treat to the core 

network. Third location is victim machine or network, which is the ultimate goal of DDoS attacks for destruction. At 

this location, we have enough information that can be useful to differentiate between legitimate and illegitimate 

packets with less false/positive. 

In application-layer DDoS attacks, attackers attack the victim server through a flood of legitimate requests. In this 

attack model, any zombie machine has to establish a TCP connection with the victim server, which requires a 

genuine IP address; otherwise, the TCP connection cannot be established. HTTP flood is a well-known example of 

application-layer DDoS attacks. CAPTCHA (Completely Automated Public Turing test to tell Computers and 

Humans Apart) puzzles [4, 7] are one of the proposed techniques against application-layer DDoS attacks. 

2. Related works 

DDoS attacks often come with widespread worms [6]. The attacker often exploits the huge resource asymmetry 

between the Internet and the victim systems [2]. The flooding traffic is large enough to crash the victim machine by 

communication buffer overflow, disk exhaustion, or connection link saturation, etc. A plethora of DDoS defense and 

response mechanisms have been suggested in the past, including IP traceback  [1, 5, 8], packet filtering [11], and 

flood pushback [9]. More sophisticated intrusion detection systems [19, 32] and DDoS defense schemes [10, 13, 11, 

14] have been recently proposed. Researchers have attempted to combat repeated DDoS attacks [12]. Others use 

overlay networks [15], DDoS-resilient scheduling [16] and trust-negotiation [17] approaches to establishing trust. 

In this paper, we propose a new distributed aggregation scheme based on change-point detection across multiple 

network domains. This scheme is extended from the single-domain change-detection scheme reported in [18]. We 

establish the cooperation among communicating network domains. This enables the building of an early warning 

system for DDoS defense across multiple ISP domains. Our DCD scheme is capable of tracing back automatically, 

once the detection is successfully carried out. The global CAT tree detects the network anomalies incurred on the 

fly. We also consider other approaches, as well as propose a novel algorithm, for example Bayesian analysis. 

 

Table 1: Notation and Abbreviations in this Paper. 

Symbol  Definition Abbreviation Meaning  
        α  Traffic inertia 

factor 
 ATR Attack transit 

router 
        β Router detection 

threshold 
CAT Change aggregation 

tree 

       θ  CAT detection 

threshold 
 SIP  Secure 

infrastructure 

protocol 

     Rd  DDoS detection 

rate 
ISP  Internet service 

provider 

   Rfp  False-positive 

alarm rate 
 DCD Distri. change-

point detection 

   DR  Traffic deviation 

ratio in 

the I/O ports of a 

router 

DETER Cyber Defense 

Technology 

Experimental 

Research 
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3. Distributed Change-Point Detection 

The DCD scheme detects DDoS flooding attacks by monitoring the propagation patterns of abrupt traffic changes at 

distributed network points. Once a sufficiently large CAT tree is constructed to exceed a preset threshold, an attack 

is declared. This section presents the principles behind the DCD system. We focus on traffic 

3.1. The DCD system architecture 

Figure 2 presents the system architecture of the DCD scheme. The system is deployed over multiple AS domains. 

There is a central CAT server in each domain. The system detects traffic changes, checks flow propagation patterns, 

aggregates suspicious alerts, and merge CAT subtrees from collaborative servers into a global CAT tree. The root of 

the global CAT tree is at the victim end. Each tree node corresponds to an ATR. Each tree edge corresponds to a 

link between the attack-transit routers.                                

 

Fig.2. Distributed change detection of DDoS attacks over multiple AS domains. (a) Multi-domain DDoS defense 

system; (b) Inter-domain communication via VPN tunnels or overlay network atop the CAT servers in 4 domains. 

                           

Our system has a hierarchical detection architecture. There are three layers in this architecture. At the lowest layer, 

individual router functions as a sensor to monitor local traffic fluctuations. A change-point detection program 

(Algorithm 1) is executed on each router. Considering the directionality and homing effects in a DDoS flooding 

attack, routers check how the wavefront changes. A router raises an alert and reports an anomalous traffic pattern to 

the CAT server. The second layer is at each network domain level. The CAT server constructs a CAT subtree 

according to alerts collected. The subtree displays a spatiotemporal vision of the attack superflow in the domain. At 

the highest layer, the CAT servers at different domains form an overlay network. For security precaution, they 

communicate with each other through virtual private network (VPN) channels. All CAT servers send their locally-

generated CAT subtrees to the edge server in the destination domain, where the victim is attached. By merging CAT 

subtrees from cooperative domains, the destination server has a global picture of the attack. The larger is the global 

CAT tree so constructed, the higher is the threat experienced. The CAT detection scheme does not need to specify 
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an absolute threshold on traffic volume. The detection is done by checking the number of nodes (routers) raising the 

alerts from the CAT subtree. Figure 3 illustrates how a CAT subtree rooted at the end router is constructed by 

merging the alert reports from 9 ATRs. The upstream and downstream ATRs report to the CAT server during each 

monitory cycle. 

                                            

Fig.3. Construction of a change aggregation tree for the flooding pattern reported by 9 attack-transit routers in Fig.1, 

where the victim host is connected to the end router R0 

 

Using Algorithm 2, the server constructs a CAT rooted at the end router R0. The server recursively scans through all 

upstream routers to construct the tree. The CAT presents a traffic-flow tree pattern rooted at the router connected to 

the edge network, where the victim is attached. With sufficient exchange of alert information from related domains, 

the system can detect the DDoS flooding attack at very early launching stage, before the attacking flows hit the 

victim network. 

The flow-level detection can distinguish among several DDoS attacks. We monitor the traffic change based on the 

homing effects of the victim address. Each CAT tree is uniquely constructed for flooding streams towards the same 

destination in an edge network. When multiple DDoS attacks are launched concurrently against multiple victims, 

there are multiple CAT trees to be constructed and they are completely distinguishable. The shape of the CAT tree 

corresponds to th attacking traffic paths. 

Surely the attacker can randomly choose zombies in an attack. In addition, the group of zombies can be changed 

dynamically during the attack. However, the random selection of zombies will not impact our detection results, 

because the CAT tree is constructed on the fly. 

Essentially, different distribution of zombies results in different CAT tree. Since the detection criterion is not the 

shape but the size of the CAT tree, changing zombie distribution will not weaken our detection capability. 

In change-detection problems, if pre-change and postchange distributions are known, the CUSUM statistic has been 

suggested to solve the problem [5]. We adopt a nonparametric approach for its simplicity. Let t1, t2,…, tm be discrete 

time instants and x(tm, i) be the number of packets received by a router during time slot m at port i. The historical 

estimate of the average number of packets is defined iteratively by: 

               X(tm, i) = (1-𝜶). X(tm-1, i) + 𝜶.𝒙(tm, i) (1) 

 

where 0 < α < 1 is an inertia factor showing the sensitivity of the long-term average behavior to the current traffic 

variation. Higher α implies more dependence on the current variation. We define below Sin(tm, i) as the deviation of 

input traffic from the average at time slot tm. 
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Sm(tm, i)  max {0,Sm(tm-1, i) + x(tm, i) – X (tm, i)} (2) 

 

The subscript in indicates that this is the statistics of the incoming traffic. While a DDoS flooding attack is launched, 

the cumulative deviation is noticeably higher than the random fluctuations. Since Sin(tm, i) is sensitive to the 

changes in the average of the monitored traffic [5], we measure the abnormal deviation from historical average as 

follows. Let the deviation from average (DFA) be the indicator of such an attack. The incoming traffic DFA is 

defined below at port I at time tm. 

DFAm (tm, i)  = Sm (tm, i)/X(tm, i)    (3) 

 

If the DFA exceeds a router threshold β, the measured traffic surge is considered a suspicious attack. The threshold 

β measures the magnitude of traffic surge over the average traffic value. This parameter is preset based on previous 

router use experience. In a monitoring window of 100 ms to 1 s, a normal superflow is rather smooth due to 

statistical multiplexing of all independent flows heading for the same destination [22]. If there is no DDoS attack, 

we expect a small deviation rate far below β. 

In general, we work in the range 2 ≤ β ≤ 5. For outgoing traffic, we define y(tm, i) as the number of packets at time 

tm leaving at port i and be the historical average of departed packets. Similarly, we have: 

Y(tm, i) = (1-𝜶) . Y(tm-1, i) +  . y (tm, i)                                                                                     (4) 

Sout (tm, i) = max{0, Sout (tm-1, i)  + y (tm, i) – Y(tm, i) }                                                            (5) 

The above equations will be used to specify the change-detection algorithms in subsequent sections. 

 

3.2. Constructing Subtrees at Domain Servers 

This section describes the CAT subtree construction at each CAT server in a single network domain. Different 

subtrees are generated in multiple network domains. The global CAT tree is generated by merging all subtrees. 

While the flooding traffic merges at the victim end, the routers along the paths capture suspicious traffic patterns. 

The router reports the identifier of a superflow causing the traffic surge. Since all routers are under the same ISP 

authority and work cooperatively, each router knows their immediate neighbors. Using the reported status 

information, the domain server detects the traffic flood based on the CAT tree constructed. The alert message 

provides the upstream and downstream router identifiers. Since all routers are under the same authority and they 

work cooperatively, each router knows their immediate neighbors. The alert message provides information for CAT 

server to include the routers in the CAT subtree. The main purpose of sendingt then flow status message reports 

where the suspicious flows are captured. 

To indicate the location of a suspicious flow, the router identifier must send. We need to identify the superflow 

identifier of the n-bit prefix of the destination IP addresses. To construct the CAT, the status report provides the 

upstream and downstream router identifiers instead of router I/O port numbers. Using the reported status 

information, the domain server constructs the CAT tree gradually after receiving the alert reports from the ATRs. 

Table 2 summarizes the information carried in a typical alert message from an ATR. The output of Algorithm 2 is a 

single-domain CAT subtree similar to the one shown in Fig.3. The CAT tree is specified by a hierarchical data 
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structure. The root node carries the superflow ID, the number of routers involved, root node ID, and the count of 

child nodes at the next level. 

Table 2: Alert message reported by Router 

Parameters   Brief Description 

nd_id The router ID, 

fl_id  The superflow ID 

up_num Number of upstream 

nodes 

dn_num Number of downstream 

nodes 

up_id node ID of upstream 

node 

dn_id node ID of downstream 

node 

Router status Suspicious attack or 

normal traffic 

 

To clarify the control flow, this construction process is specified by a flowchart in Fig. 5. The next level lists the pair 

of information {L1 node ID, count of children at next level L2}. This process continues until reaching the leave 

nodes of the tree. The CAT subtree is sent to the CAT server of the destination domain. In Algorithm 2, the domain 

server constructs the CAT subtree based on collected status reports from the routers. Routers detected no attacks are 

not involved in the tree construction. 

Starting from the node Rmin with a minimum ID in Fig.5, the CAT server takes it as the root node. The server scans 

through upstream child nodes identified by up_id. This descendent search is performed iteratively until the leaf 

nodes are reached. If there is a downstream router Rdn, we take router Rdn as the new root and repeat the procedure. 

Meanwhile, the descendent search procedure is repeated for all upstream routers of root Rdn. Then we check the 

downstream router of Rdn and repeat the procedure until the downstream router is out of the domain boundary. 

3.3. Global Tree Construction at Victim End 

In a DDoS flooding attack, the attacker often recruits many zombies distributed over the Internet. The flooding 

traffic may travel through multiple AS domains before reaching the edge network, where the victim is physically 

attached. Routers at the upstream domains observe the suspicious traffic flows earlier than routers at the downstream 

networks. Our DCP detection system was designed to have strong collaborations among all domain servers along the 

superflow paths. Algorithm 3 specifies the merge of CAT subtrees for detecting DDoS attacks across multiple 

network domains. The CAT subtrees constructed at all traversed domains must be merged to yield a global CAT tree 

at the destination domain. 

The final declaration of a DDoS attack is the result of threshold detection using the global CAT tree. Not only the 

victim network launches appropriate countermeasures, but also some traceback actions are to be taken by all attack-

transit routers along the superflow paths. The actions include dropping of suspicious packets or rate limiting against 

the flows. 

The global CAT tree corresponds to the flooding attack flows. The leaf nodes are directly related to the zombies 

used. The height of the global CAT tree corresponds to the superflow hop count. Some highly distributed attacks 

may recruit hundreds of zombies, the global CAT tree may cover a wide area on the Internet. Therefore, we use the 
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global CAT tree profile θ as a global detection threshold. The CAT profile indicates how many routers observed 

abnormal traffic surges. Thus θ is an integer bounded by the number of ATRs in a domain. The tree width and 

height thus reveal the scope of the DDoS attack. Through experiments on DETER testbed, we obtain the global 

detection threshold value by training from some attack datasets. Theses threshold values have yielded the highest 

detection rate and lowest false positive rate during the training period. On receiving subtrees from upstream CAT 

servers, the CAT server in the destination domain builds the global CAT tree from its local subtree. Once the global 

CAT tree is formed, the server compares the CAT profile with the global detection threshold θ to decide on a DDoS 

attack. 

An alert is raised and necessary countermeasure is triggered, accordingly. Figure 7 shows an example network 

environment involving six AS domains. The victim system is located in the AS1 domain. Zombies are scattered 

widely in Internet outside the illustrated domains. By detecting abnormal traffic changes in each domain, the CAT 

server creates a CAT subtree locally at each domain using Algorithm 2. 

Figure 7(b) shows three steps taken to merge the 6 subtrees generated by 6 CAT servers of 6 AS domain. All 6 

subtrees are resulted from checking the packets belonging to the same superflow traffic destined for the same 

domain AS1. Five subtrees generated at AS 2, AS3, AS4, AS5, and AS6 at upstream domains are sent to AS1 at 

Step 2. Then, the concatenated CAT subtrees are connected to the downstream subtree at AS1. Thus the global CAT 

tree is finally rooted at the last hop router to an edge network R0 that is attached to the victim system. 

Algorithm 1: Traffic surge detection at router level 

Input: x(t, i) and y(t, i): Incoming and outgoing packets at 

               time t and port I, respectively 

                       X ( t m − 1 , i ) : Historical average of packet arrivals 

                                    up to time m-1 at port i 

              Y ( tm − 1 , i ) : Historical average of outgoing packets 

                                   up to time m-1 at port i 

Router detection threshold β based on past experience 

 

Output: Alert messages sent to the central CAT server. 

Procedure: 

01: Update historical average of I/O packets in a flow 

02: Calculate DFAin using Eq. (3) 

03:     If DFAin ≥ β Then Calculate DR using Eq 

04:                     If DR ≈ 1.0 Then Suspicious pattern detected. 

                 Send out an alert message to CAT server. 

05: Else Nothing suspicious. 

              Send out a regular status message to CAT server. 

Algorithm 2: CAT Subtree Construction in a Single Domain Server 

Input: Traffic alert messages received from all routers In the same AS domain 

Output: A data structure describing the CAT subtree constructed in this domain 

Procedure: 

01: Read all suspicious patterns in and arrange them according to router ID 

02: Start from the suspicious node with minimum ID Rmin 

03: root � Rmin 

04: read the upstream node number up_num 

05: read the downstream node number dn_num 

06: node_number � node_number + up_num - 1 

07:    While up_num > 0 

08:                        Read in one upstream node Rup 

09:                       Add Rup as a leaf node 

10:                       scan through its upstream nodes 

11:                      up_num � up_num – 1 

12:   End While 

13: While dn_num = 1 

14: Read the downstream node Rdn; 
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15: root � Rdn 

16: node_number � node_number + 1 

17: Scan through other upstream nodes of new root; 

18: dn_num � dn_num of the new root 

19: End While 

 

4. Collaborative Peer to Peer Defense Mechanism for DDoS Attacks scheme 

Each network connected to internet is working according to local policies defined by its operator. Attacks can be 

generated/ propagated either by central source propagation and or by back chaining propagation. Due to the 

distributed nature of internet, we proposed a peer-to-peer distributed alliance of defense node architecture. The 

following factors was considered while proposing the defense mechanism. 

• Sudden increase in traffic at some node can be possible attack indicator. 

• Although DDoS attack is originated from source but sometimes it causes the disruption in the whole 

communication channel. Considering distributed nature of attack it is proposed that the defense must be deployed in 

such a way that between source and victim each defense node can collaborates with each other to effectively prevent 

the attack at any location of network. 

• To work efficiently in peer to peer fashion each node along the traffic path should be aware of present network 

condition so it can deploy better threat avoidance techniques. The information collaboration channel must be secure 

and can have tendency to mitigate the wrong alerts . 

• After detecting attack we filter traffic by deploying XOR packet marking scheme. Packet encoding in IP header 

identification field will help us to distinguish between privileged and un-privileged traffic 

• The defense mechanism should have ability to support the incremental nodes without disturbing the general 

network flow [26]. 

Like every other defense solution, we have also analyzed the traffic behaviors and used attack signatures to identify 

the DDoS attack. Traffic model is distinct by the sequence of number of packets at time slots at each monitoring 

point, which is modeled by the specific time slot d, window size D and metric of each slot. All incoming and 

outgoing traffic patterns are modeled as following data vectors. Traffic pattern A= (a1, a2,, an). Correlation 

coefficient will identify the traffic pattern correlation, we marked ’I’ as incoming pattern and ’O’ as outgoing 

represented in equation1. 

               r(I, O) =    
1

𝑥𝑆𝑖𝑛  𝑆𝑜𝑢𝑡
     𝑖𝑦 −  𝐼 (𝑂𝑦 −  𝑂)𝑥

𝑦=1                                            (1) 

                                                 

 
 

 𝑠𝑖𝑛  =     
1

𝑥
  𝑖𝑦 −  𝐼 

2𝑥
𝑦=1   

𝑠𝑜𝑢𝑡 =  
1

𝑥
  𝑜𝑖 −  𝐼 2𝑥
𝑦=1

 
                                                                                                  

 The difference of traffic window size is represented as amplifier rate represented in equation 2. 

aIO     = 
 (𝐼(𝑘)𝑂(𝑘))𝑁
𝐾=1

 (𝐼(𝑘)2)𝑁
𝐾=1

                                                                         (2) 
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Large aIO value shows the amplification in traffic. When peering node detects the DDoS attack it will extract a rate 

limit with following attack flow identifiers (IP Protocol Type, Server Port Number, TTL Value, IP Packet Header 

Length, IP/TCP/UDP checksums). After attack detection the system will generate alerts to all peering nodes along 

the traffic path. Based on attack alert, routers will deploy rate limiting. Attack alert has very critical role in our 

proposed scheme. A smart attacker can generate false attack alert to confuse the system and this alert will force 

routers to activate rate limiting and packet filtering. Alert should be propagated in secure environment because if the 

router is compromised than a part legitimate traffic may be dropped. Proposed scheme imply rate limiting for the 

traffic which contains attack signature. rateo(Pa)=ratei(Pa) ∗ ∂(con f idencea) Here ∂(con f idencea) ≤ 1 is referred to 

be the confidence level of identified attack signature. When ∂(con f idencea) = 0 than ∂(con f idencea) = 1. 

For better understanding of proposed scheme, suppose Node A and B is suspected as an attack generator for node Y. 

Both attacking nodes used node Z to forward traffic to Y. Obviously it is better to send the attack signature to Z on 

priority bases rather than other peering nodes. On receiving alert message the neighbor will discard the duplicate 

alert signature and forward it to its neighbor peering node. Based on the attack signatures information, each node 

adjust rate limit accordingly. 

5. Application of Bayesian Inference to DDoS Attack Defense Mechanism 

 

5.1. Anonymity Systems 

Anonymous communications allow conversing parties on a network to exchange messages without revealing their 

network identifiers to each other or to third party observers. This security property is of special importance to ensure 

privacy, support important protocols such as on-line polls, or enable high-security government or military 

communications to use commodity network infrastructures. The most practical proposal for engineering anonymous 

communications is the mix, proposed by David Chaum [19] in 1981 (although early ideas were already in his 

Masters thesis in 1979). A mix is a network router offering a special security property: it hides the correspondences 

between its input and output messages, thus providing some degree of anonymity. A large body of research, 

surveyed in [20], is concerned with extending and refining mix based protocols. 

The first engineering challenge to build a mix is to ensure that messages entering and leaving the network are 

cryptographically unlinkable, though a public-key operation inside the mix—most often decryption.  Modern 

proposals allow the chaining of multiple mixes, without leaking any information about the number of mixes on a 

path, or the position of each mix. They also allow users to build anonymous addresses that can be used to route mail 

back to them anonymously by anyone in the network.  

The difficult design choices mix engineers face relate to achieving traffic analysis resistance for mix networks. This 

means that timing and volume of messages should not betray any information that would allow an adversary to link 

incoming and outgoing messages of the anonymity infrastructure. Typical mix architectures achieve this by allowing 

senders to relay their messages over a sequence of mixes, called a path. Security has to be achieved under severe 

constraints: messages have to be routed in a timely fashion [21], the number of connections maintained by each mix 

is restricted [22], the adversary might be able in inject messages in the network, all clients might not know all mix 

routers, rogue mixes might be dropping messages [23], or the architecture may have to be fully peer-to-peer. 

Complexity of protocols increases to full all these goals, and information may leak as a result about who is talking to 

whom, through the careful study of traffic patterns and compromised or rogue nodes. 

This work is concerned with making use of traffic patterns of messages as they transmit through a mixed based 

anonymity to infer when an abnormal or traffic surge has occurred—this is DDoS supreme attacking mechanism. 

5.2. Traffic Analysis 
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Traffic analysis is a family of techniques used to infer information merely from the meta-data of communications. It 

can be applied to unprotected or even encrypted [24] communications, like email or web-traffic, to infer users' social 

networks and interests. In the context of anonymous communications it refers to tracing who is sending messages to 

whom, therefore compromising their security. 

The most naive ―brute force‖ approach to the traffic analysis of mix systems is succinctly presented by J.F. 

Raymond [25], alongside many basic attacks that later became the focus of intense research: 

 The attacker first follows a message from a sender to a first mix node. 

 The attacker then follows every  (t)  message that the first node releases. The adversary needs to follow messages 

going to anywhere between t and 1 different nodes. If all messages are sent to either the same mix node or 

recipients, the attacker only needs to monitor one node. On the other hand, if all the messages are sent to different 

nodes, the attacker needs to observe  t  different mix odes. 

 The process continues like this until messages reach the d
th

 level nodes. The attacker then need only ―follow‖ 

messages leaving the mix network (i.e. going to recipients) 

 

 

5.3. Bayesian Inference 

Bayesian inference is a branch of statistics with applications to machine learning and estimation [39]. Its key 

methodology consists of constructing a full probabilistic model of all variables in a system under study. Given 

observations of some of the variables, the model can be used to extract the probability distributions over the 

remaining, hidden, variables. To be more formal lets assume that an abstract system consists of a set of hidden state 

variables HS and observations O. We assign to each possible set of these variables a joint probability  Pr[HS;O|C]  

given a particular model C. By applying Bayes rule we can find the distribution of the hidden state given the 

observations as: 

 

    Pr[HS, O|C]  = Pr[HS|O, C] . Pr[O|C]            Pr[HS|O, C] =     
 𝑷𝒓[𝑯𝑺,   𝑶|𝑪] 

𝑷𝒓[𝑶|𝑪]
      

                                    Pr[HS|O, C] =   
𝑷𝒓[𝑯𝑺,𝑶|𝑪] 

 𝜵𝑯𝑺 𝑷𝒓 𝑯𝑺,𝑶 𝑪  ≡ 𝒁  
  =       

𝑷𝒓 𝑶 𝑯𝑺,𝑪  .𝑷𝒓 𝑶 𝑯𝑺,|𝑪    

 𝒁  
 

The joint probability Pr[HS, O|C]  is decomposed into the equivalent 𝑷𝒓 𝑶 𝑯𝑺,𝑪  . 𝑷𝒓 𝑶 𝑯𝑺, |𝑪    describing the 

model and the a-prior distribution over the hidden state. The quantity  𝒁   is simply a normalising factor. There are 

key advantages in using a Bayesian approach to inference that make it very suitable for traffic analysis applications: 

 

 The problem of traffic analysis is reduced to building a generative model of the system under analysis. 

Knowing how the system functions is sufficient to encode and perform the attacks, and the inference steps 

are, in theory, easily derived from this forward model. In practice computational limitations require careful 

crafting of the models and the inference techniques to be able to handle large systems. 

 

• The Bayesian approach allows to infer as many characteristics of the system as needed by introducing them 

in the probabilistic model. This permits to infer several hidden variables jointly as we show for users' 

sending profiles and their recipient choices for each message. 
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• A Bayesian treatment results in probability distributions over all possible hidden states, not only the most 

probable one as many current traffic analysis methods do. The marginal distributions over different aspects 

of the hidden state can be used to measure the certainly of the attacker, and provide good estimates of her 

probability of error. 

 

5.4. Bayesian Inference and Traffic analysis 

Given an observation O of some messages' flow in an anonymity network and some knowledge about its functioning 

and its users' behaviour C, the traffic analysis problem consists in uncovering the relation between senders and 

receivers, or equivalently in finding the links between incoming and outgoing messages in the system. This can be 

seen as obtaining the a-posteriori distribution  Pr[HS|O; C] of hidden states HS given an observation O and a set of 

constraints C. However, enumerating Pr[HS|O;C] for all HS is computationally unfeasible, due to the very large 

number of possible hidden states. Instead we have shown that we can sample states HS ~ Pr[P|C]. These samples 

can in turn be used to infer the probability distributions that describe events of interest in the system. For instance, 

given the samples it is easy to estimate the marginal probability distributions of an incoming message ix 

corresponding to any of the outgoing messages oy as: 

 

 

                                 Pr [ix→oy |O, C]  ≈ 
 𝐼𝑖x→𝑜y𝑗∈𝑁𝑀𝐻  (𝑯𝑺𝒋)   

𝑁𝑀𝐻
    

 
where Iix→oy (HSj)  is an indicator variable expressing if messages ix  and oy are linked in hidden state (HSj),  and 

𝑵𝑴𝑯 in the number of samples  HS ~ Pr[P|C]  available to the adversary. Furthermore, we can estimate the 

sampling error and provide a confidence interval on the probability obtained. 

The same process can be used to estimate sending profile Pr[Senx  → Recx | O, C] of a given user and substituting 

the indicator variable in the previous equation by  I Senx  → Recx (HSj) 

 

We use the Metropolis-Hastings (MH) algorithm, as presented next, to extract samples from Pr[P|C] following the 

probability model described above. 

  

5.5.Metropolis-Hastings Sampler 

Let us consider an anonymity network where users behave as described in section above. An instance of such a 

network where 10 messages are sent through 3 mixes of threshold t = 4 can be seen in Fig. 5. In this figure, senders 

are represented as triangles and labeled ―SX‖, X being their identity. Likewise for receivers, represented as triangles 

labelled ―RX‖. The triangle labelled as ―U" represents Unknown, a fake receiver necessary to model the messages 

that stay in mixes that have not  flushed at the end of the observation period. Finally, mixes are represented as ovals, 

and labelled as ―MXRY‖, where X expresses the identity of the mix and Y the round of flushing. 

Note that, although we consider that the network consists of three mixes (M0, M1 and M2), messages seem to be 

sent to 4 different mixes (M0R0, M1R0, M2R0 and M2R1.) This reflects the fact that messages sent to the same mix 

in separate rounds do not mix with each other. Let us call the latter series of 
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Figure 5: Observation of a network where 10 messages are sent to a network composed by 3 mixes of threshold t = 4 

mixes ―virtual mixes‖ and denote the set they form as vmixes (in the example vmixes = {M0R0; M1R0; M2R0; 

M2R1}) We define a hidden state as a set of internal connections between inputs and outputs in the virtual mixes, 

such that an input corresponds to one, and only one, output. The aim of the sampler is to provide hidden state 

samples, according to the actual probability distribution over all possible hidden states. We compute the probability 

of a hidden state Pr[HS|O; C]  Pr[P|C] following the model presented in Sect. 2.1 with both basic and advanced 

constraints. For simplicity, we denote this probability as Pr[HS] in the remainder of the section. 

We now explain how to ensure that the random walk performed by the Metropolis-Hastings algorithm actually 

provides samples from the target distribution Pr[HS]. Let us start by considering only basic constraints (see Sect. 

2.2) on the system. We select an arbitrary initial state and use different transitions Q to propose new candidate states 

for the random walk. When only basic constraints are considered we de ne two transitions: 

 

• Qnone: this transition does not change the current state (i.e., the current state is the candidate for next state 

in the walk), 

• Qswap: this transition swaps two internal connections in a virtual mix. Given a state 𝐻𝑆𝑗 and a transition Q 

that leads to the candidate state 𝐻𝑆 ′, we decide whether 𝐻𝑆 ′ is 𝛼  suitable next state for the walk by 

computing. 

                                                                             𝛼 = 
Pr  𝐻𝑆 ′ .𝑄(𝐻𝑆𝑗 |𝐻𝑆′)

Pr  𝐻𝑆 ′ .𝑄(𝐻𝑆′|𝐻𝑆𝑗 )
 

The new state HS’ is accepted with probability 1 if 𝛼 ≥ 1 or with probability 𝛼  otherwise, as the Metropolis-

Hastings algorithm dictates (Sect. 1.4.1.) 

 

 
 

                  Figure 6: Qswap transition operation on the second and third links of a mix 
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𝑄(𝐻𝑆𝑗|𝐻𝑆′) (and conversely 𝑄(𝐻𝑆′|𝐻𝑆𝑗)) is the probability of selecting state HS’ given that the previous state was 

𝐻𝑆𝑗 . It depends on the transition Q selected and the probability of selecting this transformation (Pr[Qx]; x = none; 

swap): 

 

                                𝑄 𝐻𝑆′  𝐻𝑆𝑗  =  
Pr[𝑄𝑛𝑜𝑛𝑒 ]
Pr[𝑄𝑠𝑤𝑎𝑝 ]

 .     
1

𝑉𝑚𝑖𝑥𝑒𝑠
 . 

1

𝑡
 . 

1

𝑡−1
    𝑖𝑓𝑄𝑛𝑜𝑛𝑒  

𝑖𝑓  𝑄𝑠𝑤𝑎𝑝
    

 
If we move beyond the basic model to take into account non-compliant clients, the hidden states are not anymore 

uniquely defined by the set of internal connections in the virtual mixes ―present‖ in the observation O. In this case a 

client Senx can be labeled as compliant or non-compliant (Senx;cp or (Senx;cp, respectively) resulting in different 

probability for the path Px it starts, and hence leading to different hidden state probabilities Pr[HS]. We augment the 

hidden state to be the internal connections in the virtual mixes, together with the set of path labels indicating 

whether the users initiating the path are compliant with the system or not. In the augmented model the random walk 

must not only consider swaps of connections, but also changes in the path's initiator labels as compliant or not. Thus, 

each time a path is altered by a swap operation from the current state 𝐻𝑆𝑗 to create a candidate state  𝐻𝑆′  , we must 

consider changing its sender's label. At iteration j +1, we change sender Senx's label depending on the label it had in 

the previous iteration j (i.e., in hidden state 𝐻𝑆𝑗 and on whether the new path in the candidate state 𝐻𝑆′  complies 

with the system standard parameters or not. We define the probability of a label being changed as: 

       

 

                 𝑷𝒇𝒍𝒊𝒑  𝒂,𝒃     =            Pr [Senx, b in HS’|Senx,a  in HSj],  a, b = {cp, cp} 

 
      

                         𝑄 𝐻𝑆′  𝐻𝑆𝑗  =   
Pr[𝑄𝑛𝑜𝑛𝑒 ]
Pr[𝑄𝑠𝑤𝑎𝑝 ]

 .     
1

𝑉𝑚𝑖𝑥𝑒𝑠
 . 

1

𝑡
 . 

1

𝑡−1
  𝑄𝑓𝑙𝑖𝑝    𝑖𝑓𝑄𝑛𝑜𝑛𝑒  

𝑖𝑓  𝑄𝑠𝑤𝑎𝑝
   

                       where 𝑄𝑓𝑙𝑖𝑝  is computed on the paths participating in the swap as: 

 

                       𝑄𝑓𝑙𝑖𝑝  =                  𝑝𝑓𝑙𝑖𝑝 
𝑙𝑎𝑏𝑥  𝑖𝑛  𝐻𝑆 ′

≠𝑙𝑎𝑏𝑥  𝑖𝑛  𝐻𝑆𝑗

                                    (1 − 𝑓𝑙𝑖𝑝)
𝑙𝑎𝑏𝑥  𝑖𝑛  𝐻𝑆 ′

=𝑙𝑎𝑏𝑥  𝑖𝑛  𝐻𝑆𝑗

 

  
When the adversary constructs an observation of a network, there may be input messages for which there is certainty 

about which is the output message they correspond to. These are helful messages because it help to detect which 

message is repetitive, and able to cause surging as a result, and belonging to a one-hop path resulting from a sender 

being the only one in choosing a mix as first hop in her path that never flushes in the observation period. We call 

these ―deterministic paths", as the attacker can, without performing any analysis, assign input to output message 

with probability  Pr[ix _ oy] = 1 (oy is the only message in the mix where ix has arrived.) These paths will never 

participate in a swap operation, and will never allow for congestion,  as there is only one message in the mix thus its 

assignment cannot be swapped. As a result, the label of the path would be never changed and some possible hidden 

states would never be visited by the random walk. To avoid these cases and ensure that the sampler explores the full 

state space we define a third type of transition: 

 

 Qdet: this transition modifies the compliant status of the sender of one of the Ndet deterministic paths 

present in the network. If no clients are deemed to be non-compliant or no deterministic paths exist, this 

transition is never applied (Pr[Qdet] = 0.) 

 

Finally, with these transitions, we compute    𝑄 𝐻𝑆 ′ 𝐻𝑆𝑗  as: 
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    𝑄 𝐻𝑆′  𝐻𝑆𝑗   =  

Pr 𝑄𝑛𝑜𝑛𝑒  

Pr 𝑄𝑠𝑤𝑎𝑝  

Pr 𝑄𝑑𝑒𝑡  

   . 
1

𝑉𝑚𝑖𝑥 𝑚𝑎𝑥
 . 

1

𝑡
 . 

1

𝑡−1
 . 𝑄𝑓𝑙𝑖𝑝     

Pr 𝑄𝑛𝑜𝑛𝑒  

Pr 𝑄𝑠𝑤𝑎𝑝  

Pr 𝑄𝑑𝑒𝑡  

 

  
1

𝑁𝑑𝑒𝑡
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