
IJRIT International Journal of Research in Information Technology, Volume 3, Issue 3, March 2015, Pg. 50-56

SujitWarrier, IJRIT- 50

International Journal of Research in Information Technology
(IJRIT)

www.ijrit.com ISSN 2001-5569

Dynamic Resource Management in Large Cloud Environments 
using gossip protocol

SujitWarrier
Bharatividyapeeth College of Engineering, Navi Mumbai

sujit.warrier11@gmail.com

Prof. KanchanDoke
Department of computer Engineering, Bharatividyapeeth College of Engineering, Navi Mumbai

kanchandoke@gmail.com

Abstract

I consider the problem of resource management for a large-scale cloud environment. Such an environment includes the physical infrastructure 
and associated control functionality that enables the provisioning and management of cloud services. While my contribution is relevant in a 
more general context, I conduct the discussion from the perspective of the Platform-as-a-Service (PaaS) concept, with the specific use case of 
a cloud service provider which hosts sites in a cloud environment. 
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1.Introduction

The stakeholders for this use case are depicted in figure 1a. The cloud service provider owns and administers the physical infrastructure, on 
which cloud services are provided. It offers hosting services to site owners through a middleware that executes on its infrastructure (See figure 
1b). Site owners provide services to their respective users via sites that are hosted by the cloud service provider. My contribution can also be 
applied (with slight modifications) to the Infrastructure-as-a-Service (IaaS) concept. A use case for this concept could include a cloud tenant 
running a collection of virtual appliances that are hosted on the cloud infrastructure, with services provided to end users through the public 
Internet. For both perspectives, this paper introduces a resource allocation protocol that dynamically places site modules (or virtual machines, 
respectively) on servers within the cloud, following global management objectives

Fig 1.1 Basic Scenario of Stakeholders in cloud environment

Fig 1.2 Basic cloud architecture
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1.1 Basic design goals

The basic idea of this project is to create a middleware layer that performs resource management with following goals.

· Performance objective
· Adaptability
· Scalability

1.1.1 Performance objective: I consider computational and memory resources, and the objective is to achieve max-min fairness among sites 
for computational resources under memory constraints. Under this objective, each site receives CPU resources proportional to its CPU 
demand. (For applying our approach to minimize energy consumption.)

1.1.2 Adaptability: The resource allocation process must dynamically and efficiently adapt to changes in the demand from sites.

1.1.3 Scalability: The resource allocation process must be scalable both in the number of machines in the cloud and the number of sites that 
the cloud hosts. This means that the resources consumed (by the process) per machine in order to achieve a given performance objective must 
increase sublinearly with both the number of machines and the number of sites.

My approach centers around a decentralized design whereby the components of the middleware layer run on every processing node of the 
cloud environment. (I refer to a processing node as a machine in the remainder of the paper.) To achieve scalability, I envision that all key 
tasks of the middleware layer, including estimating global states, placing site modules and computing policies for request forwarding are 
based on distributed algorithms. Further, I rely on a global directory for routing requests from users on the Internet to access points to 
particular sites inside the cloud. How do the concepts presented in this paper relate to available management software for private clouds 
including (1) IaaS solutions, such as OpenNebula [2], OpenStack [3] and Eucalyptus [4], or (2) PaaS solutions, such as AppScale [5], 
WebSphere XD [6] and Cloud Foundry [7]? These solutions include functions that compute placements of applications or virtual machines

onto specific physical machines. However, they do not, in a combined and integrated form, (a) dynamically adapt existing placements in 
response to a change (in demand, capacity, etc.), (b) dynamically scale resources for an application beyond a single physical machine, (c) 
scale beyond some thousand physical machines (due to their centralized underlying architecture). These three features in integrated form 
characterize my contribution. The concepts in this paper thus outline a way to improve placement functions in these solutions. Regarding 
public clouds, little information is available with respect to the underlying capabilities of services provided by companies like Amazon [8], 
Google [9] and Microsoft [10]. I expect that the road maps for their platforms include design goals for application placement which are similar 
to mine. The core contribution of the paper is a gossip protocol P*, which executes in a middleware platform and meets the design goals 
outlined above. 

The protocol has two innovative characteristics. First, while gossip protocols for load balancing in distributed systems have been studied 
before, (to my knowledge) no results are available for cases that consider memory constraints and the cost of reconfiguration, which makes the 
resource allocation problem hard to solve (memory constraints alone make it NP-hard). In this paper, I give an optimal solution for a 
simplified version of the resource allocation problem and an efficient heuristic for the hard problem. Second, the protocol I propose 
continuously executes, while its input—and consequently its output— dynamically changes. Most gossip protocols that have been proposed to 
date are used in a different way. They assume static input and produce a single output value. Whenever the input changes, they are restarted 
and produce a new output value, which  requires global synchronization. The benefit of a single, continuous execution vs. a sequence of 
executions with restarts is that global synchronization can be avoided and that the system can continuously adapt to changes in local input. On 
the other hand, its drawback is that the behavior of a protocol with dynamic input is more difficult to analyse. Also, the cost of the system to 
react to a high rate of change in local output can potentially be higher than implementing a set of changes after each synchronized run. Based 
on my work thus far,I believe that, for a gossip protocol running in a large-scale dynamic environments, the advantages of continuous 
execution with dynamic input outweigh its potential drawbacks.

In this paper, I restrict myself to a cloud that spans a single datacenter containing a single cluster of machines. Further, wItreat all machines as 
equivalent in the sense that I do not take into account that they may belong to specific racks, clusters, or computing pods. An extension of my
contribution to a more heterogeneous environment is planned for future work.

2. Literature review

This paper is a significant extension of earlier work reported in [13]. In addition to numerous minor improvements in presentation and 
extensions to most sections, it contains the proof for the properties of protocol P’, which solves a simplified resource allocation problem 
(introduced in [13]). Most importantly, it contains a description and evaluation of protocol P*, which continuously executes and dynamically 
solves the problem of optimally placing applications in a cloud, achieving fair resource allocation. P* can be understood as a “continuous” 
version of the protocol P described in [13].
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3. Existing System

Gossip protocols are used in an existing system for resource allocation in cloud environment.Gossip protocols used in an existing system 
assume static input and produce a single output value.Whenever the input changes, they are restarted and produce a new output value.The 
above process requires global synchronization.

3.1 Disadvantages of existing system

Drawbacks of the existing system :Gossip protocol in the existing system assumes static input and produces a single output value.Whenever 
the input changes, they restarted and produce a new output value which leads to time consumption and requires global synchronization.It’s 
hard to adapt to changes as the input is static. 

4. Proposed system

Gossip protocol used in the proposed system executes in a middleware platform.The protocol ensures three design goals namely fairness, 
adaptability and scalability.The protocol continuously executes while its input and consequently its output dynamically changes.I evaluate the 
heuristic protocol through simulation and find its performance to be well-aligned with our design goals. I treat all machines as equivalent in 
the sense they do not belong to specific racks or clusters. 

Fig 2.1 Proposed Architecture

5. Proposed Architecture

The components of the middleware layer run on all machines. The resources of the cloud are primarily consumed by module instances 
whereby the functionality of a site is made up of one or more modules. In the middleware, a module either contains part of the service logic of 
a site (denoted by mi in Figure 2) or a site manager (denoted by SMi). Each machine runs a machine manager component that computes the 
resource allocation policy, which includes deciding the module instances to run. The resource allocation policy is computed by a protocol
(later in the paper called P*) that runs in the resource manager component. This component takes as input the estimated demand for each 
module that the machine runs. The computed allocation policy is sent to the module scheduler for implementation/execution, as well as the 
site managers for making decisions on request forwarding.The overlay manager implements a distributed algorithm that maintains an overlay 
graph of the machines in the cloud and provides each resource manager with a list of machines to interact with. My architecture associates one 
site manager with each site.

A site manager handles user requests to a particular site. It hastwo components: a demand profiler and a request forwarder. The demand 
profiler estimates the resource demand of each module of the site based on request statistics, QoS targets, etc. (Examples of such a profiler can 
be found in [16], [17].) This demand estimate is forwarded to all machine managers that run instances of modules belonging to this site. 
Similarly, the request forwarder sends user requests for processing to instances of modules belonging to this site. Request forwarding 
decisions take into account the resource allocation policy and constraints such as session affinity. Figure 2 (right) shows the components of a 
site manager and how they relate to machine managers.

5.1 Advantages of proposed system

Advantages of the proposed system are as follows:Global synchronization can be avoided, as there is a single continuous execution instead of 
a sequence of executions with restarts.The system can continuously adapt to changes in local input.The gossip protocol continuously executes 
and dynamically solves the problem of optimally placing applications in a cloud, achieving fair resource allocation.
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6. DATA FLOW DIAGRAM
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7. Problem Statement

Power consumption in datacenters is significant; it has been growing rapidly in recent years, and this growth is expected to continue, as 
several studies show [1]–[3]. An effective approach to reducing the power consumption of datacenters is server consolidation [4], [5], which 
aims at concentrating the workload onto a minimal number of servers. It is effective, because utilization levels in datacenters today are often 
low, around 15% [6]. As a running server consumes upwards of 60% of its maximum power consumption, even if it does not carry load (cf. 
[4]), switching servers that are (temporarily) not needed to a mode that requires minimal or zero power can significantly reduce power 
consumption. All key enabling technologies required for server consolidation are available today. Virtualization and live migration 
technologies support dynamic consolidation of workload under changing demand. Having various levels of standby modes (characterized by 
different levels of power consumption and wakeup time) that modern equipment offers allows to adapt datacenter resources to changing 
needs. In this work, we address the problem of resource management for a large-scale cloud environment (ranging to above 100,000 servers) 
with the objective of serving a dynamic workload with minimal power consumption. 

While my contribution is relevant in a more general context, I conduct the discussion from the perspective of the Platform-as-a-Service (PaaS)
concept, with the specific use case of a cloud service provider which hosts sites in a cloud environment. The stakeholders in this use case are 
depicted in figure 1a. The cloud service provider owns and administers the physical infrastructure, on which cloud services are provided. It 
offers hosting services to site owners through a middleware that executes on its infrastructure (see figure 1b). Site owners provide services to 
their respective users via sites that are hosted by the cloud service provider.

8. Methodology

8.1 Modules and Module description

8.1.1 VM Evaluation

VM Evaluation is the evaluation of virtual machines in the cloud.The evaluation is based on the physical memory usage of the virtual 
machines in the cloud.Load of each virtual machine in the cloud is computed and sent to the client for further process.The virtual machine 
which has most free memory will be ready to receive and process the module/process selected by the client.The evaluation has made for the 
maximum utility of all virtual machines in the cloud. 

8.1.2 Resource Allocation

Resource allocation refers to the allocation of cloud resources to the process sent by the client.The most free memory virtual machine in the 
cloud will receive the process.The resource of the virtual machine is allocated to the process.The resources are allocated without memory 
constraints. 

8.1.3 Adaptation

Adaptation is the process of resource allocation for modified process.The client appending something to the process which is already allocated 
in the cloud for reallocation.The resource is allocated with memory constraints using heuristic algorithm.The memory load of the virtual 
machines in the cloud is computed and also the memory demand of the modified process is computed.Depend upon the memory usage of VM 
and demand of process, the resources are allocated to the process. 

8.1.4 Demand Sharing

Demand Sharing is based on heuristic algorithm and it refers to sharing of memory demand of the process while demand exceeds the capacity 
of virtual machine.The virtual machines in the cloud are evaluated and memory demand of the process is calculated. If the demand exceeds 
the capacity of VM, the process is split (divided).Memory demand is computed for the split process.The process of high memory demand is 
allocated in high free memory VM and other process is allocated in another VM.

8.1.5 Evaluation

The overall dynamic resource allocation in large cloud environment is evaluated and displayed as pie graph.The graph shows the overall usage 
of the virtual machines in the cloud.The graph shows the maximum utility of the Virtual machine under memory constraints.Equal usage of all 
virtual machines in the cloud is shown in the graph.

8.1.6 Notations

S,N,M Set of all sites machines and modules
௦ܯ ݏ, ∈ ܵ Set of all modules on site s
߱௧ , ߛ ∈ ܴ|ெ| CPU and memory demand vectors
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(ݐ)ܣ ∈ ܴ|ே|×|ெ| Configuration Matrix
߱,(ݐ) ∈ ܴ CPU demand for the instance of module m 

on machine n
ෝ߱, ∈ ܴ CPU allocated to instance of module m 

running on machine n
ߗ ∈ ܴ|ே|×|ெ| CPU allocation matrix allocated with 

elements ෝ߱,; defines the CPU allocation 
policy

߁,ߗ Total CPU capacity and memory capacity

9. Algorithm

Initialization
1. read ߗ, ;߁
2. Start active and passive threads

Active thread
3. while true do
4. Read ߱ , ߛ,ሻܣሺݓݎ and ܰ;
5. If݀݊ܽݎሺ0. .1ሻ < then
6. Choose ݊ , at random from ܰ;
7. Else
8. Choose ݊ , at random from N − ܰ;
9. send (߱,ߛ, ,ሻܣሺݓݎ (ߗ to ݊ ᇱ;
10. receive(߱ᇲ ᇲߛ, , ,ሻܣᇲሺݓݎ ݉ݎ݂(ᇲߗ ݊ᇱ;
11. equalize(݊ᇱ,ߛᇲ , ,ሻܣᇲሺݓݎ ;(ᇲߗ
12. Write ݓݎሺܣሻ;
13. Sleep(roundduration);

Passive thread
14. while true 
15. receive(߱ᇲ ᇲߛ, , ,ሻܣᇲሺݓݎ ݉ݎ݂(ᇲߗ ݊ᇱ;
16. Read ߱, ߛ,ሻܣሺݓݎ and ܰ;
17. send (߱,ߛ, ,ሻܣሺݓݎ (ߗ to ݊ ᇱ;
18. equalize(݊ᇱ,ߛᇲ , ,ሻܣᇲሺݓݎ ;(ᇲߗ
19. Write ݓݎሺܣሻ;

Proc equalize(݆, ( ߱ ߛ, ݓݎ, ሺܣሻ,ߗ))
20. ݈ = ,ݒ൛ݔܽ݉݃ݎܽ ;ൟݒ ݈ᇱ = ;ൟݒ,ݒ൛݊݅݉݃ݎܽ
21. If݆ ∈ ܰthen
22. moveDemand1(݈, ݈ᇱ);
23. else
24. moveDemand2(݈, ݈ᇱ);  

proc moveDemand1(݈, ݈ ᇱ)
1. compute ∆߱ such that

1
ߗ

(߱, − ∆߱)


= 1
ᇲߗ

(߱,ᇲ + ∆߱)


2. Let ݉݀ be an array of all modules that run on both ݈ and ݈ᇱ sorted by increasing ߱,
3. for݅ = 0 ݐ ݉| |݀do
4. ݉ = ߱ߜ;ሾ݅ሿ݀݉ = min (∆߱,߱,);

5. ∆߱−= ߙߜ ;߱ߜ = ,ߙ
ఋఠ
ఠ,

=+,ᇲߙ ; ;ߙߜ

6. =−,ߙ ;ߙߜ

proc moveDemand2(݈, ݈ ᇱ)
7. compute ∆߱ such that

1
ߗ

(߱, − ∆߱)


= 1
ᇲߗ

(߱,ᇲ + ∆߱)


8. Let ݉݀ be an array of all modules that run on ݈ sorted on descending 
ఠ,
ఊ

9. for݅ = 1 ݐ ȁ݉݀ȁdo
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10. ݉ = ߱ߜ;ሾ݅ሿ݀݉ = min (∆߱,߱,);
11. ifߛ + σ |ఈᇲߛ ,வ ≤ ᇲthen߁

12. ∆߱−= ߙߜ ;߱ߜ = ,ߙ
ఋఠ
ఠ,

=+,ᇲߙ ; ;ߙߜ

13. =−,ߙ ;ߙߜ

10. Conclusion and Future work

With this paper, I make a significant contribution towards engineering a resource management middleware for cloud environments. I identify 
a key component of such a middleware and present a protocol that can be used to meet our design goals for resource management: fairness of 
resource allocation with respect to sites, efficient adaptation to load changes and scalability of the middleware layer in terms of both the 
number of machines in the cloud as well as the number of hosted sites/applications.

I presented a gossip protocol P* that computes, in a distributed and continuous fashion, a heuristic solution to the resource allocation problem 
for a dynamically changing resource demand. I evaluated the performance of this protocol through simulation.

With respect to the protocol P*, I plan to investigate the following issues, in addition to the ones mentioned above. (1) Extend P* with a 
management control parameter that allows a management system to dynamically tune the CPU allocation to sites/applications. (2) Identify 
suitable decision functions that control the tradeoff between maximizing utility and minimizing cost of reconfiguration. Assess such decision 
functions that use only local input vs. functions that decide on implementing a new configuration based on global knowledge of the system 
state. (3) Investigate how close a configuration computed by P* is to the optimal solution to OP(2). (4) Extend P* to allow the memory 
demand to change over time. (5) Extend P* to consider additional resource types, such as storage and network resources. Extend P* to observe 
additional constraints including colocation/anticolocation, license restrictions, etc
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