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Abstract 
In distributed and parallel system MapReduce provides significant approach for parallel data processing, however MapReduce 

have significant issue of data skew, where it imbalance the data which it was assigned to process a task. Sometimes the 

Mapreduce takes longer time to process task which it leads as a performance issue. In this paper we present LIBRA, a lightweight 

strategy to address a data skew problem among the reducers, unlike previous models, the LIBRA doesn’t require any pre-run 

sampling of data, LIBRA uses novel sampling method for achieving higher rate performance to the appropriation of the middle of 

the road information by testing just a little part of the transitional information amid the typical guide preparing. LIBRA chooses 

sample map tasks to reduce tasks and splits large keys when application semantics permit and the total order of the output data. 

We design this system in HADOOP by considering sample datasets for determining performance. 

Keywords: Map Reduce, Data Skew, Sampling, Partitioning. 

1. Introduction 

MapReduce is a frame work using which we can write application to process huge amount of data in parallel on a 

large cluster of commodity hardware. 

In a MapReduce application, job execution consists of the following two steps 

1) Mapper 

2) Reducer 

When job is submitted to the MapReduce application the input is splitted  

and each split is treated as (key, value) tuple and assigned to the mapper tasks (one split is assigned to each Map 

tasks) the Mapper tasks processes the data and produces intermediate (key, value)  tuple according to some user 

defined map function and output of Mapper is stored in local disk. Each reduce task copies these outputs of map 

tasks and perform sorting and merging and generates final (key, value) results according to some user defined 

reducer function. 

Huge amount of data is persistently created through various resources such as ecommerce applications, social media 

sits, online portals and GPS systems etc. The produced data is stored for a long duration for that which we need an 

efficient data processing system such as Bigdata processing system. Big data refers to the exponential growth and 

storage of such data that can be both structured and unstructured that exceeds the processing capacity of traditional 

database management systems. Big data is made on various machines spread all through the world. The significant 

test is not the capacity but rather recovery and investigation of this information that is put away on various machines 

at various areas. Hadoop is a system which encourages with dispersed preparing of huge information sets crosswise 

over bunches of item PCs utilizing a straightforward programming model. 

The task finishing time in MapReduce relies on upon the slowest running undertaking in the employment. On the off 

chance that one errand takes essentially longer to complete than others, it can delay the advancement of the whole 

job. Stragglers can happen due to different reasons, among which information skew is a vital one. Data skew alludes 
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to the irregularity in the measure of information appointed to every assignment, or the irregularity in the measure of 

work required to process such information. 

2. Literature Survey 

Our implementation of Map Reduce runs on a large cluster of commodity machines and is highly scalable: a typical 

Map Reduce Computation processes many terabytes of data on thousands of machines. Programmers find the 

system easy to use: hundreds of Map Reduce programs have been implemented and upwards of one thousand Map 

Reduce jobs are executed on Google's clusters every day [1].  

Data skew is always problem in MapReduce. It has been deliberated in the past in the parallel database, but only 

limited on join [1], group [2], and aggregate [3] operations. But these techniques were limited to the MapReduce to 

mitigate the data skew process. By default the HADOOP uses hash function in MapReduce approach this scheme is 

far better when data is uniformly distributed but when data is skewed it have a limitations and have low performance 

There are many studies were conducted to analyze the MapReduce data skew problem [4], [5], [6], [7], [8]. Among 

all the earlier solutions. Some of the solutions are specific kind of use, and some required pre-test processing to 

process information and some can't protect the aggregate requested result as the applications require. To make 

matters more confounded, the processing environment for MapReduce in this present reality can be heterogeneous 

also—numerous eras of equipment are prone to exist together in the same server farm 

The standard approach to handling skew in parallel systems is to assign an equal number of data values to each 

partition via hash partitioning or clever range partitioning. These strategies effectively handle data skew, which 

occurs when some nodes are assigned more data than others. Computation skew, more generally, results when some 

nodes take longer to process their input than other nodes and can occur even in the absence of data skew the runtime 

of many scientific tasks depends on the data values themselves rather than simply the data size. These histograms 

were also shown earlier to be optimal for join selectivity estimation, thus establishing their universality. In this paper, 

presents a new strategy called LIBRA (Lightweight Implementation of Balanced Range Assignment) to solve the 

data skew problem for reduce-side applications in Map Reduce. Compared to the previous work, our contributions 

include the following: We propose a new sampling method for general user defined Map Reduce programs. The 

method has a high degree of parallelism and very little overhead, which can achieve a much better approximation to 

the distribution of the intermediate data. We use an innovative approach to balance the load among the reduce tasks 

which supports the split of large keys when application semantics permit. Figure 1 shows that with our LIBRA 

method, each reducer processes roughly the same amount of data. 

3. SYSTEM ARCHITECTURE 

In a Map Reduce system, a typical job execution consists of the following steps: 1)After the job is submitted to the 

Map Reduce system, the input files are divided into multiple parts and assigned to a group of map tasks for parallel 

processing. 2) Each map task transforms its input (K1, V1) tuples into intermediate (K2, V2) tuples according to 

some user defined map and combine functions, and outputs them to the local disk. 3) Each reduce task copies its 

input pieces from all map tasks, sorts them into a single stream by a multi-way merge, and generates the final (K3, 

V3) results according to some user defined reduce function. 

Data skew mitigation in LIBRA consists of the following steps:  

1) Small percentage of the original map tasks are selected as the sample tasks. They are issued first whenever the 

system has free slots. Other ordinary map tasks are issued only when there is no pending sample task to issue.  

2) Sample tasks collect statistics on the intermediate data during normal map processing and transmit a digest of that 

information to the master after they complete. The master collects all the sample information to derive an estimate of 

the data distribution, makes the partition decision and notifies the worker nodes. 

3) Upon receipt of the partition decision, the worker nodes need to partition the intermediate data generated by the 

sample tasks and already issued ordinary map tasks accordingly.  

4) Range Partitioner has been used for partitioning the intermediate data as it preserves the total order of the output 

data. Subsequently issued map tasks can partition the intermediate data directly without any extra overhead. Reduce 

tasks can be issued as soon as the partition decision is ready. They do not need to wait for all map tasks to finish. 
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Fig.1 Scenario of proposed system 

 

3.1 The LIBRA Algorithm 

The LIBRA algorithm consists of following steps for mitigating the data skew in MapReduce application 

1) Sample partial map tasks  

2) Estimate intermediate data distribution  

3) Apply range partition  

In the following, we will describe the details of these steps. 

HDFS 

Input Split 

Map Map Map 

Range 

Partit

ioner 

Range 

Partit

ioner 

Range 

Partiti

oner 

Reducer Reducer 

HDFS 



IJRIT International Journal of Research in Information Technology, Volume 4, Issue 6, June 2016, Pg 36- 41 

Dr. Shubhangi D.C, IJRIT-39 
 

3.1.1 Sampling Strategy  

After a particular map assignment 𝑀  is decided for testing, its typical execution will be connected to with a 

lightweight testing system. Alongside the guide execution, this method gathers a measurement of 𝐿𝑖
𝑗
, 𝐶𝑖

𝑗
for every key 

𝐿𝑖
𝑗
in the yield of this assignment, where 𝐶𝑖

𝑗
 is the recurrence (i.e., the quantity of records) of key𝐿𝑖

𝑗
. Since the 

quantity of such tuples can be on the same request of size. as the info information size, we keep just an example set 

S sample containing the accompanying two sections:  𝑆𝑎𝑚𝑝𝑙𝑒𝑙𝑎𝑟𝑔𝑒𝑠𝑡 : p tuples with the biggest 𝐶𝑖
𝑗
  

𝑆𝑎𝑚𝑝𝑙𝑒𝑛𝑜𝑟𝑚𝑎𝑙 : q tuples arbitrarily chose from the rest  as indicated by uniform conveyance This examining errand 

then transmits the accompanying insights to the expert: the specimen set 𝑆𝑠𝑎𝑚𝑝𝑙𝑒 = 𝑆𝑎𝑚𝑝𝑙𝑒𝑙𝑎𝑟𝑔𝑒𝑠𝑡  U 𝑆𝑎𝑚𝑝𝑙𝑒𝑛𝑜𝑟𝑚𝑎𝑙 :, 

the aggregate number of records (TRj ) what's more, the aggregate number of particular bunches (TCj ) produced by 

this errand. The span of the specimen set p + q is obliged by the measure of memory and the system transmission 

capacity at the expert. The bigger p + q is, the more exact estimate to the genuine information dissemination we will 

accomplish. Practically speaking, we find that a little p+q esteem has as of now achieved a decent estimation and 

brings insignificant overhead. 

 

3.1.2 Estimate Intermediate Data Distribution 

After the fruition of all specimen map assignments, the expert totals the inspecting data in the above stride to assess 

the circulation of the information. It first joins all the test tuples with the same key into one tuple𝐿𝑖
𝑗
, 𝐶𝑖

𝑗
 by including 

their recurrence It then sorts these consolidated tuples to produce a collected rundown R. Assume there are m maps 

for examining and S j test is the specimen set of guide j. At that point the  accumulated rundown R is:  

𝑅 = {(𝐿𝑖
𝑗
, 𝐶𝑖

𝑗
=  {

𝐶𝑖
𝑗

𝐿𝑖
𝑗

= 𝐿𝑖 }

𝑚

𝑗 =1

)} 

To compute the aggregate number of records TR, we just total up the record checks in all specimen map 

undertakings. Be that as it may, computing the aggregate number of unmistakable groups TC is hard in light of the 

fact that bunches handled by various guide assignments may share the same key and henceforth ought not be 

numbered twice. 

3.1.3 Range Partition 

We embrace the above estimate to the information circulation to get an inexact answer for the extent allotment. We 

have to produce a rundown of segment focuses in the totaled rundown R where 𝑜 =  𝑝𝑡0 < 𝑝𝑡1 …… . 𝑝𝑡𝑛 = |𝑅| and 

minimize  

𝑚𝑎𝑥𝑖=1…𝑟{  {𝑃𝑗𝑋𝐶𝑜𝑠𝑡(𝑄𝑗 )}

𝑝𝑡 𝑖

𝑗=𝑝𝑡 𝑖−1+1

} 

We utilize dynamic programming to illuminate this enhancement issue: let F(i; j) -speak to the least estimation of 

the biggest segment whole of cutting the primary i  

things into j segments, 

𝐹 𝑖, 𝑗 =  𝑚𝑖𝑛𝑘=𝑗−1…𝑖−1{max 𝐹 𝑘, 𝑗 − 1 , 𝑊 𝑘 + 1, 𝑖   
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4. PERFORMANCE EVALUATION 

A LIBRA program can be run on Grep application and analyzed the split of data for various partitions also checked 

the job execution time. The histogram and the time for all the partitions are shown below: 

 

Grep – LIBRA Implementation 

 

 

 

5. CONCLUSION 

The Map Reduce programming model has been successfully used at Google for many different purposes. We credit 

this accomplishment to a few reasons. To begin with, the model is anything but difficult to utilize, notwithstanding 

for software engineers without involvement with parallel and circulated frameworks, since it shrouds the subtle 

elements of parallelization, adaptation to internal failure, area advancement, and burden adjusting. Second, a 

substantial assortment of issues is effortlessly expressible as Map Diminish calculations Data skew mitigation is 

important in improving Map Reduce performance. This paper has presented LIBRA, a system that implements a set 

of innovative skew mitigation. strategies in an existing Map Reduce system. One unique feature of LIBRA is its 

support of large cluster split and its adjustment for heterogeneous environments. In some sense, we can handle not 

only the data skew, but also the reducer skew. 
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