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Abstract 

Tuning your DMQL/SQL (Data Mining Query Language/ Structured Query Language) statements may be one 

of the most important tasks you can do to improve the performance of DWDM/RDBMS (Data Warehouse and 

Data Mining/ Relational Database Management System). By tuning your DMQL/SQL statements to be as 

efficient as possible, you use your system to its full potential. Some of the things you can do to improve the 

efficiency of your DMQL/SQL statements may involve as little effort as rewriting the DMQL/SQL to take 

advantage of some property of your database or perhaps even changing the structure of the database itself. In 

this papers we have discussed the approaches related to DMQL/SQL statementsmay be used for tuning 

DWDM/RDBMS. 

 

 

Keywords:Tuning, DMQL, SQL, DWDM, RDBMS. 

 

 

1.0 Introduction 

Tuning DMQL/SQL really falls into two separate categories: 

 

 Tuning an existing application. This approach involves less flexibility in terms ofchanging the 

structure of the application and the database, but may provide performanceimprovements anyway. 

 Designing a new application. With a new application, you have the flexibility todesign the 

application and perhaps even the database itself. With this approach, youcan take advantage of 

indexes, clustering, and hashing. 

 

http://www.ijrit.com/
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This paper looks at both of these categories. The amount of changes you can do and theflexibility you have in 

changing the design of the application and database depends on yourparticular situation. The more flexibility 

you have in designing the database along with theapplication, the better your overall results will be. 

2.0 Tuning an Existing Application 

Tuning an existing application can be easier in some respects and harder in others. It is easierin terms of 

determining the data access patterns and the specific problem areas because theapplication is already running 

and can be profiled very easily with DMQL/SQL Trace and EXPLAIN PLAN.However, fixing the problems can be 

a challenge because you may not have the flexibility todo so. 

 

With an existing application, you may or may not have the flexibility to fix the problem. Forexample, you may 

have system performance problems, but the system is still stable enough andperforms well enough for the 

users to get their work done. It is hard to justify the downtimeinvolved in reconfiguring the system when it is 

still in a somewhat functional state.In this type of situation, it is important to plan far in advance and take 

advantage of scheduleddowntime to implement system enhancements and fix any current problems and 

anticipatedadditional growth in user activity. This may be done by changing Oracle or OS parameters orby 

adding more disk drives, memory, and so on. If you can afford to build in an additional 20to 30 percent 

growth, you may save yourself some reconfiguration time down the road.Over the years, We have found that 

you take advantage of additional capacity much faster thanmost people anticipate and plan for. I remember the 

old days of the PC industry, when it wasinconceivable that anyone would ever need more than 64 megabytes 

of memory or even thinkof needing a gigabyte of disk space on a desktop PC. Today, high-end PC servers 

support morethan a gigabyte of RAM and are getting close to supporting a terabyte of disk space. 

2.1 Problem Analysis 

To tackle the problem of tuning an existing Oracle application, I recommend using some kindof methodology.  

Here are the steps that willhopefully lead you to the problem’s resolution: 

 

 Analyze the system. Decide if there is a problem; if there is one, what is it? 

 Determine the problem. What do you think is causing the problem? Why? 

 Determine a solution and set goals. Decide what you want to try and what youthink will result from 

your changes. What is it you want to accomplish? Do you wantmore throughput? faster response 

times? what? 

 Test the solution. Try it. See what happens. 

 Analyze the results. Did the solution meet the goals? If not, you may want to returnto step 1, 2, or 3. 

 

By following a plan of this sort, you will find it much easier to resolve the problem or determineif there is a 

problem. It is possible to spend a lot of time trying to solve a performanceproblem that may not even exist. 

By looking at the performance of the system as it is and carefully examining its characteristics,you may be able 

to determine whether any action is necessary to fix the problem and how mucheffort is involved. I like to 

classify performance problems into oneof three categories: 

 

 It’s broken. Performance is severely handicapped because of a configuration error oran incorrect 

parameter in the OS or RDBMS. Problems that fall into this categorycause a performance swing of 50 

percent or more. Problems that fall into this categoryare usually oversights during the system build, 

such as incorrectly building an index orforgetting to enable asynchronous I/O. This category of 

problem may indicate a moreserious problem such as insufficient disk drives or memory. 

 It’s not optimized. Performance is slightly degraded because of a small miscalculationin parameters 

or because system capacity is slightly exceeded. These types of problemsare usually easily solved by 

fine-tuning the configurations. 
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 Not a problem. Don’t forget that sometimes there isn’t a problem; you are just at thecapacity of the 

system. This “non-problem” is easily solved by upgrading or addingmore capacity. Not all problems 

can be solved with tuning. 

 

In the first case, you may have to perform some drastic fix that probably involves rebuildingthe database in 

some fashion. The solution may be as drastic as having to rebuild from scratchto add more disk drives; it may 

be as simple as adding an additional index.In the second case, you may be able to tune the system with an OS 

or database configurationparameter. This is usually very easy to do and does not involve much risk. However, 

this solutiondoes not usually result in a huge increase in performance.The final case may involve adding an 

additional CPU (if you have an SMP or MPP machine)or upgrading to new hardware. Perhaps you will find 

that there really isn’t a problem after alland that everyone is happy with the performance of the system. One 

thing to remember: Yourarely see the end users if everything is going fine. It’s only when there are 

performance problemsthat you hear from them. 

2.2 Tuning the Application 

When analyzing the DMQL/SQL statement, you should look for two things: 
 

 The DMQL/SQL statement. What does it do? 

 The effect of the DMQL/SQL statement. What is it doing it to? How does it fit into the bigpicture? 
 

By looking at the DMQL/SQL statement from these different angles, you may find a problem that 

youwouldn’t find by just looking at it from one viewpoint.For example, consider an application that does not 

used cached sequences to generate a primarykey value. By itself, there is nothing wrong with this approach and 

the application isprobably very efficient. But add a thousand users executing the same application and the 

problemis quite apparent: You have contention getting the value for the primary key value. 

2.3The DMQL/SQL Statement 

The best way to go about tuning the DMQL/SQL statements of an existing application is to followthese few 

steps: 

 Familiarize yourself with the application. You should be familiar not only with thespecific 

DMQL/SQL statements but with the purpose of the application and what it does. 

 Use the DMQL/SQL Trace facility to analyze what the particular DMQL/SQL statements are 

doing,what features of the DBMS are being used, and how well those features are beingused. 

 Use EXPLAIN PLAN within DMQL/SQL Trace to analyze how the optimizer is executing 

thoseDMQL/SQL statements.Now take a look at some specifics of these steps. 

2.3.1Familiarize Yourself with the Application 

Look not only at the DMQL/SQL statements themselves but at the effect of those statements. Make achart of 

the different DMQL/SQL statements and determine the number of accesses each DMQL/SQL statementmakes 

to each table in the database. This chart can give you an effective visual idea ofwhich tables are being accessed 

most frequently. Consider the example shown in table 1. 

 

Table 1: DMQL/SQL statement-analysis chart.(Example) 

 

DMQL/SQL\Table Table1 Table 2 Table 3 Table 4 

1 
R 

W 

R 

W 

R 

W 

 

W 

2 
R 

W 

 

W 
R 

W 
 

W 

3 R  
R 

R 
 

W 
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4 
 

W 

 

W 
 

W 
 

W 
 

R=Read 

W= Write 

 

This chart is a good quick reference for which DMQL/SQL statements are affecting which tables. Youcan take 

this a step further and split the chart into different types of statements such as SELECTs,INSERTs, UPDATEs, 

DELETEs, and so on. Depending on your system and whether your applicationis shrink-wrapped or developed 

in-house, this may be or may not be practical. 

2.3.2 Use DMQL/SQL Trace to Analyze the DMQL/SQL Statements 

By running DMQL/SQL Trace on the DMQL/SQL statements, you can gather much valuable 

informationabout the specific operation of each of the DMQL/SQL statements. DMQL/SQL Trace provides 

such valuableinformation as the following: 

 

 Parse, execute, and fetch counts 

 CPU and elapsed times 

 Physical and logical reads 

 Number of rows processed 

 Library cache misses 

 

You can use this information to determine which DMQL/SQL statements are efficient and which onesare not. 

Look for the following indications of inefficient statements: 

 

DMQL/SQL Trace Output Comments 

CPU and elapsed time 

 

If the CPU or elapsed times are very high, this DMQL/SQL statement is a 

good candidate for tuning. It doesn’t make much sense to spend time tuning 

statements that don’t 

use many resources. 

Executes 

 

Focus on DMQL/SQL statements that are frequently executed. Don’t spend 

time on DMQL/SQL statements that are infrequently used. 

Rows Processed 

 

AnDMQL/SQL statement with a high number of rows processed may not be 

using an index effectively. 

Library Cache 

 

A large number of library cache misses may indicate a need to tune the 

shared pool or to change the DMQL/SQL statement to take advantage of the 

shared DMQL/SQL area. 

 

These clues may point you in the direction of the DMQL/SQL statements that need to be tuned. Youmay have 

to alter these DMQL/SQL statements to improve their efficiency. By using EXPLAIN PLAN,you may find addition 

areas that can be improved.  

2.3.3 Use EXPLAIN PLAN toanalyzestatement Execution 

By running EXPLAIN PLAN as part of the DMQL/SQL Trace report, you can get a better idea of how 

theDMQL/SQL statement is actually being executed by Oracle. This information (and the informationsupplied 

by DMQL/SQL Trace) helps you judge the efficiency of the DMQL/SQL statement.  

 

Here is a list ofsome of the things to look for: 

 

 Are the table’s indexes being used when they should be? If not, the statement may notbe supplying the 

correct parameters in the WHERE clause. 
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 Are indexes being used when they should not be? In cases when you are selecting toomuch data, you 

may want to use the FULL hint to bypass the index. 

 What is the cost of the DMQL/SQL statement? This value is given in the position column ofthe first 

row of the table returned by EXPLAIN PLAN. 

 What is the amount of overhead incurred from SELECT or UPDATE operations? 

 Is the statement being parallelized? You may have to provide a hint to effectively takeadvantage of the 

Parallel Query option. 

 

You should ask these questions and your own specific questions as you review the EXPLAIN PLANoutput. By 

knowing what your application is supposed to do, you may find important informationabout the efficiency of 

your statements by looking at this information.  

2.4The Effect of the DMQL/SQL Statement 

In addition to looking at the DMQL/SQL statement itself, you should also look at the effect of theDMQL/SQL 

statements. In many cases, some detail that is unimportant by itself can become a problemwhen the application 

and DMQL/SQL statements are run by hundreds or thousands of users atthe same time. The effect of this can 

be a bottleneck on a specific table or even a specific row. 

 

Here is a list of some things to look for when analyzing the effect of the DMQL/SQL statements: 

 

 Is the DMQL/SQL statement updating a specific row? If you update a specific row as acounter, it may 

cause a bottleneck. 

 Where is the majority of the table activity? Is a specific table being heavily accessed?This could 

indicate an I/O bottleneck. 

 Is there significant INSERT activity? Is it all to one table? This may indicate a contentionproblem on a 

certain table. 

 How much activity is there? Can the system handle it? You may find that the DMQL/SQLstatements 

overload your particular system. 

 

These are just a few of the things to consider when you are looking at the effects of the applicationon the 

system. I have seen cases in which an application, fully tested in the lab, movesinto production and fails 

because it was tested with only one or two users. It is important totake into account the effect of hundreds or 

thousands of users simultaneously accessing theapplication. 

2.5 Review of How to Tune an Existing Application 

Tuning an existing application can be quite a challenge. Determining whether thesystem is in need of 

optimizationand figuring out how to do itis not always easy.The task may be easier if you take a methodical 

approach like this one: 

 

 Analyze the situation. It may be that your system is not in need of adjustment.We do not recommend 

making any changes to a stable system unless you have to. 

 Familiarize yourself with the application. Look at the DMQL/SQL statements as wellas the overall 

application. Understand the purpose of the application. 

 Make an analysis chart. Look at the table accesses being generated by theapplication. 

 Run DMQL/SQL Trace with EXPLAIN PLAN. See what the DMQL/SQL statements are reallydoing. 

Choose the statements to focus on based on how often they are used andhow many resources they use. 

 Understand how these DMQL/SQL statements affect the server system. Look atOracle and the 

OS. Determine which disks may be overused and where contentioncould occur when many users run 

the application. 
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With an existing application, you may or may not have the flexibility to fix theproblem. We do not recommend 

making any changes to an existing application or afunctioning system unless some specific performance 

problems are affecting users orlimiting the capacity of the system.Of course, if you have the flexibility to make 

changes and there is a need, any of thedesign and application changes described in the following section, 

“Designing a NewApplication,” also apply to an existing application. 
 

3.0 Designing a New Application 

Although this part of the paper is directed at tuning DMQL/SQL statements associated with newapplications, it 

may be appropriate for you to make these changes to existing applicationsifyou have the flexibility to do so. 

The reason these guidelines are separate is because many ofthem involve not only tuning the DMQL/SQL 

statements and application, but changing the databaseschema as well. 

 

In the design stage, it is important to plan the application and the database design together. Byproperly 

designing the application to take advantage of the design and features of the database,you can take optimal 

advantage of both of them. At the same time, the database should bedesigned to function properly with the 

application that uses it. The design of the database shouldreflect the purpose of the application. The following 

sections look at some of the optimizationsthat are possible. 

3.1 Indexes 

Index is one of the powerful tools for fast retrieval of record. It is physically and logically independent of the 

table data. Index may be used in dense or sparse manner and it can also be applied on many levels as per the 

size and requirement of the database.The presence of an index is transparent to the user or application and 

requires no applicationchanges. However, if you know of the existence of the index and design the application 

to takeadvantage of the index, you can greatly reduce the I/Os necessary to retrieve the desired data.The only 

indication of an index may be improved time to access the data.Once an index has been created on a table, the 

maintenance of that index is done automaticallyby Oracle. Inserts, updates, and deletions of rows are 

automatically updated in the relatedindexes. 

 

A table can have any number of indexes, but the more indexes there are, the more overhead isincurred during 

table updates, inserts, and deletions. This overhead is incurred because all associatedindexes must be updated 

whenever table data is altered. 

3.1.1 Index Types 

There are several different types of indexes: 

 

Index Type Description 

Unique index 

 

A unique index is an index value that has the additional constraint that 

it cannot be duplicated. Although this constraint may be specified, it is 

usually better to associate this constraint with the table itself rather 

than with the index. Oracle enforces unique integrity constraints by 

automatically defining a unique index on the unique key. 

Non-unique index 

 

A non-unique index does not impose the constraint that the index 

value be unique. Such an index is useful if you need quick access to a 

non-unique value. 

Cluster index 

 

A cluster index is an index created on the cluster key in an Oracle 

cluster. It is required that a cluster key be indexed. 
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Composite index 

 

A composite index is an index on several columns in a table. The 

column values can be in any order and the columns do not have to be 

adjacent in the table. 

 

3.1.3 Selection of Tables to Be Indexed 

Use the following guidelines to decide which tables to index: 

 

 Index tables when queries select only a small number of rows. Queries that select alarge number of 

rows defeat the purpose of the index. Index the table when queriesaccess less than 5 percent of the 

rows in the table. 

 Don’t index tables that are frequently updated. Update, insert, and deletes on indexedtables incur extra 

overhead. Base your decision about whether or not to index a tableon the number of updates, inserts, 

and deletes relative to the total number of queriesto the table. 

 Index tables that don’t have duplicate values on the columns usually selected in WHEREclauses. Tables 

for which the selection is based on TRUE/FALSE values are not goodcandidates for an index. 

 Index tables that are queried with relatively simple WHERE clauses. Complex WHEREclauses may not be 

able to take advantage of indexes. You can solve this shortcomingby creating a complex index, by 

simplifying the DMQL/SQL statement, or by using a hint. 

 

Once you decide to use an index, you must then decide which columns to put the index on.You may index one 

or more columns, depending on the table. 

3.1.4 Selection of Columns to be Indexed 

Use the following guidelines to decide which columns to index: 

 

 Choose columns frequently specified in WHERE clauses. Frequently accessed columnscan most benefit 

from indexes. 

 Don’t index columns that do not have many unique values. Columns in which a goodpercentage of 

rows are duplicates cannot take advantage of indexing. 

 Columns that have unique values are excellent candidates for indexing. Oracleautomatically indexes 

columns that are unique or that are primary keys defined withconstraints. These columns are most 

effectively optimized by indexes. 

 Index columns that are foreign keys of referential integrity constraints in cases wherelarge numbers of 

concurrent INSERT, UPDATE, and DELETE statements access both theparent and child tables. Such an index 

allows the child table to be updated withouthaving to lock the parent table. 

 Columns that are commonly used to join tables are good candidates for indexing. 

 Frequently modified columns probably should not be index columns because of theoverhead involved 

in updating the index. 

3.1.5 Composite Indexes 

This kind of index is useful when there is not a single column which has unique records. We need to find out 

the collection of columns whose records are unique for maximum or almost all tuples. Composite index will be 

used in following situations:- 

 

 When column A & B are not unique individually but in combinations they have maximum records 

unique. 
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 All values of DMQL/SQL statement is available in composite index than the table is not required. 

Since the results will be returned form the index. 

 If several different queries select the same rows by using different WHERE clauses basedon different 

columns, consider creating a composite index with all those columns usedin the WHERE statements. 

 

Composite index may play a vital role for performance enhancement if the database is designed to keep this 

index in mind. DMQL/SQL trace should use to determine the actual use of index. 

3.1.6 How to Avoid an Index 

If you have an application that can take advantage of an index, but contains a few DMQL/SQL statementsthat 

result in poor performance when they use an index, you can tell the optimizer tobypass the index. There are 

several ways this can be done: 

 

 Write the DMQL/SQL statement to avoid using a SELECT statement on an indexed column.By not 

selecting the column or set of columns that are indexed, you avoid the index. 

 Use hints. When you use hints in your DMQL/SQL statements, you can tell the optimizer notto use 

the index for this particular DMQL/SQL statement 

 

In this manner, you can design your database to effectively use indexes and have the flexibilityto avoid the 

index when it is not optimal to do so. 

3.2 Clusters 

A cluster, sometimes called an index cluster, is an optional method of storing tables in an Oracledatabase. In a 

cluster, multiple related tables are stored to more efficiently improve access timeto the related items. Clusters 

provide the most benefit when the related data is frequently accessedtogether. The existence of a cluster is 

transparent to users and to applications; the clusteronly affects how data is stored.Clusters can be advantageous 

in certain situations and disadvantageous in others. You must becareful in determining whether a cluster can 

help performance in your configuration. Typically,clusters are advantageous if the clustered, related data is 

used primarily in joins becausethe data to be used in the join is retrieved together in one I/O operation.If you 

have two tables with related data that are frequently accessed together, having a clustercan improve 

performance by preloading the related data into the SGA. Because you frequentlyuse the data together, having 

that data already in the SGA greatly reduces access time.If you do not typically use the information together, 

you will find no performance benefit fromusing a cluster. There is even a slight disadvantage because the SGA 

space is taken up by theadditional table information.Another disadvantage of clusters is a reduction in the 

performance of INSERT statements. Thishappens because of the additional complexity of the use of space and 

because there are multipletables in the same block. The clustered table also spans more blocks than the 

individualtable would, causing more data to be scanned. 

3.3 Packages, Procedures, and Functions 

Another way to improve performance of your DMQL/SQL statements is by using packages, procedures,and 

functions. Packages can help improve performance by storing together procedures andfunctions that are often 

used together. By storing these elements together, you can reduce theI/O required to bring them into memory 

from disk. Because these elements are often usedtogether, they can also be loaded from disk together.By using 

stored procedures, you benefit in several ways. Stored procedures allow you to reducethe amount of data sent 

across the network. The stored procedure requires fewer instructionsto be sent to the server; in many cases, less 

data must be sent back to the client from the server.A second benefit of a stored procedure is the increased 

chance that the DMQL/SQL statement can beused by other processes. Because the DMQL/SQL statement is 

defined and used by many processes,chances are good that the DMQL/SQL statement will already be parsed in 

the shared DMQL/SQL area andavailable to other users. 
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3.4 Optimization Approaches 

Oracle offers several options for optimization techniques. Among these are a cost-basedapproach and a rule-

based approach. The approach you take depends both on your applicationand your data. In most cases, the 

cost-based approach is recommended because it determinesan execution plan that is as good as or better than 

the rule-based approach.The following sections look at the optimization approaches available from Oracle and 

wheneach approach is appropriate. Remember that you can use hints to specifically tell Oracle howyou want 

the DMQL/SQL statement to be executed.  

3. 5 Rule-Based Approach 

The rule-based approach to Oracle optimization is straightforward and consistent. In the rulebasedapproach, 

the execution plan is derived by examining the available paths and rankingthem against a list of predetermined 

values for these paths With the rule-based optimization approach, the optimizer determines the ways to execute 

theDMQL/SQL statement. If there is more than one way to execute the DMQL/SQL statement, the table in 

Figure26.2 is used to choose the approach with the lowest ranking. 

3.6 Cost-Based Approach 

The cost-based approach to optimization uses existing knowledge of the database to choosethe most efficient 

execution plan. During the normal operation of the RDBMS, statistics aregathered on the data distribution and 

storage characteristics. The optimizer uses this informationto determine the most optimal execution plan. 

 

This optimization approach takes three steps: 

 

 The optimizer generates a set of possible execution plans, just as it does with the 

rulebasedoptimization approach. 

 The cost of each plan is determined based on statistics gathered about the database.This cost is based 

on CPU time and the I/O and memory necessary to execute theplan. 

 The optimizer compares the costs and chooses the execution plan with the lowest cost.The cost-based 

approach is usually preferred. In some cases, the rule-based approach may bemore appropriate,  

3.7 Discrete Transactions 

Discrete transactions are an optional way of processing DMQL/SQL statements. They may help performancein 

certain situations. Discrete transactions can be used only in a limited set of circumstances,but if you can take 

advantage of them, they can help performance.Discrete transactions work with small, non-distributed 

transactions and improve performanceby deferring the writing of redo information until the transaction has 

been committed. Discretetransactions cannotand should notbe used for all transactions. 

3.8 How Do Discrete Transactions Work? 

With discrete transactions, all changes made to data are deferred until the transaction has beencommitted. Even 

though redo information is saved, it is not written to the redo log until thetransaction has been committed. 

Until the commit, the redo information is stored in anotherarea of memory.When the transaction is committed, 

the redo information is written to the redo log and thechanges are made to the data block. This arrangement 

causes the rollback segments to be bypassed.Because the changes are deferred until the commit, the undo 

information does not haveto be saved.With normal transactions, the undo information must be saved in the 

rollback segments becausethe data blocks have already been changed. With discrete transactions.because the 

datablocks have not been changed until the commit, it is unnecessary to save that information.Discrete 

transactions should not be used on data accessed with long-running queries becausethose queries will not be 

able to access any undo information. 
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3.9 When Should Discrete Transactions Be Used? 

Discrete transactions should be used only under certain circumstances and with certain transactiontypes. Here 

are some guidelines for when to use discrete transactions: 

 Discrete transactions should be used to modify only a few data blocks. The amount ofdata and the 

amount of time it takes to perform the transactions should be as small aspossible. 

 Discrete transactions should not be used on data that might be accessed by longrunningqueries. Those 

queries will not be able to access any undo information. 

 Discrete transactions should not be used on any rows containing LONG data. 

 

Because of these restrictions, discrete transactions can be used only with a small subset of transactions.These 

transactions should be small and quick. If you can take advantage of discretetransactions, you should see a 

fairly good performance benefit. 

 

4.0. Conclusion 

In this paper we have explained the impact of efficient configuration of DMQL/SQL statement and its 

execution environment for enhancing the performance of DWDM/RDBMS. For practical explanation we have 

used one of the popular DWDM/RDBMS i.e. oracle 10g. We have suggested many parts ofDMQL/SQL 

statement, improvement of those may impact the performance of DWDM/RDBMS in positive way. 
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