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Abstract-A variety of clustering algorithms have recently been proposed to handle data that is not linearly 

separable; spectral clustering and kernel k-means are two of the main methods. Such a system consists of a large 

number of clients who communicate with each other indirectly via a number of intermediate servers. Optimizing the 

overall performance of such a system then can be formulated as a client-server assignment problem whose aim is to 

assign the clients to the servers in such a way to satisfy some prespecified requirements on the communication cost 

and load balancing. Programs written in this functional style are automatically parallelized and executed on a large 

cluster of commodity machines. The run-time system takes care of the details of partitioning the input data, 

scheduling the program's execution across a set of machines, handling machine failures, and managing the required 

inter-machine communication. Our simulation results indicate that the proposed algorithm produces superior 

performance than other heuristics, including the popular Normalized Cuts algorithm. Experimental results show that 

our multilevel algorithm outperforms a state-of-the-art spectral clustering algorithm in terms of speed, memory 

usage, and quality. We demonstrate that our algorithm is applicable to large-scale clustering tasks such as image 

segmentation, social network analysis, and gene network analysis. 

 

 

1. Introduction 

 
In this paper, we discuss equivalence between two seemingly different methods  

 

For clustering nonlinearly separable data: kernel k-means and spectral clustering. Using this equivalence, we design 

a fast kernel-based multilevel graph clustering algorithm that outperforms spectral clustering methods in terms of 

speed, memory usage, and quality. An ideal distributed system is completely decentralized, and that every node is 

given equal responsibility and no node is more computational or resource powerful than any other. However, for 

many real-world applications, such a system often has a low performance due to a significant cost of coordinating 

the nodes in a completely distributed manner. In practice, a typical distributed system consists of a mix of servers 

and clients. The servers are more computational and resource powerful than the clients. A classical example of such 

systems is e-mail. When a client A sends an e-mail to another client B, A does not send the e-mail directly to B. 

Instead, A sends its message to its e-mail server which has been previously assigned to handle all the e-mails to and 

from A. This server relays A’s e-mail to another server which has been previously assigned to handle e-mails for B. 

B then reads A’s e-mail by downloading the e-mail from its server. Importantly, the e-mail servers communicate 

with each other on behalf of their clients. The main advantage of this architecture is specialization, in the sense that 

the powerful dedicated e-mail servers release their clients from the responsibility associated with many tasks 

including processing and storing e-mails, and thus making e-mail applications more scalable. As a reaction to this 

complexity, we designed a new abstraction that allows us to express the simple computations we were trying to 

perform but hides the messy details of parallelization, fault-tolerance, data distribution and load balancing in a 

library. Our abstraction is inspired by the map and reduces primitives present in Lisp and many other functional 
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languages. We realized that most of our computations involved applying a map operation to each logical .record. In 

our input in order to compute a set of intermediate key/value pairs, and then applying a reduce operation to all the 

values that shared the same key, in order to combine the derived data appropriately. Our use of a functional model 

with user specified map and reduce operations allows us to parallelize large computations easily and to use re-

execution as the primary mechanism for fault tolerance. 

1.1 Programming Model 

The computation takes a set of input key/value pairs, and produces a set of output key/value pairs. The user of the 

Map Reduce library expresses the computation as two functions: Map and Reduce. Map, written by the user, takes 

an input pair and produces a set of intermediate key/value pairs. The Map Reduce library groups together all 

intermediate values associated with the same intermediate key me and passes them to the Reduce function. The 

Reduce function, also written by the user, accepts an intermediate key I and a set of values for that key. It merges 

together these values to form a possibly smaller set of values. Typically just zero or one output value is produced per 

Reduce invocation. The intermediate values are supplied to the user's reduce function via an iterates. This allows us 

to handle lists of values that are too large to in memory. 

 

1.2 Emerging Applications 

The client-server assignment problem is also relevant to a host of emerging applications ranging from social 

network applications such as Face book and Twitter to online distributed auction systems such as eBay. Face book is 

a system that allows circles of friends to exchange messages and pictures among themselves. Since friends are likely 

to communicate with each other than no friends, assigning friends to the same server will reduce the interserver 

communication and will result in reducing the overall communication load. At the same time, it is preferable to 

balance the communication load. This is exactly the client-server assignment problem encountered in the IMS. 

Online distributed auction systems is another candidate for applying the client-server assignment. If a user logged in 

a server which has contents that are mostly not of interest the user, then on average, every item search by a user will 

generate a larger communication overhead, as the search must be done across multiple servers. Therefore, letting a 

user log in the server that is likely to have contents of interest to a user will raise the efficiency. In this case, the 

types of contents can also be viewed as clients. 

 

 

2. Implementation 

 
Many different implementations of the Map Reduce interface are possible. The right choice depends on the 

environment. For example, one implementation may be suitable for a small shared-memory machine, another for 

large NUMA multi-processor, and yet another for an even larger collection of networked machines. This section 

describes an implementation targeted 

To the computing environment in wide use at Google: large clusters of commodity PCs connected together with 

switched Ethernet. In our environment:  

(1) Machines are typically dual-processor x86 processors running Linux, with 2-4 GB of memory per machine. 

(2) Commodity networking hardware is used. Typically either 100 megabits/second or 1 gigabit/second at the 

machine level, but averaging considerably less in overall bisection bandwidth. 

(3) A cluster consists of hundreds or thousands of machines, and therefore machine failures are common. 

(4) Storage is provided by inexpensive IDE disks attached directly to individual machines. A distributed system 

developed in-house is used to manage the data stored on these disks. The system uses replication to provide 

availability and reliability on top of unreliable hardware. 

(5) Users submit jobs to a scheduling system. Each job consists of a set of tasks, and is mapped by the scheduler to a 

set of available machines within a cluster. 

 

3. Execution Overview 

 
The Map invocations are distributed across multiple machines by automatically partitioning the input data into a set 

of M splits. The input splits can be processed in parallel by different machines. Reduce invocations are distributed 

by partitioning the intermediate key space into R pieces using a partitioning function (e.g., hash (key) mod R). The 

number of partitions (R) and the partitioning function are seceded by the user.  
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1. The Map Reduce library in the user program splits the input files into M pieces of typically 16 megabytes to 64 

megabytes (MB) per piece (controllable by the user via an optional parameter). It then starts up many copies of the 

program on a cluster of machines. 

2. One of the copies of the program is special. The master. The rest are workers that are assigned work by the 

master. There are map tasks and R reduces tasks to assign. The master picks idle workers and assigns each one a 

map task or a reduce task. 

3. A worker who is assigned a map task reads the contents of the corresponding input split. It parses key/value pairs 

out of the input data and passes each pair to the user-defined Map function. The intermediate key/value pairs 

produced by the Map function are buffered in memory. 

4. Periodically, the buffered pairs are written to local disk, partitioned into R regions by the partitioning function. 

The locations of these buffered pairs on the local disk are passed back to the master, who is responsible for 

forwarding these locations to the reduce workers. 

5. When a reduce worker is notified by the master about these locations, it uses remote procedure calls to read the 

buffered data from the local disks of the map workers. When a reduce worker has read all intermediate data, it sorts 

it by the intermediate keys so that all occurrences of the same key are grouped together. The sorting is needed 

because typically many different keys map to the same reduce task. If the amount of intermediate data is too large to 

_t in memory, an external sort is used. 

6. The reduce worker iterates over the sorted intermediate data and for each unique intermediate key encountered, it 

passes the key and the corresponding set of intermediate values to the user's Reduce function. The output of the 

Reduce function is appended to a final output for this reduces partition. 

 

3.1 Master Data Structures 

 

The master keeps several data structures. For each map task and reduce task, it stores the state (idle, in-progress, or 

completed), and the identity of the worker machine (for non-idle tasks). 

       The master is the conduit through which the location of intermediate regions is propagated from map tasks to 

reduce tasks. Therefore, for each completed map task, the master stores the locations and sizes of the R 

intermediately regions produced by the map task. Updates to this location and size information are received as map 

tasks are completed. The information is pushed incrementally to workers that have in-progress reduce tasks. 

 

3.2 Fault Tolerance  

 

Since the Map Reduce library is designed to help process very large amounts of data using hundreds or thousands of 

machines, the library must tolerate machine failures gracefully. 

 

4. Worker Failure 

 
The master pings every worker periodically. If no response is received from a worker in a certain amount of time, 

the master marks the worker as failed. Any map tasks completed by the worker are reset back to their initial idle 

state, and therefore become eligible for scheduling on other workers. Similarly, any map task or reduce task in 

progress on a failed worker is also reset to idle and becomes eligible for rescheduling. 

             Completed map tasks are re-executed on a failure because their output is stored on the local disk(s) of the 

failed machine and is therefore inaccessible. Completed reduce tasks do not need to be re-executed since their output 

is stored in a global system. When a map task is executed by worker A and then later executed by worker B (because 

A failed), a workers executing reduce tasks are notified of the re execution. Any reduce task that has not already 

read the data from worker A will read the data from worker B. Map Reduce is resilient to large-scale worker 

failures. For example, during one Map Reduce operation, network maintenance on a running cluster was causing 

groups of 80 machines at a time to become unreachable for several minutes. The Map Reduce master simply re-

executed 

The work done by the unreachable worker machines, and continued to make forward progress, eventually 

completing the Map Reduce operation. 

 

 

5. Load Balancing in Distributed Systems 
 



                                IJRIT International Journal of Research in Information Technology, Volume 2, Issue 8, August 2014, Pg. 111-116 

A.chittiratnam, IJRIT  114 

 

In classical task assignment problems in distributed systems, such as those described in the optimal assignment is 

pursued for given execution cost (load) of each task and inter task communication cost. In this model, the execution 

cost is assumed to be invariant regardless of the task assignment. This is the typical and most common premise for 

traditional load balancing in distributed systems, and is not well suited to model our problem. In our setup, the 

amounts of tasks and the task assignment in the classical task assignment problem can be equivalently viewed as the 

total load and the client-server assignment, respectively. Due to the specific system architecture in which clients 

communicate with each other indirectly via their servers, the total load dynamically varies according to the client-

server assignment. This dependency of total load on the client-server assignment makes our problem fundamentally 

different from others. We are not aware of other literature that addresses this dependency. 

 

5.1 Optimal Client-Server Assignment 

 

As the total communication load and load balance are two opposing metrics. Thus, different applications will allow 

for different tradeoffs between these two quantities. Our goal in this section is to derive the expressions for the total 

communication load and the load balance for a given communication pattern among the clients. Based on these, we 

will formulate a mathematical optimization problem for this tradeoff.  

 

 
 

5.2Clustering Algorithms 

 

To a certain extent, the client-server assignment problem can be viewed as an instance of the clustering problem. 

Specifically, the clients and their communication patterns can be represented as a graph whose vertices denote the 

clients, an edge between two vertices denote a communication between two corresponding clients. The weight of an 

edge between two vertices represents how frequently the two clients communicate with each other. The goal of 

many clustering algorithms is to cluster the clients into a fixed number of groups so that a certain objective, e.g., the 

ratio of intercommunication among groups to intra communication within a group, is minimized. Therefore, we 

briefly discuss a few approaches to the clustering problem.                                                                                            

The most related clustering algorithm to our problem is Normalized Cuts (NC) [3]. The NC divides an undirected 

graph into two disjoint partitions by minimizing 

 

 
 

The sum of the weights of the intergroup edges corresponds to the amount of the interserver communication, and the 

total weight of the associated edges corresponds to the communication load on a server in our problem. 

 

6. Cluster Configuration 

 
All of the programs were executed on a cluster that consisted of approximately 1800 machines. Each machine had 

two 2GHz Intel Xeon processors with Hyper- Threading enabled, 4GB of memory, two 160GB IDE disks, and a 

gigabit Ethernet link. The machines were arranged in a two-level tree-shaped switched network with approximately 

100-200 Gaps of aggregate bandwidth available at the root. All of the machines were in the same hosting facility 
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and therefore the round-trip time between any pair of machines was less than a millisecond. Out of the 4GB of 

memory, approximately 1-1.5GB was reserved by other tasks running on the cluster. The programs were executed 

on a weekend afternoon, when the CPUs, disks, and network were mostly idle. 

 

 
 

Data transfer rate over time 

 

 

6.1Effect of Backup Tasks 

 

We show an execution of the sort program with backup tasks disabled. The execution is similar to that, except that 

there is a very long tail where hardly any write activity occurs. After 960 seconds, all except 5 of the reduce tasks 

are completed. However these last few stragglers don't finish until 300 seconds later. The entire computation takes 

1283 seconds, an increase of 44% in elapsed time. 

 

6.2Machine Failures 

 

We show an execution of the sort program where we intentionally killed 200 out of 1746 worker processes several 

minutes into the computation. The underlying cluster scheduler immediately restarted new worker processes on 

these machines (since only the processes were killed, the machines were still functioning properly). The worker 

deaths show up as a negative input rate since some previously completed map work disappears (since the 

corresponding map workers were killed) and needs to be redone. The re-execution of this map work happens 

relatively quickly. The entire computation finishes in 933 seconds including startup overhead (just an increase of 5% 

over the normal execution time). 

 
 

7. Conclusion 

 
The Map Reduce programming model has been successfully used at Google for many different purposes. We 

attribute this success to several reasons. First, the model is easy to use, even for programmers without experience 

with parallel and distributed systems, since it hides the details of parallelization, fault-tolerance, locality 

optimization, and load balancing. Second, a large variety of problems are easily expressible as Map Reduce 

computations. For example, Map Reduce is used for the generation of data for Google's production web search 

service, for sorting, for date our simulation results indicate that the proposed algorithm almost always finds the 

optimal solution. Furthermore, the proposed algorithm outperforms other heuristics, including the popular 

Normalized Cuts algorithm. 
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