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Abstract 

Current Web search engines are built to serve all users, independent of the special needs of any individual user in different 
situations. Personalization of web search(PWS) is to carry out retrieval for each user incorporating his/her interests. User 
personalization becomes more important task for web search engines. We develop a unified model to provide user 
personalization for efficient web search. The user profiles are then used to improve retrieval effectiveness in Web search. We 
study privacy protection in PWS applications which model user preferences as hierarchical user profiles. We propose a PWS 
framework called UPS that can adaptively generalize profiles by queries while respecting user-specified privacy requirements. 
Our run-time generalization aims at striking a balance between two predictive metrics which evaluate the utility of 
personalization and the privacy risk of exposing the generalized profile. 
 
Index Terms— Category hierarchy, information filtering, personalization, retrieval effectiveness, privacy 
protection. 
 

1. Introduction  

As the amount of information on the Web rapidly increases, it creates many new challenges for Web 
search. When the same query is submitted by different users, a typical search engine returns the same result, 
regardless of who submitted the query. This may not be suitable for users with different information needs. One way 
to disambiguate the words in a query is to associate a small set of categories with the query. Current search engines 
such as Google or Yahoo! have hierarchies of categories to help users to specify their intentions. The use of 
hierarchical categories such as the Library of Congress Classification is also common among librarians. 
Personalized Web Search (PWS) is a general category of search techniques aiming at providing better search results, 
which are tailored for individual user needs. As the expense, user information has to be collected and analyzed to 
figure out the user intention behind the issued query. 
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A user may associate one or more categories to his/her query manually. For example, a user may first 

browse a hierarchy of categories and select one or more categories in the hierarchy before submitting his/her query. 
By utilizing the selected categories as a context for the query, a search engine is likely to return documents that are 
more suitable to the user. Unfortunately, a category hierarchy shown to a user is usually very large and, as a result, 
an ordinary user may have difficulty in finding the proper paths leading to the suitable categories. Furthermore, 
users are often too impatient to identify the proper categories before submitting their queries. An alternative to 
browsing is to obtain a set of categories for a user query directly by a search engine. However, categories returned 
from a typical search engine are still independent of a particular user and many of the returned categories do not 
reflect the intention of the searcher. To solve these problems, we propose a two-step strategy to improve retrieval 
effectiveness. In the first step, the system automatically deduces, for each user, a small set of categories for each 
query submitted by the user, based on his/her search history. In the second step, the system uses the set of categories 
to augment the query to conduct the Web search. Specifically, we provide a strategy to: 
 
1. Model and gather the user’s search history, 
2. Construct a user profile based on the search history and construct a general profile based on the ODP (Open 
Directory Project 1) category hierarchy, 
3. Deduce appropriate categories for each user query based on the user’s profile and the general profile, and 
4. Improve Web search effectiveness by using these categories as a context for each query. 
 

The solutions to PWS can generally be categorized into two types, namely click-log based methods and 
profile based ones. The click-log based methods are straightforward – they simply impose bias to clicked pages in 
the user’s query history. Although this strategy has been demonstrated to perform consistently and considerably well 
[1], it can only work on repeated queries from the same user, which is a strong limitation confining its applicability. 
In contrast, profile based methods improve the search experience with complicated user-interest models generated 
from user profiling techniques. Profile based methods can be potentially effective for almost all sorts of queries, but 
are reported to be unstable under some circumstances [1]. 
 

Numerous experiments are performed to demonstrate that our strategy of personalized Web search is both 
effective and efficient. A scenario in which our proposed personalized search can be beneficially utilized is as 
follows: Consider the situation where a mobile user wants to retrieve documents using his/her PDA. Since the 
bandwidth is limited and the display is small, it may not be practical to transmit a large number of documents for the 
user to choose the relevant ones. Even if it is possible to show some of the retrieved documents on one screen, there 
is no easy way for the user to direct the search engine to retrieve relevant documents if the initially retrieved 
documents are irrelevant. In contrast, with the use of our proposed technique, a small number of categories with 
respect to the user’s query are shown. If none of the categories is desired, the next set of categories is provided. This 
is continued until the user clicks on the desired categories, usually one, to express his/her intention. As will be 
demonstrated by our experiments, the user usually finds the categories of interest among the first three categories 
obtained by our system. Since three categories can easily fit into one screen, it is likely that effective retrieval can be 
achieved with minimal interaction with the user. Thus, our proposed technique can be used to personalize Web 
search. 

The contributions of this paper are as follows: 
 
1. We provide methods to deduce a set of related categories for each user query based on the retrieval history of the 
user. The set of categories can be deduced by using the user’s profile only or using the general profile only or using 
both profiles. We make the following comparisons and show that. 
a. The accuracy of combining the user profile and the general profile is higher than that of using the user profile 
only. 
b. The accuracy of combining the user profile and the general profile is higher than that of using the general profile 
only. 
c. The accuracy of using the user profile only is higher than that of using the general profile only. 
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2. We propose two modes, one semiautomatic and another completely automatic, to personalize Web search based 
on both the query and its context (the set of related categories). We show that both personalization modes can 
improve retrieval effectiveness. 
 
Relationships of our work with previous research are sketched below 
 
1. Many techniques are used in modern search engines to provide more contexts for user queries. Yahoo! 
(http://www.yahoo.com/), ODP (http://dmoz.org/) and Google (http://www.google.com/) return both categories and 
documents. Northern Light (http://www.northernlight.com/) And WiseNut(http://www.wisenut.com/) cluster their 
results into categories and Vivisimo (http://www.vivisimo.com/) groups results dynamically into clusters. Teoma 
(http://www.teoma.com/)clusters its results and provides query refinements. A lot of research in metasearch and 
distributed retrieval [8], [12], [13], [16], [18], [28], [36], [41] also investigates mapping user queries to a set of 
categories or collections. However, all of the above techniques return the same results for a given query, regardless 
of who submitted the query. This can be interpreted as having a general profile. Our experimental results indicate 
that using the combination of a user profile and a general profile usually yields significantly higher accuracy than 
using a general profile or a user profile alone. 
 
2. Many papers on information filtering [1], [5], [10], [31], [35], [37] and intelligent agent (Syskill and Webert [27], 
WebWatcher [20], Letizia [23], CiteCeer [3], Liza [2]) have been published. Most of them also construct user 
profiles explicitly or implicitly and recommend documents using the profiles. However, the technique we employ is 
different. While previous methods filter documents, our goal is to determine the categories which are likely to be the 
intention of the user. The determined categories are used as a context for the user query to improve retrieval 
effectiveness. Furthermore, no general profile was used in information filtering in previous papers. 
 
3. Text categorization has been investigated thoroughly. A comparison of various methods is given in [40]. Four 
algorithms are evaluated in our paper. Categorization of Web pages or collections of Web pages has also been 
studied in [19], [21], [22], [24]. Our utilization of a category hierarchy is similar to that from [24]. 
 
4. In the area of personalized Web search, WebMate [6] uses user profiles to refine user queries, but no experimental 
results are given. Watson [4] refines queries using a local context, but does not learn the user profile. Inquirus 2 [14] 
uses users’ preferences to choose data sources and refine queries, but it does not have user profiles and requires the 
users to provide their preferences of categories. In addition, only four no topical categories are included in Inquirus 
2. The method in [29] learns users’ profiles from their surfing histories and reranks/filters documents returned by a 
meta search engine based on the profiles.  

 
Our approach is different from all of the above in that we try to map each user query to a small set of 

categories based on the user’s profile and the general profile and we retrieve Web pages by merging multiple lists of 
Web pages from multiple query submissions. Furthermore, we make all three types of comparisons items 1a, 1b, and 
1c described under item 1 of our contribution, while earlier works may be interpreted as having done only item 1b. 
Among all these related works, [29] is the most similar one to ours. Additional differences between our work and 
that in [29] are as follows: 

 
a. The user profiles in the two approaches are different. In our approach, a category in a user profile is a weighted 
term vector in which a high weight of a term indicates that the term is of high significance in that category for the 
user and a low weight of the same term in another category indicates that the term is not important in that category. 
In other words, we utilize the weights of terms in different categories to identify the categories of interest to the user. 
In [29], no association of terms with categories is used in a user profile. The difference in the two approaches may 
yield substantial difference in identifying categories of interest. To protect user privacy in profile-based PWS, 
researchers have to consider two contradicting effects during the search process. On one hand, they attempt to 
improve the search quality with the personalization utility of the user profile. On the other hand, they need to hide 
the privacy contents existing in the user profile to place the privacy risk under control. A few previous studies ([10], 
[12]) suggest that people are willing to compromise privacy if the personalization by supplying user profile to the 
search engine yields better search quality. In an ideal case, significant gain can be obtained by personalization at the 
expense of only a small (and less-sensitive) portion of  the user profile, namely a generalized profile. Thus, user 
privacy can be protected without compromising the personalized search quality. In general, there is a trade-off 
between the search quality and the level of privacy protection achieved from generalization. Unfortunately, the 
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previous works of privacy preserving PWS are far from optimal. The problems with the existing methods are 
explained in the following observations: 
 
1. The existing profile-based PWS do not support run-time profiling. 

 
A user profile is typically generalized for only once offline, and used to personalize all queries from a same 

user indiscriminatingly. Such “one profile fits all” strategy certainly has drawbacks given the variety of queries. One 
evidence reported in [1] is that profile-based personalization may not even help to improve the search quality for 
some ad-hoc queries, though exposing user profile to a server has put the user’s privacy at risk. A better approach is 
to make an online decision on  
 
1) whether to personalize the query (by exposing the profile) and  
2) what to expose in the user profile at runtime. To the best of our knowledge, no previous work has supported such 
feature. 
 
(2) The existing methods do not take into account the customization of privacy requirements.  

 
This probably makes some user privacy to be over-protected while others insufficiently protected. For 

example, in [10], all the sensitive topics are detected using an absolute metric called surprise based on the 
information theory, assuming that the interests with less user document support are more sensitive. However, this 
assumption can be doubted with a simple counterexample: If a user has a large number of documents about “sex”, 
the surprisal of this topic may lead to a conclusion that “sex” is very general and not sensitive, despite the truth 
which is opposite. Unfortunately, few prior work can effectively address individual privacy needs during the 
generalization. 
 
(3)Many personalization techniques require iterative user interactions when creating personalized search 
results. 

They usually refine the search results with some metrics which require multiple user interactions, such as 
rank scoring [13], average rank [8], etc. This paradigm is however infeasible for run-time profiling, as it will not 
only pose too much risk of privacy breach, but also demand prohibitive processing time for profiling. Thus, we need 
predictive metrics to measure the search quality and breach risk after personalization, without incurring iterative 
user interaction. returns the top 10 documents and 12 categories. The user clicks the eighth category “Food and 
cooking” and the search engine shows all documents that have been clustered into this category. Then, the user 
clicks two documents about cooking apples. When this search session is finished, a search record, as shown in Fig. 
1, can be generated and saved for the user. 
 

 
 
 
2. Problem Statement 
 

The problem is to personalize Web search for improving retrieval effectiveness. Our strategy includes two 
steps. The first step is to map a user query to a set of categories which represent the user’s search intention and serve 
as a context for the query. The second step is to utilize both the query and its context to retrieve Web pages. In order 
to accomplish the first step, a user profile and a general profile are constructed. We propose a tree model in Section 
2.1 to represent a user’s search history and describe how a user’s search history can be collected without his/her 
direct involvement. In Section 2.2, a brief description of a user profile is given. A matrix representation of the user 
history and the user profile is described in Section 2.3. General knowledge from a category hierarchy is extracted for 
the purpose of constructing the general profile. This is given in Section 2.4. Section 2.5 sketches the deduction of the 
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appropriate categories based on a user query and the two profiles. The last section sketches the utilization of the 
categories to improve Web search. 
 
2.1 User Search History 
 

A search engine may track and record a user’s search history in order to learn the user’s long-term interests. 
We consider using the following information items to represent a user’s search history: queries, relevant documents, 
and related categories. One search record is generated for each user search session. A tree model of search records is 
shown in Fig. 1. In this model, nodes are information items and edges are relationships between nodes. The root of a 
search record is a query. Each query has one or more related categories. Associated with each category is a set of 
documents, each of which is both relevant to the query and related to the category. Based on our experiments with 
users, for almost all queries, each query is related to only one or two categories. In practice, a search engine may be 
able to acquire the type of user’s search records described above, without direct involvement by the user. Some 
possible scenarios are as follows: 
 
1. A document retrieved by a search engine   can be assumed to be relevant to the user with respect to a user query if 
some of the following user behaviors are observed: The user clicks it and there is a reasonable duration before the 
next click; the user saves/prints it. 
2. A user utilizing some of the popular search engines may first select a category before submitting a query. In this 
way, a category related to the user query is identified. Furthermore, some search engines, such as Google, have 
reclassified some documents into categories; some other search engines, such as Northern Light, cluster all retrieved 
documents into categories. When such documents are observed to be relevant (see scenario 1 above), the user query, 
its related categories, and its relevant documents are identified.   
 

Based on items 1 and 2, a set of search records representing a user’s search history can be obtained. As an 
example, consider the following session with the Northern Light search engine. A user who is interested in cooking 
submits a query “apple” to the search engine and it returns the top 10 documents and 12 categories. The user clicks 
the eighth category “Food and cooking” and the search engine shows all documents that have been clustered into 
this category. Then, the user clicks two documents about cooking apples. When this search session is finished, a 
search record, as shown in Fig. 1, can be generated and saved for the user. 
 
 
2.2 User Profile 
 

User profiles are used to represent users’ interests and to infer their intentions for new queries. In this 
paper, a user profile consists of a set of categories and, for each category, a set of terms (keywords) with weights. 
Each category represents a user interest in that category. The weight of a term in a category reflects the significance 
of the term in 
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representing the user’s interest in that category. For example, if the term “apple” has a high weight in the category 
“cooking,” then the occurrence of the word “apple” in a future query of the user has a tendency to indicate that the 
category “cooking” is of interest. A user’s profile will be learned automatically from the user’s search history. 
 
2.3 Matrix Representation of User Search History and User Profile 
 

We use matrices to represent user search histories and user profiles. Fig. 2 shows an example of the matrix 
representations of a search history and a profile for a particular user who is interested in the categories “COOKING” 
and “SOCCER.” This user’s search history is represented by two matrices DT (Fig. 2a) and DC (Fig. 2b). DT is a 
document-term matrix which is constructed from the user queries and the relevant documents. (In the following 
discussion, we use “documents” to denote both queries and relevant documents in the matrices DT and DC). DC is a 
document-category matrix which is constructed from the relationships between the categories and the documents. A 
user profile is represented by a category-term matrix M (Fig. 2c). In this example, D1; . . . D4 are documents; lower- 
case words such as “football” and “apple” are terms; uppercase words such as “SOCCER” and “COOKING” are 
categories.  

 
 We now describe the construction of the matrices DT and DC based on the user’s search records: 
 
2.3.1 Matrix DT(m*n). DT is constructed from the queries (the root nodes in the tree model) and their relevant 
documents (the leaf nodes in the tree model) in the user’s search records. m is the number of documents in a user’s 
search history and n is the number of distinct terms occurring in these documents. Each query or relevant document 
is a row vector of weighted terms in DT [32]. If a term, say term j, occurs in the ith query/relevant document, the 
weight DT(i; j) > 0; otherwise, it is 0. The value of DT(i; j) is determined by the common normalized TF*IDF 
weight scheme [17]. Before constructing DT, a stop word list is used to remove common words. In addition, terms 
that appear in only one relevant document in the user’s search history are removed. Furthermore, if an occurrence of 
a term t is more than five words away from each query term, then the occurrence of the term t is removed. Porter 
stemmer [11] is also applied to each term. 
 
2.3.2 Matrix DC(m*p). For each row in matrix DT, there is a corresponding row in the matrix DC. The columns of 
DC are the set of related categories. Since a row in DT represents a query/document, the corresponding row in the 
matrix DC indicates the set of categories related to the query/document. More precisely, if there is an edge between 
the jth category and the ith query/document in the tree model of a search record, then the entry DC(i; j) = 1; 
otherwise, it is 0. 
 
2.3.3 Matrix M(p*n). From DT and DC, we learn a matrix M, which represents the user profile. Each row in the 
matrix M which represents a category of interest to the user, is a vector of weighted terms. Thus, both categories and 
documents are represented in the same vector space of terms and similarities between them can be computed. The 
learning methods for obtaining M will be explained in Section 3. 
 
2.4 A Category Hierarchy 
 

In addition to the matrices DT, DC, and M as described above, we also utilize some general knowledge 
which is applicable to all users. The reason for using the additional information is that the knowledge acquired from 
a user is often limited and may not be sufficient to determine the user’s intention when a new user query is 
encountered. For example, a new query may contain terms that have never been used by the user before nor 
appeared in any of his/her previously retrieved relevant documents. The general knowledge that our system utilizes 
is extracted from ODP. Specifically, we use the first three levels of ODP. The categories in the first two levels (15 
first level categories and 604 second level categories) are used to represent the set of all categories. The terms 
appearing in these three levels of categories are used to represent the categories in the first two levels. From the 
category hierarchy, we learn a general profile, using a process similar to that for learning the user profile. Let the 
three corresponding matrices related to the general knowledge be denoted by DTg, DCg, and Mg (general profile). 
To construct document-term matrix DTg, we generate two documents for each category in the first two levels. One 
document consists of all terms in the text descriptions of its subcategories. The other document consists of terms in 
the category’s own text description. For example, in Fig. 3, 
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“Artificial intelligence” is a second level category and has subcategories “Data mining,” “Genetic 
algorithms,” etc. Thus, for this category (“Artificial intelligence”), one document has the terms “data,” “mining,” 
“genetic,” and “algorithms” and another document has the terms “artificial” and “intelligence.” Each term in the 
former document, though important in characterizing the category, is of lower significance than each term in the 
latter document. This is reflected by the fact that there are more terms in the former document than the latter 
document. For each pair of rows in the matrix DTg, say row i1 and row i2, there is a corresponding pair of rows in 
the document-category matrix DCg and the entries  

 
DCg(i1; j) =DCg(i2; j) =1; 

 
where the jth category represents “Artificial intelligence.” In addition, if the kth category represents the 

parent of the jth category (in this case, the parent is “Computer”), the entries DCg(i1; k) and DCg(i2; k) are set to 
0.25, indicating that this pair of documents are related to the kth category, though to a lesser extent. All other entries 
in this pair of rows are set to 0. The method to construct the general profile Mg will be given in Section 3. 

 
2.5 Inference of User Search Intention 
 

In our environment, the first step of personalized search is accomplished by mapping a user query to a set 
of categories which reflects the user’s intention and serves as a context for the query, based on the user profile and 
the general profile. The mapping is carried out as follows: First, the similarities between a user query and the 
categories representing the user’s interests are computed. Next, the categories are ranked in descending order of 
similarities. Finally, the top three categories, together with a button, which, when pressed, will indicate the next 
three categories, are shown to the user. If the user clicks on one or more of these top three categories, then the user’s 
intention is explicitly shown to the system. If the user’s interest is not among the top three categories, then the 
button can be clicked to show the next three categories. A user may have new interests. Our use of the general 
profile, which has interests for all users, is likely to be helpful. A user may have changing interests. We intend to 
keep the most recent search records. Thus, the user profile of a user reflects his/her most recent interests. 
 
2.6 Improving Retrieval Effectiveness Using Categories 
 

Our goal is to improve retrieval effectiveness. To accomplish it, we propose the following modes of 
retrieval: 
2.6.1 The user query is submitted to a search engine (in this paper Google Web Directory2) without specifying any 
category. In fact, this is not a mode of personalized search and will be considered as the baseline mode in our 
experiment. 
2.6.2 As discussed before, our system determines the three categories which are most likely to match the interests of 
the user with the given user query. From these three categories, the user can either pick the ones which are most 
suitable or he/she can decide to see the next three categories. The process continues until the desired categories are 
chosen by the user. As shown in Section 6.3.1, the user usually finds the desired categories within the first three 
categories presented by the system. Let us call this the semiautomatic mode. 
2.6.3 In the automatic mode, the system automatically picks the top category or the top two categories or the top 
three categories without consulting the user. Thus, the two-step personalization of Web search can be accomplished 
automatically, without the involvement of users. In the last two modes, the user query is initially submitted without 
specifying any category. Then, the query is submitted by specifying each of the chosen categories as a context. The 
multiple lists of returned documents are merged using a weighted voting-based merging algorithm (see Section 5.1). 
 
 
 
3. Algorithms to learn profiles 
 
Learning a user profile (matrix M) from the user’s search history (matrices DT and DC) and mapping user queries to 
categories can be viewed as a specific multiclass text categorization task. In Sections 3.1, 3.2, and 3.3, we describe 
four algorithms to learn a user profile: bRocchio, LLSF, pLLSF, and kNN. The last three algorithms have been 
shown to be among the top-performance text categorization methods in [40]. 
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3.1 Two LLSF-Based Algorithms 
 

Given the m-by-n document-term matrix DT and the m-by-p document-category matrix DC, the Linear 
Least Squares Fit (LLSF) method [38] computes a p-by-n category-term matrix M such that DT*MT approximates 
DC with the least sum of square errors, where MT is the transpose of M. A common technique for solving this 
problem is to employ the Singular Value Decomposition (SVD). DT is decomposed into the product of three 
matrices U*E*V T , where U and V are orthogonal matrices and E is a diagonal matrix. A solution based on such 

decomposition is given in [15]   , where E+ is the pseudo inverse of E. 
 
We also evaluate another variant, called “pseudo-LLSF” (pLLSF) [39], in which the dimensions of DT are 

reduced. Matrices E, U, and V are replaced by Ek, Uk, and Vk, respectively, where Ek contains the highest k entries 
in the diagonal matrix _, Uk and Vk are obtained by retaining the first k columns of U and V , respectively. 
Essentially, the original space is replaced by a k-dimensional space. After the replacements, M is computed from 

these modified matrices using the same formula, i.e.,   
 
The basic idea is that the noise in the original document-term matrix DT is removed by the dimension 

reduction technique. This technique is also the key of the Latent Semantic Indexing method (LSI) [7], which has 
been used successfully in various applications in Information Retrieval (IR) [7], [8], [10]. In practice, it is not easy 
to give a good value of k. Thus, we choose a k such that the ratio of the smallest retained singular value over the 
largest singular value is greater than a threshold _, which is set to be 0.25 in this paper. 
 
3.2 Rocchio-Based Algorithm 
 

Rocchio is originally a relevance feedback method [30]. We use a simple version of Rocchio adopted in 
text categorization: 
 

 
 where M is the matrix representing the user profile, Ni is the number of documents that are related to the 

ith category, m is the number of documents in DT, DT(k; j) is the weight of the jth term in the kth document, DC(k; 
i) is a binary value denoting whether the kth document is related to the ith category. Clearly, M(i; j) is the average 
weight of the jth term in all documents that are related to the ith category and documents that are not related to the 
category are not contributing to Mði; jÞ. We call the batch- based Rocchio method bRocchio. 
 
3.3 kNN 
 

The k-Nearest Neighbor (kNN) method does not compute a user profile. Instead, it computes the similarity 
between a user query and each category directly from DT and DC (see Section 4.1). 
 
3.4 Adaptive Learning 
 

The algorithms introduced above are all based on batch learning in which the user profile is learned from 
the user’s previous search records. Batch learning can be inefficient when the amount of accumulated search records 
is large. An adaptive method can be more efficient as the user profile is modified by the new search records. LLSF-
based algorithms are not suitable for adaptive learning as recomputation of the user profile M is expensive. The kNN 
method requires storing DT and DC, which is space inefficient. Furthermore, the computation of similarities using 
kNN can be inefficient for a large amount of search records. Rocchio’s method can be made adaptive as follows: 
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where Mt is the modified user profile at time t, Nt i is the number of documents which are related to the ith 
category and have been accumulated from time zero to time t; the second term on the right-hand side of the equation 
is the sum of the weights of the jth term in the documents that are related to the ith category and obtained between 
time t _ 1and time t divided by Nt i . For example, suppose, at time t _ 1, the value of Mði; jÞt_1 is 0.5, Nt_1 i is 10; 
between time t _ 1 and t, we collect a number of new documents, among which are five documents that are related to 
the ith category; and the sum of the weights of the jth term in these five document is 1. Then, Nt i is 10 þ 5 ¼ 15 and 

 
 

 
We call this adaptive-based Rocchio method aRocchio. 

 

4 Mapping queries to related categories 
 
We examine the following three processes of mapping anew user query to a set of categories. 
 
4.1 Using User Profile Only 
 

The similarity between a query vector q and each category vector c in the user profile M is computed by the 
Cosine function [32]. As stated in Section 3, we use pLLSF, LLSF, bRocchio, and aRocchio to compute M. The 
kNN method first finds the k most similar documents among all document vectors in DT using the Cosine function. 
Then, among these k neighbors, a set of documents, say S, which are related to a category c can be identified using 
DC. Finally, the similarity between q and c is computed as the sum of the similarities between q and the documents 
in S. This is repeated for each category. The following formula, which is slightly modified from [40], is used: 

 
where q is the query, cj is the jth category, di is a document among the k nearest neighbors of q and the ith row 

vector in DT, Cos(q; di) is the cosine similarity between q and di, and  denotes whether di is 
related to the jth category. We set k =12 in this paper. 
 
4.2 Using General Profile Only 
 

Only pLLSF is used to compute the general profile Mg. As will be shown in Section 6, pLLSF has the 
highest average accuracy and, although it is computationally expensive, Mg needs to be computed only once. 
 
4.3 Using Both User and General Profiles 
 

We propose three combining methods and compare them with the above two baseline cases. Let cu and cg be 
the category vectors for the user profile and the general profile, respectively. The following computation is done for 
every category: 
 

1. Use only the user profile: Sim(q; c)= Sim(q; cu). 
2. Use only the general profile: sim(q,c)=Sim(q; cg). 

       3. Combining Method 1: 
           Sim(q; c)=(Sim(q; cu ) Sim(q; cg  ))=2: 
       4. Combining Method 2: 
            Simðq; cÞ ¼ 1 _ ð1 _ Simðq; cuÞÞ _ ð1 _       
 
          Simðq; cgÞÞ: 
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      5. Combining Method 3: 
          Simðq; cÞ ¼ maxðSimðq; cuÞ; Simðq; cgÞÞ: 
 

The combining methods are not applied to kNN because it may produce a similarity > 1 between a user 
query and a category. This prevents combining method 2 from being used. 

The categories are ranked in descending order of the combined similarities, i.e., Simðq; cÞ, and the top 
three categories are chosen to reflect the user’s search intention. The reason that it is sufficient to use the top three 
categories only is that, for a given query, most users are interested in only one or two categories. 

 
 
5 Improving retrieval effectiveness 
 

Our system maps each user query to a set of categories and returns the top three categories. In this section, 
we provide methods to improve retrieval effectiveness using categories as a context of the user query. Three modes 
of retrieval have been briefly introduced in Section 2.6. In the three modes of process, the user query is submitted to 
the search engine (in this case, Google Web Directory) multiple times. In the first mode, it is submitted to the search 
engine without specifying any category. Let the list of documents retrieved be DOC-WO-C (documents retrieved 
without specifying categories). Let its cardinality be MO. In the second and third modes, the query is submitted by 
specifying a set of categories which is obtained either semiautomatically or completely automatically. Let the list of 
documents retrieved by specifying the top i category be DOC-W-Ci. Let its cardinality beMWi. MO is usually larger 
thanMWi. As a consequence, a fair comparison between retrieval using the specified categories and that of not 
specifying any category is not possible. Our solution is as follows: We will 
merge the retrieved lists of documents DOC-WO-C and DOC-W-Ci in such a way that the resulting set has exactly 
the same cardinality as DOC-WO-C. 
 
5.1 Algorithm 
 

Our algorithm to merge multiple lists of retrieved documents, DOC-WO-C and DOC-W-Ci, is by 
modifying a voting-based merging scheme [26]. The original merging scheme is as follows: 

Each retrieved list has the same number of documents, say N. The ith ranked document in a list gets (N _ i 
þ 1) votes. Thus, the first document in a list gets N votes and later documents in the list get fewer votes. If a 
document appears in multiple lists, it gets the sum of the votes of that document appearing in the lists. In other 
words, if a document appears in multiple lists, it usually gets more votes than a document appearing in a single list. 
Documents in the merged list are ranked in descending order of votes. No document relevance scores are required. It 
has been shown in [26] that this way of merging is both effective and efficient. Our modification of the above 
scheme is a weighted voting-based merging algorithm: 

 
1. Let MM be the number of documents in the longest list. In our case, the longest list is DOC-WO-C and MM 
=MO. 
2. Each list, say the jth list, has a weight Wj associated with it. The number of votes assigned to the ith ranked 
document in the jth list is Wj*( MM- i+1). The weight Wj is dependent on the rank of the category, say C, the 
similarity of the category with respect to the query, and the number of documents in the list. It is given by: 
 

 
Where 

� rank-C ¼ 1, if the rank of C with respect to the query is 1; 0.5, if the rank is 2; and 0.25, if the rank is 3. 
� sim-C is Simðq; CÞ as given in Section 4.3. 
� num-C is the number of retrieved documents in the list (either MWi or MO). 
� rank-C is 1 and sim-C is 1 in the semiautomatic mode in which the category is selected by the user. If the 

list of documents is obtained by not specifying any category, then rank-C is 0.5; sim-C is 0.1, which is 
approximately the average similarity of the top ranked categories for the queries. 
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The following scenarios explain the motivation that weights are assigned as introduced above: 
Suppose the top ranked category has a similarity much higher than 0.1, then, assuming that each list has the 

same number of documents, the weight associated with DOC-W-C1 is much higher than that associated with DOC-
WO-C. This is consistent with the notion that a category, if it obtains high similarity, receives high confidence. This 
implies that documents in DOC-W-C1 get higher votes than those in DOC-WO-C. Conversely, if a top-ranked 
category receives low similarity, then the documents in DOC-W-C1 get low votes. Consider the extreme situation 
where none of the query terms appears in either the user profile or the general profile. In that case, the similarities 
between the query and all the categories will be all zeros. This means that the weight Wj ¼ 0. As a consequence, 
only the list of documents DOC-WO-C is retrieved. 

 
• Documents retrieved using higher ranked categories get more votes than those retrieved using lower ranked 

categories. This explains the relative values assigned to rank-C and sim-C. 
• If a query is submitted to a wrong category, then the number of documents retrieved is usually very few, 

which is an indication that the confidence of using the category is low. 

 
 

After all votes of the documents are counted, the documents are arranged in descending order of votes and the 
top MO documents (the same number of documents as DOC-WO-C) are retained. In case several documents from 
multiple lists get the same number of votes, the document from the list with the highest weight Wj will be ranked 
ahead of the other documents with the same number of votes. For example, suppose we want to merge two lists of 
returned documents for a given query, one of which is obtained by not specifying any category and the other one is 
obtained by specifying the top 1 category. Let the two lists be: 
 

� DOC-WO-C: {d1, d2, d3, d4, d5, d6, d7, d8, d9, d10}. 
� DOC-W-C1: {d1, d5, d6, d8, d9, d11, d12, d13, d14,d15}. 

 
Each underlined document is relevant to the query. Let the similarity between the query and the top category be 

0.1. Thus, the weight of the DOC-WO-C list is 0:5 _ sqrtð0:1Þ _ 10, the weight of the DOC-W-C1 list is 1 _ 
sqrtð0:1Þ _ 10, and votes for document d1 to d15 are, respectively, 

 
{15; 4:5; 4; 3:5; 12; 10:5; 2; 8:5; 7; 0:5; 5; 4; 3; 2; 1}* sqrt(0:1)*10: 

 
Finally, we get the top 10 documents of the merged list and it is: 

 
{d1; d5; d6; d8; d9; d11; d2; d12; d3; d4}: 

 
In this example, the merged list has one more relevant document than each of the two original lists. It is 

also clear that the merged list is more effective than the DOC-WO-C list. Other merging algorithms, such as those in 
[9], can be employed. In fact, we experiment with the best algorithm, MC4, in [9]. It yields a 1-2 percent 
improvements over the algorithm [26] reported here, but is less efficient. Due to limited space, MC4 is not presented 
here. 
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6. Experiments 
 
6.1 Data Sets 

In our experiments, seven data sets were collected from seven different users in two phases. In the first 
phase, each user submitted a number of queries to a search engine which, in this case, is Google Web Directory. For 
each query, the user identified the set of related categories and a list of relevant documents, as well as provided a 
statement which describes the semantics of the query (similar to the “Description” part of a “Topic” in TREC [33]). 
Each query (not containing the statement), the set of related categories, and the list of relevant documents comprise 
a search record. In the second phase, each query is submitted in three different modes to the Google Web Directory 
as described in Section 5. For each submission, at most top 10 documents are examined by the user. The relevance 
of each returned document is judged as either relevant or irrelevant. Table 1 gives the statistics of the data sets. 
 

 
For example, User 1 has 10 interest categories and 37 search records with 37 queries and 236 relevant 

documents. As mentioned in Section 2.4, we generate a set of documents in the construction of the general profile, 
using the text descriptions of the categories in the first three levels of ODP. There are 619 categories in the first two 
levels of the hierarchy. To evaluate our approach to mapping a user query to a set of categories, we use the 10-fold 
cross-validation strategy [25]. For each data set, we randomly divide the search records into 10 subsets, each having 
approximately the same number of search records. We repeat experiments 10 times, each time using a different 
subset as the test set and the remaining nine subsets as the training set. This can also be considered as a simulation of 
users’ changing interests as both the training set and the test set change. As described in Section 2.3, we construct 
two matrices from the search records in the training set and we call them DTtrain and DCtrain. Similarly, two 
matrices DTtest and DCtest are constructed from the test set. After the user profile M is learned from DTtrain and 
DCtrain, the set of categories is ranked with respect to each query in DTtest and the result is checked against DCtest 
to compute the accuracy. The average accuracy across all 10 runs is computed. This is a measurement of 
performance of mapping queries to categories. In addition, each query in DTtest with the set of ranked categories is 
used to conduct the three modes of retrieval. A standard effectiveness measure will be used. 

 
 
6.2 Performance Measures 
 
6.2.1 Accuracy of Mapping User Queries to Categories 

 
In our approach, the top three categories are returned for each user query. The following performance 

metric is proposed: 
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where n is the number of related categories to the query, score ci is the score of a related category ci that is 
ranked among the top 3, rankci is the rank of ci, and ideal rank ci is the highest possible rank for ci. We compute the 
accuracy for each query. For example, assume that c1 and c2 are related categories to a user query and they are 
ranked by the system to be the first and the third, then the accuracy should be computed in the following way: If 
neither c1 nor c2 are among the top 3, the accuracy will be 0. For each data set, we compute the average accuracy of 
all queries. 

 
6.2.2 Measure of Web Page Retrieval 
 

The measure of effectiveness is essentially the “Precision at 11 standard recall levels” as used in TREC 
evaluation [34]. It is briefly described as follows: 

 
a. For each query, for each list of retrieved documents up to the top 10 documents, all relevant documents are 

identified. (In practice, a number higher than 10 may be desirable. However, we have a limited amount of 
human resources to perform manual judgment of relevant documents. Furthermore, most users in the Web 
environment examine no more than 10 documents per query.) 

b. The union of all relevant documents in all these lists is assumed to be the set of relevant documents of the 
query. 

c. For each value of recall (the percentage of relevant documents retrieved) among all the recall points f0:0; 
0:1; . . . :; 1:0g, the precision (the number of relevant document retrieved divided by the number of 
retrieved documents) is computed. 

d. Finally, the precision, averaged over all recall points, is computed. 
 

For each data set and for each mode of retrieval, we obtain a single precision value by averaging the precision 
values for all queries. The measure of efficiency is the average wall clock time for processing a user query. 
 
6.3 Experimental Results 
 
6.3.1 Results of Mapping User Queries to Categories 
 

First, we investigate the effectiveness of the four batch learning algorithms based on only the user profiles. 
Fig. 4 and Table 2 show their accuracy results. As can be seen from Fig. 4, pLLSF, kNN, and bRocchio have similar 
effectiveness and all of them perform well; their accuracy ranges from 0.768 to 0.975 with the exception of user 1. 
These three algorithms outperform LLSF as shown in Table 2. This indicates that dimension reduction with SVD is 
worthwhile. We examine the effects of combining the user profile and the general profile, and compare the three 
combining methods with the two baselines (one using the general profile only and the other using the user profile 
only). Since pLLSF, bRocchio, and kNN have been shown to yield similar accuracy, we choose bRocchio to 
construct the user profile and pLLSF to construct the general profile. Another reason for choosing bRocchio is that it 
can be made an adaptive method. Fig. 5 and Table 3 show that the three combining methods have approximately the 
same average performance and all of them significantly outperform the two baselines. This clearly demonstrates that 
it is worthwhile to combine the user profile and the general profile to yield higher accuracy than using only one of 
the two profiles. Another observation from Table 3 is that using the user profile alone gives better performance than 
using the general profile alone. This tends to imply that it is worthwhile to perform personalized search. 
 

Finally, we examine the accuracy of the adaptive learning method aRocchio as more and more training data 
are given (i.e., the window size of user search history becomes bigger and bigger). Only combining method 1 is used 
as there is no significant difference among the three combining methods. aRocchio is experimented with as follows 

  
1) We still use the 10-fold cross-validation strategy. The 10 subsets of each data set are numbered from 1 to 10. 
2) For each user, the experiment is repeated 10 times. In the 36 IEEE TRANSACTIONS ON KNOWLEDGE AND 
DATA ENGINEERING, VOL. 16, NO. 1, JANUARY 2004 Fig. 4. pLLSF versus LLSF versus bRocchio versus 
kNN on seven users. 
 
TABLE 2: pLLSF versus LLSF versus bRocchio Versus kNN on Average 
 
Fig. 5. Comparison of different mapping methods on seven users. 
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TABLE 3 
 

Comparison of Different Mapping Methods on Average ith run, the ith subset is the test set. The remaining 
nine subsets are used as nine training sets. The first user profile, M1, is constructed from the training subset fi þ 1g. 
Then, M1 is modified by the training subset fi þ 2g to yield the next profile M2 (see the formula in Section 3.4). 
This process continues until the user profile M8 is modified by the training subset fi _ 1g to produce M9. As more 
training subsets are given, the accuracies of using the user profile alone, using the general profile alone, and using 
both profiles are examined. Finally, the case of using the test subset i as the training data to produce M10 from M9 
is carried out. The last case is of interest as, in the Internet environment, it is known that users tend to submit the 
same queries repeatedly. The following are some observations for the results as shown in Fig. 6 and Tables 4, 5 and 
6:  

 
1. When the size of training data is small, the accuracy of using the user profile alone is worse than that using the 
general profile alone. However, even with a small training data set, the accuracy of using both profiles is better than 
that using one of the two profiles only. 
2. As more training data is given, the accuracy of using the user profile increases. This also boosts the accuracy of 
using both profiles. 
3. When all data are employed as the training data, close to 100 percent accuracy is achieved. 
 
6.3.2 Results of Retrieval Effectiveness and Efficiency 
 
A comparison of the three modes of retrieval is conducted. The following experiments are carried out: 
 
1. Base: the average precision of the queries submitted by the users without specifying the categories, 
2. Semi: the average precision when the top categories are determined automatically, the correct categories are 
identified by the user, and the retrieved lists are merged as described in Section 5, 
3. Auto1: the average precision when the top category determined automatically for each query is used for retrieval 
and the two retrieved lists of documents, DOC-WO-C and DOC-W-C1 are merged as described in Section 5, 
4. Auto2: same as 3 except that the top two categories are used and the three retrieved lists, DOC-WO-C, DOC-W-
C1, and DOC-W-C2 are merged, and  
5. Auto3: same as 4 except that the top three categories are used. 
 

Based on the categories obtained by the first step (we use the results of the Comb1 method as shown in Fig. 
5 and Table 3), we examine the improvement in retrieval effectiveness using our weighted voting based merging 
algorithm. The results (Precision at 11 standard recall levels and the improvement of the two modes of 
personalization to the baseline) for the seven users are given in Table 7 and Figs. 7 and 8. We have the following 
observations from the results: 

 
6. The improvement in retrieval effectiveness due to the semiautomatic mode is about 25.6 percent. However, even 
though all categories are identified by the user to be relevant, the returned documents are not all relevant. 
7. The improvement in retrieval effectiveness using any one of the three automatic methods, namely, Auto1, Auto2, 
and Auto3 yields about the same result, which is in the range 12-13 percent. Since Auto1 only LIU ET AL.: 
PERSONALIZED WEB SEARCH FOR IMPROVING RETRIEVAL EFFECTIVENESS 37 
 
Fig. 6. Results of the adaptive learning (aRocchio) on user 1. (All results for other users are similar.) 
 
TABLE 4 
 

 
 
Results of the Adaptive Learning (aRocchio) Using Only User Profiles. 
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TABLE 5 
 

 
Results of the pLLSF Method Using Only the General Profile 
 
TABLE 6 
 

 
Results of the Adaptive Learning (aRocchio) Using Both Profiles—Method Comb1 needs to combine 

results from two lists, it is more efficient than Auto2 and Auto3. Thus, Auto1 is preferred. In all the above cases, a 
significant improvement in retrieval effectiveness is established when a personalized search is used. Next, we 
examine the efficiency of our technique. 
  
Table 8 

 
Shows that the average times for processing a query in seconds. Each of the times reported in the table consists of: 
 
a. the time to map the user query to a set of categories, 
b. the time for the search engine, Google Directory, to retrieve the documents, 
c. the time for our system to extract lists of documents from the search engine result pages, and 
d. the time to merge the multiple lists of documents into a final list of documents. 
Ninety-nine percent of the time is spent on step b and c. 
Thus, the portion of our algorithm which consists of step a and d is efficient. 
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