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Abstract 

BIG Data is the collection of large numbers of data sets and complex that it becomes difficult to process using on-hand database 
management tool. The promise of Big Data is real -- for example, it is estimated that Google alone contributed 54 billion dollars 
to the US economy in 2009. Now, Google processes 24PB of Data per day. Heterogeneity, scale, timeliness, complexity, and 
privacy problems with Big Data impede progress at all phases of the pipeline that can create value from data. The problems start 
right away during data acquisition, when the data tsunami requires us to make decisions, currently in an ad hoc manner, about 
what data to keep and what to discard, and how to store what we keep reliably with the right metadata. Much data today is not 
natively in structured format; for example, tweets and blogs are weakly structured pieces of text, while images and video are 
structured for storage and display, but not for semantic content and search: transforming such content into a structured format for 
later analysis is a major challenge. Data analysis, organization, retrieval, and modelling are other foundational challenges. Data 
analysis is a clear bottleneck in many applications, both due to lack of scalability of the underlying algorithms and due to the 
complexity of the data that needs to be analysed. 
 

 
1. Introduction 
 

The term Big Data is used almost anywhere these days; from news articles  to professional magazines, from 
tweets  to YouTube videos and blog discussions. Facebook handles more than 250 million photo uploads and the 
interactions of 800 million active users with more than 900 million objects (pages, groups, etc.) – each day. More 
than 5 billion people are calling, texting, tweeting and browsing on mobile phones worldwide. 
 
Big Data can be  seen in the finance and business where  enormous amount of stock exchange,  banking, online and 
onsite purchasing data flows through computerized systems every day and are then captured and stored for inventory 
monitoring, customer behaviour and market behaviour. It can also be seen in the life sciences where big sets of data  
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such as genome sequencing, clinical data and patient data are analyzed and used to advance breakthroughs in 
science in research. On the other hand, Radio frequency identification (RFID) systems used by retailers and others 
can generate 100 to 1,000 times the data of conventional bar code systems. 
 
In terms of Government, Big data analysis played a large role in Barack Obama's successful 2012 re-election 
campaign. In Science, the Organisation like NASA Center for Climate Simulation (NCCS) stores 32petabytes of 
climate observations and simulations on the Discover supercomputing cluster. In Private sectors, the volume of 
business data worldwide, across all companies, doubles every 1.2 years, according to estimates. The explosion of 
data isn’t new. It continues a trend that started in the 1970s. What has changed is the velocity of growth, the 
diversity of the data and the imperative to make better use of information to transform the business. 
 

 
 
 
Big Data has the potential to revolutionize not just research, but also education. A recent detailed quantitative 
comparison of different approaches taken by 35 charter schools in NYC has found that one of the top five policies 
correlated with measurable academic effectiveness was the use of data to guide instruction. Now, Imagine a world in 
which we have access to a huge database where we collect every detailed measure of every student's academic 
performance. This data could be used to design the most effective approaches to education, starting from reading, 
writing, and math, to advanced, college-level, courses. We are far from having access to such data, but there are 
powerful trends in this direction. 
 
     In this article, we explore the term Big Data as it emerged from the peer reviewed literature. Our aim is to ensure 
that the use of the new technology and tools supporting big data will deliver benefits while maintaining compliance 
with privacy.  
 
 
2. Objectives/challenges under BIG Data 
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• The challenge of separating the wheat from the chaff – which data is valuable and which isn’t. 
• To enhance cross-agency data analytic capability for improved policy and service delivery. 
• You must make molehills out of mountains to ensure you are analysing the right data in the right way. 
• How to store your data for maximum impact and analytic reference. 
• Solving real-time aspects in a distributed environment. 
• To enhance the protection of and set clearer boundaries for usage of personal  information. 

 
 

 
3. What is BIG Data? 
 
Big data is a relative term describing a situation where the volume, velocity and variety of data exceed an 
organization’s storage or compute capacity for accurate and timely decision making. 

 
In Information Technology, BIG Data is the collection of data sets so large and complex that it becomes difficult to 
process using on-hand database management tool. The challenges include capture, storage, search, sharing, transfer, 
analysis, and visualization. Big Data describe a new generation of technologies and architectures, designed to 
economically extract value from very large volumes of a wide variety of data, by enabling high velocity capture, 
discovery and analyse. 
"Big Data" is a catch phrase that has been bubbling up from the high performance computing niche of the IT market. 
Big Data can be defined as data that will be stored in data stores categorized as “NoSQL” due to their lack of 
compatibility with the SQL language that is so ubiquitous in the relational database world. 
 
Elements of "Big Data" include: 

• The degree of complexity within the data set 
• The amount of value that can be derived from innovative vs. non-innovative analysis techniques 
• The use of longitudinal information supplements the analysis. 

 
 

 
3V’s  of BIG Data : 
 



Priyanka Mogha, IJRIT      226 

 

 
 

• Volume :  

The Amount of Data. From terabytes and petabytes and up. Volume refers to the mass quantities of data that 
organizations are trying to harness to improve decision-making across the enterprise. The massive scale and growth 
of unstructured data outstrips traditional storage and analytical solutions. Data volumes continue to increase at an 
unprecedented rate. However, what constitutes truly “high” volume varies by industry and even geography, and is 
smaller than the petabytes and zeta bytes often referenced. 

• Velocity : 

Data in Motion. Accelarated data flows in all directions. The speed at which data is created, processed and analyzed. 
Velocity impacts latency – the lag time between when data is created or captured, and when it is accessible. Data is 
generated in real time, with demands for usable information to be served up immediately. Analysis of streaming data 
to enable decisions within fractions of seconds. 

• Variety : 

Different types of data and data sources. Data is getting generated in the form of relational data, text data, graph 
data, semi structured data etc. Variety is about managing the complexity of multiple data types. Organizations need 
to integrate and analyze data from a complex array of both traditional and non-traditional information sources, from 
within and outside the enterprise. With the use of smart devices, sensors and many more technologies, data is being 
generated in countless forms, including: text, tweets, audio, video, sensor data, wed data, log files and many more. 

• Complexity:  

The need to correlate and share data across entities. Difficulties dealing with data increase with the expanding 
universe of data sources and are compounded by the need to link, match and transform data across business entities 
and systems. Organizations need to understand relationships, such as complex hierarchies and data linkages, among 
all data. 
 
A data environment can become extreme along any of the above dimensions or with a combination of two or all of 
them at once. However, it is important to understand that not all of your data will be relevant or useful. 
Organizations must be able to separate the wheat from the chaff and focus on the information that counts – not on 
the information overload. 
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4. BIG Data techniques and technologies  
 

A wide range of techniques and technologies has been developed and adapted to aggregate, manipulate, analyze, and 
visualize big data. These techniques and technologies draw from several fields like statistics, computer science, 
applied mathematics, and economics. Some techniques and technologies were developed in a world with access to 
far smaller volumes and variety in data, but have been successfully adapted so that they are applicable to very large 
sets of more diverse data. Some were developed by academics and others by companies.  

 
4.1Techniques for analyzing BIG Data: 
 
There are many techniques that draw on disciplines such as statistics and computer science that can be used to 
analyze datasets. 
 

� A/B testing: 
A technique in which a control group is compared with a variety of test groups in order to determine what changes 
will improve a given objective variable, e.g., marketing response rate. This technique is also known as split testing 
or bucket testing. Big data enables huge numbers of tests to be executed and analyzed, ensuring that groups are of 
sufficient size to detect meaningful differences between the control and treatment groups. 
 

� Crowdsourcing: 
A technique for collecting data submitted by a large group of people or community (i.e., the “crowd”) through an 
open call, usually through networked media such as the Web. This is a type of mass collaboration. 
 

� Cluster analysis: 
A statistical method for classifying objects that splits a diverse group into smaller groups of similar objects, whose 
characteristics of similarity are not known in advance. An example of cluster analysis is segmenting consumers into 
self-similar groups for targeted marketing. 
 

� Network analysis: 
A set of techniques used to characterize relationships among discrete nodes in a graph or a network. In social 
network analysis, connections between individuals in a community or organization are analyzed, e.g., how 
information travels, or who has the most influence over whom. 
 

� Visualization: 
Techniques used for creating images, diagrams, or animations to communicate, understand, and improve the results 
of big data analyses. 
 

� Data mining: 
A set of techniques to extract patterns from large datasets by combining methods from statistics and machine 
learning with database management. These techniques include association rule learning, cluster analysis, 
classification, and regression. Applications include mining customer data to determine segments most likely to 
respond to an offer, mining human resources data to identify characteristics of most successful employees, or market 
basket analysis to model the purchase behaviour of customers. 
  

� Pattern recognition: 
A set of machine learning techniques that assign some sort of output value (or label) to a given input value (or 
instance) according to a specific algorithm. 
 

� Neural networks: 
Computational models, inspired by the structure and workings of biological neural networks (i.e., the cells and 
connections within a brain), that find patterns in data. Neural networks are well-suited for finding nonlinear patterns. 
Examples of applications include identifying high-value customers that are at risk of leaving a particular company 
and identifying fraudulent insurance claims. 
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4.2Technologies for analysing BIG Data: 
 
There is a growing number of technologies used to aggregate, manipulate, manage, and analyze big data. 
 

� Cloud computing: 
A computing paradigm in which highly scalable computing resources, often configured as a distributed system, are 
provided as a service through a network. 
 

� Distributed system: 
Multiple computers,  communicating through a network, used to solve a common computational problem. The 
problem is divided into multiple tasks, each of which is solved by one or more computers working in parallel. 
Benefits of distributed systems include higher performance at a lower cost and more scalability. 
 

� Google File System: 
Proprietary distributed file system developed by Google; part of the inspiration for Hadoop. 

� Hadoop: 
An open source (free) software framework for processing huge datasets on certain kinds of problems on a 
distributed system. Its development was inspired by Google’s MapReduce and Google File System. It was 
originally developed at Yahoo! and is now managed as a project of the Apache Software Foundation. 

 
� SQL: 

Originally an acronym for structured query language, SQL is a computer language designed for managing data in 
relational databases. This technique includes the ability to insert, query, update, and delete data, as well as manage 
data schema (database structures) and control access to data in the database. 
 

� Stream processing: 
Technologies designed to process large real-time streams of event data. Stream processing enables applications such 
as algorithmic trading in financial services, RFID event processing applications, fraud detection, process monitoring, 
and location-based services in telecommunications. Also known as event stream processing. 
 
Here are three key technologies that can help you get a handle on big data – and even more importantly, extract 
meaningful business value from it. 
 

o Information management for big data: Manage data as a strategic, core asset, with ongoing process 
control for big data analytics. 

o High-performance analytics for big data: Gain rapid insights from big data and the ability to solve 
increasingly complex problems using more data. 

o Flexible deployment options for big data: Choose between options for onpremises or hosted, software-
as-a-service (SaaS) approaches for big data and big data analytics. 

 
 
5. HADOOP 
 

 
 

Hadoop is one of the famous  technology for analysing BIG Data. It is a open source software framework 
for storing and   processing huge datasets on certain kinds of problems on a distributed system. Hadoop is a highly 
scalable compute and storage platform. Its implementation is based on java and its   development was inspired by 
Google’s MapReduce and Google File System. It was originally developed at Yahoo! and is now managed as a 
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project of the Apache Software Foundation. Hadoop is an Apache top level project which implements a 
computational paradigm named Map-Reduce. Hadoop develops software for reliable, scalable, distributed 
computing. It is designed to scale up from single servers to thousands of machines, each offering local computation 
and storage with a very high degree of fault tolerance. Rather than rely on high-end hardware to deliver high-
availability, the library itself is designed to detect and handle failures at the application layer, so delivering a highly-
available service. 
 
The project includes some modules: 
 

� Hadoop Common: The common utilities that are supported by the other Hadoop modules. 
 

� Hadoop Distributed File System (HDFS): A file system that spans all the nodes in a Hadoop cluster for 
data storage. It provides high-throughput access to application data.  

 
� Hadoop YARN: A framework for job scheduling and cluster resource management. 

 
� Hadoop MapReduce: The framework that understands and assigns work to the nodes in a cluster. 

5.1Hadoop Uses: 
 
There are  several primary uses and workloads for Hadoop:  
 

• Compute: A common use of Hadoop is as a distributed compute for analysing, processing  and storing 
large sets of data. 

• Database: The Hadoop components allows the data to be presented in a SQL-like interface within the 
HDFS. This allows standard tools to INSERT, SELECT, and UPDATE data within the Hadoop 
environment, with minimal code changes to existing applications. 

• Storage: Many users will use this scalable file system as a place to store large amounts of data that is then 
accessed within jobs run in Hadoop or by external systems. 

 
5.2What is HADOOP good for? 
 

• Large Data Sets: MapReduce paired with HDFS is the best solution for storing large amounts of 
unstructured data. 

• Scalable algorithms: Algorithm that can scale to many cores with minimal inter-process communication. 
• Log Management: Hadoop is commonly used for storing and analysing the large sets of logs. It manages 

and analysis the logs because of the distributed nature and scalability of Hadoop. 
• High Availability: It provides the high-availability and the library itself is designed to detect and handle 

failures and to reduce the faults. 
• Extract-Transform-Load (ETL) Platform: Many companies today have a variety of data warehouse and 

relational database management system (RDBMS) platforms in their IT environments. Keeping data up to 
date  and synchronized between these separate platforms can be a struggle. Hadoop enables a single central 
location for data to be fed into, then processed by ETL-type jobs and used to update other, separate data 
warehouse environments. 

• Cost effective: Hadoop brings parallel computing to the servers which reduce the cost per terabyte of 
storage, which in turn makes it affordable to model all your data. 

• Flexible: Hadoop gives the flexibility means it can store any type of data, structured or not, from any 
number/type of sources. 

  
6. Conclusion 
 
Big data analytics will see more widespread adoption. Organizations that succeed with big data analytics will be 
those that understand the possibilities, see through the vendor hype and choose the right deployment model. 
Through better analysis of the large volumes of data that are becoming available, there is the potential for making 
faster advances in many scientific disciplines and improving the profitability and success of many enterprises. 
However, many technical challenges described in this paper must be addressed before this potential can be realized 
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fully. The challenges include not just the obvious issues of scale, but also lack of structure, error-handling, privacy, 
timeliness, provenance, and visualization, at all stages of the analysis pipeline from data acquisition to result 
interpretation. These technical challenges are common across a large variety of application domains, and therefore 
not cost-effective to address in the context of one domain alone. We must support and encourage fundamental 
research towards addressing these technical challenges if we are to achieve the promised benefits of Big Data. 

 
7. Closing Thoughts 
 
Big data is not just about helping an organization be more successful – to market more effectively or improve 
business operations. It reaches to far more socially significant issues as well. Could we trim millions of dollars in 
fraud from government programs and financial markets? Could we improve the quality and cost of health care and 
save lives? In this article we tried to lay out what we see as the vast opportunities, as well as challenges, that come 
with the ongoing data revolution. We look forward to seeing how it will play out. 
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