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Abstract 

Definition:“The word “deadlock” means that it is a situation which occurs when a process or thread enters a waiting state because 
a resource requested is being held by another waiting process, which in turn is waiting for another resource. If a process is unable 
to change its state indefinitely because the resources requested by it are being used by another waiting process, then the system is 
said to be in a deadlock. Deadlock is a common problem in multiprocessing systems, parallel computing and distributed systems, 
where software and hardware locks are used to handle shared resources and implement process synchronization.” 

Distributed deadlocks can occur in distributed systems when distributed transactions or concurrency control is being used. Most 
operating systems cannot prevent a deadlock from occurring. When a deadlock occurs, different operating systems respond to 
them in different non-standard manners. In this paper, we describe a simple and efficient deadlock detection techniques and 
present approaches for detecting deadlocks along with their prevention and avoidance in resource sharing for Distributed 
Systems. 
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1. Introduction  

A deadlock is a situation in which two or more competing actions are each waiting for the other to finish, 
and thus neither ever does. In a transactional database, a deadlock happens when two processes each within its own 
transaction updates two rows of information but in the opposite order. For example, process A updates row 1 then 
row 2 in the exact timeframe process B updates row 2 then row 1. Process A can't finish updating row 2 until 
process B is finished, but it cannot finish updating row 1 until process A finishes. No matter how much time is 
allowed to pass, this situation will never resolve itself and because of this database management systems will 
typically kill the transaction of the process that has done the least amount of work 

In an operating system, a deadlock is a situation which occurs when a process or thread enters a 
waiting state because a resource requested is being held by another waiting process, which in turn is waiting for 
another resource. If a process is unable to change its state indefinitely because the resources requested by it are 
being used by another waiting process, then the system is said to be in a deadlock. 
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Deadlock is a common problem in multiprocessing systems, parallel computing and distributed systems, where 
software and hardware locks are used to handle shared resources and implement process synchronization 

A simple computer-based example is as follows. Suppose a computer has three CD drives and three processes. Each 
of the three processes holds one of the drives. If each process now requests another drive, the three processes will be 
in a deadlock. Each process will be waiting for the "CD drive released" event, which can be only caused by one of 
the other waiting processes. Thus, it results in a circular chain. 

                       

                                             Fig 1. Showing deadlock between two process 

Both processes need resources to continue executing. P1 requires additional resource R1 and is in possession of 
resource R2, P2 requires additional resource R2 and is in possession of R1; neither process can continue. 

1.1 Necessary condition for deadlock to occur :- 

A deadlock situation can arise if all of the following conditions hold simultaneously in a system:  

1. Mutual Exclusion: At least two resources must be non-shareable. Only one process can use the resource at 

any given instant of time. 

2. Hold and Wait or Resource Holding: A process is currently holding at least one resource and requesting 

additional resources which are being held by other processes. 

3. No Preemption: The operating system must not de-allocate resources once they have been allocated; they 

must be released by the holding process voluntarily. 

4. Circular Wait: A process must be waiting for a resource which is being held by another process, which in 

turn is waiting for the first process to release the resource. In general, there is a set of waiting processes, P 

= {P1, P2, ..., PN}, such that P1 is waiting for a resource held by P2, P2 is waiting for a resource held by 

P3 and so on until PN is waiting for a resource held by P1. 

These four conditions are known as the Coffman conditions. Deadlock can be protection by avoiding all the four 

condition in a system.  

2. Deadlock Handling 

Most current operating systems cannot prevent a deadlock from occurring. When a deadlock occurs, 

different operating systems respond to them in different non-standard manners. Most approaches work by preventing 

one of the four Coffman conditions from occurring, especially the fourth one. Major approaches are as follows. 
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Ignoring deadlock 

Detection  

Prevention 

Avoidance 

 

2.1 Deadlock Prevention 

Deadlock prevention is commonly attained either by having a process acquired all the needed resources 
instantaneously before it begins executing or preempting a process that holds the needed resource. In the former 
method, a process requests (or releases) a remote resources by sending a request message (or release message) to the 
site where the resource is located. This has the following drawbacks: 

(1) It is incompetent because it decreases system concurrency. 
(2) A set of processes may get deadlocked in the resource-acquiring phase. 
(3) In many systems future resource necessities are unpredictable. 

In latter method, an active process forces a blocked process, which holds the needed resources, to abort. This 
method is inefficient because several processes may be aborted without any deadlock.  

2.2 Deadlock Avoidance 

Deadlock can be dodged if certain information about processes is available to the operating system before allocation 

of resources, such as which resources a process will consume in its lifetime. For every resource request, the system 

sees whether yielding the request will mean that the system will enter an unsafe state, meaning a state that could 

result in deadlock. The system then only grants requests that will lead to safe states. In order for the system to be 

able to determine whether the next state will be safe or unsafe, it must know in advance at any time: 

• resources currently available 

• resources currently allocated to each process 

• resources that will be required and released by these processes in the future 

It is possible for a process to be in an unsafe state but for this not to result in a deadlock. The idea of safe/unsafe 

states only refers to the ability of the system to enter a deadlock state or not. For example, if a process ‘A’ requests 

which would result in an unsafe state, but releases B which would prevent circular wait, then the state is unsafe but 

the system is not in deadlock. 

 2.3 Banker’s Algorithm . 

The Banker's algorithm is a resource allocation and deadlock avoidance algorithm developed by Edsger Dijkstra that 

tests for safety by simulating the allocation of predetermined maximum possible amounts of all resources, and then 

makes a "s-state" check to test for possible deadlock conditions for all other pending activities, before deciding 

whether allocation should be allowed to continue. 

The Banker's algorithm is run by the operating system whenever a process requests resources.[2] The 

algorithm avoids deadlock by denying or postponing the request if it determines that accepting the request could put 

the system in an unsafe state (one where deadlock could occur). When a new process enters a system, it must declare 

the maximum number of instances of each resource type that it may ever claim; clearly, that number may not exceed 
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the total number of resources in the system. Also, when a process gets all its requested resources it must return them 

in a finite amount of time. 

Resources  

For the Banker's algorithm to work, it needs to know three things: 

• How much of each resource each process could possibly request[CLAIMS] 

• How much of each resource each process is currently holding[ALLOCATED] 

• How much of each resource the system currently has available[AVAILABLE] 

Resources may be allocated to a process only if it satisfies the following conditions: 

1. Request ≤ max, else set error condition as process has crossed maximum claim made by it. 

2.  Request ≤ available, else process waits until resources are available. 

Basic data structures to be maintained to implement the Banker's Algorithm: 

Let n be the number of processes in the system and m be the number of resource types. Then we need the following 
data structures: 

• Available: A vector of length m indicates the number of available resources of each type. If Available[j] = k, 
there are k instances of resource type Rj available. 

• Max: An n×m matrix defines the maximum demand of each process. If Max[i,j] = k, then Pi may request at 
most k instances of resource type Rj. 

• Allocation: An n×m matrix defines the number of resources of each type currently allocated to each process. If 
Allocation[i,j] = k, then process Pi is currently allocated k instance of resource type Rj. 

• Need: An n×m matrix indicates the remaining resource need of each process. If Need[i,j] = k, then Pi may need 
k more instances of resource type Rj to complete task. 

Note: Need[i,j] = Max[i,j] - Allocation[i,j]. 

 
2.4 Deadlock Detection 
 
Deadlock can occur whenever two or more processes are opposing for limited resources and the processes are 
allowable to acquire and hold a resource (obtain a lock) thus precluding others from using the resource while the 
process waits for other resources. 
  
Two common places where deadlocks may occur are with processes in an operating system (distributed or 
centralized) and with transactions in a database.   
  
Locking protocols such as the popular Two Phase Locking give rise to deadlock as follows: process A gets a lock on 
data item X while process B gets a lock on data item Y.  Process A then tries to get a lock on Y.  As Y is already 
locked, process A enters a blocked state.  Process B now decides to get a lock on X, but is blocked.  Both processes 
are now blocked, and, by the rules of Two Phase Locking, neither will relinquish their locks.  
  
This is a deadlock process A is waiting for a resource held by process B and process B is waiting for a resource held 
by process A.  No progress will take place without outside intervention.  Several processes can be involved in a 
deadlock when there exists a cycle of processes waiting for each other. Process A waits for B which waits for C 
which waits for A. 
  
2.5 Four conditions must hold for deadlock to occur: 
1.    Exclusive use – when a process accesses a resource, it is granted exclusive use of that resource. 
2.    Hold and wait – a process is allowed to hold onto some resources while it is waiting for other resources. 
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3.    No preemption – a process cannot preempt or take away the resources held by another process. 
4.    Cyclical wait – there is a circular chain of waiting processes, each waiting for a resource held by the next 

process in the chain. 
 
 Distributed Database system: A distributed database management  system ('DDBMS') is a software system that 

permits the management of a distributed database and makes the distribution transparent to the users. 
 
  
3. Strategies for deadlock detection in case of distributed system 
 
Distributed deadlocks can occur in distributed systems when distributed transactions or concurrency Create the local 
wait for graph (WFG), Add possible edges obtained from other sites that may cause deadlock, The local WFG now 
also contains locks on remote objects and the sub transaction holding those lock. We will look  for  the cycles being 
formed if there occur any cycle then it would result in the deadlock. 

 
 
This diagram above is showing a WFG(Wait For Graph) of distributed deadlock. 
 
 
Approaches for deadlock detection for distributed systems 
Deadlock detection requires inspection of the status of process-resource connections for presence of cyclic wait. The 
basic algorithm for distributed deadlock detection is as follow: 
 
3.1 Path-pushing algorithms: The basic idea behind this class of algorithms is to build some simplified form of 
global WFG at each site. For this purpose each site sends its local WFG to a number of adjacent sites every time a 
deadlock computation is performed. After the data structure of each site is updated, this updated WFG is then 
transferred to the main database of the system, and the procedure is repeated until some site has sufficiently 
complete picture of the global situation of the deadlock being occurred to establish that no deadlocks are present.  
This particular technique where WFG’s are being generated leads to a particular term path-pushing algorithms. 
 
3.2 Edge-chasing algorithms: The presence of a cycle in a distributed graph structure can be verified by 
propagating special messages called probes along the edges of the graph. Probes are presumed to be discrete from 
resource request and grant messages. When the producer of such a probe computation receives a matching probe, it 
will indicate that there is any cycle in the graph.  
 

4. Conclusion 

In computer science, deadlock refers to a specific condition when two or more processes      request 
resources that are held by other processes in the set  to be released, or they  are waiting for resources in a circular 
chain. Deadlock is a common problem in multiprocessing where many processes share a specific type of mutually 
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exclusive resource known as a software lock or soft lock.The problem of deadlock detection in distributed systems 
has undergone extensive study. In this paper we have tried to get rid of on distributed deadlock by studying various 
deadlock detection and their prevention techniques. We have discussed  distributed deadlock, four major deadlock 
handling approaches and the various strategies for dealing with distributed deadlocks. 

 “In this way, the communication overhead of the deadlock detection procedure is reducing.”[1] 
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