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Abstract 

A computer system consisting of a collection of autonomous computers linked by a network and equipped with software that 
enables the computers to coordinate their activities and to share the resources of system hardware, software, and data, so that 
users perceive a single, integrated computing facility. (control systems) A collection of modules, each with its own specific 
function, interconnected to carry out integrated data acquisition and control in a critical environment.  (systems engineering) A 
system whose behavior is governed by partial differential equations, and not merely rdinary differential equations. Also known as 
distributed-parameter system. 

 

1. Introduction 

A distributed system is a software system in which components located on networked computers 
communicate and coordinate their actions by passing messages.[1] The components interact with each other in order 
to achieve a common goal. There are many alternatives for the message passing mechanism, including RPC-like 
connectors and message queues. Three significant characteristics of distributed systems are: concurrency of 
components, lack of a global clock, and independent failure of components.[1] An important goal and challenge of 
distributed systems is location transparency. Examples of distributed systems vary from SOA-based systems to 
massively multiplayer online games to peer-to-peer applications. 
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A computer program that runs in a distributed system is called a distributed program, and distributed 
programming is the process of writing such programs. Distributed computing also refers to the use of distributed 
systems to solve computational problems. In distributed computing, a problem is divided into many tasks, each of 
which is solved by one or more computers,[3] which communicate with each other by message passing 

Alternatively referred to as distributed computing, distributed  systems is a collection of computers that act, 
work, and appear as one large computer. There are several distributed computing projects on the Internet that help 
work on complex problems by sharing the processing power of millions of different peoples computers. To 
participate and help these programs, often you only need to download a small program that is run whenever your 
computer is not being used. 

 

2. Brief history of distributed systems 

The mainframe systems of the 1960s and '70s, such as the IBM System/360 series, rarely communicated 
with each other. Indeed, one of the main selling points of a mainframe was that it would provide you with 
everything necessary to perform the computing functions of a business. When communications were required, the 
process usually amounted to transferring data by way of tape from one system to another. Over time, though, real-
time access between systems became necessary, especially as the number of systems within an organization 
multiplied. This need was especially apparent in financial markets, where trading required real-time transactional 
settlements that often spanned across companies. 

Initially, real-time access was accomplished via low-level socket communications. Usually written in assembly 
language or C, socket programming was complex and required a deep understanding of the underlying network 
protocols. Over time, protocols such as Network File System (NFS) and File Transfer Protocol (FTP) came on the 
scene that abstracted out the complexity of sockets. Companies such as TIBCO emerged that developed 
"middleware" software explicitly designed to facilitate messaging and communications between servers. Eventually, 
the ability to create distributed applications became feasible through the development of remote procedure calls 
(RPCs). RPCs enabled discrete functions to be performed by remote computers as though they were running locally. 
As Sun Microsystems' slogan puts it, "The Network is the Computer. 

The use of concurrent processes that communicate by message-passing has its roots in operating system 
architectures studied in the 1960s. The first widespread distributed systems were local-area networks such as 
Ethernet, which was invented in the 1970s. ARPANET, the predecessor of the Internet, was introduced in the late 
1960s, and ARPANET e-mail was invented in the early 1970s. E-mail became the most successful application of 
ARPANET, and it is probably the earliest example of a large-scale distributed application. In addition to 
ARPANET, and its successor, the Internet, other early worldwide computer networks included Usenet and FidoNet 
from 1980s, both of which were used to support distributed discussion systems. 

 

3. Types of Distributed Systems 
 

• Distributed Computing Systems 

– Clusters 

– Grids 

– Clouds 
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• Distributed Information Systems 

– Transaction Processing Systems 

– Enterprise Application Integration 

• Distributed Embedded Systems 

– Home systems 

– Health care systems 

– Sensor networks 

3.1. Distributed Computing Systems:- 

3.1.1. Cluster Computing:- 

• A collection of similar processors (PCs, workstations) running the same operating system, connected by a 
high-speed LAN. 

• Parallel computing capabilities using inexpensive PC hardware 

• Replace big parallel computers (MPPs) 

3.1.2. Grid Computing Systems:- 

• Modeled loosely on the electrical grid. 

• Highly heterogeneous with respect to hardware, software, networks, security policies, etc. 

• Grids support virtual organizations: a collaboration of users who pool resources (servers, storage, 
databases) and share them 

• Grid software is concerned with managing sharing across administrative domains. 

3.1.2.1. Grids:- 

• Similar to clusters but processors are more loosely coupled, tend to be heterogeneous, and are not all in a 
central location. 

• Can handle workloads similar to those on supercomputers, but grid computers connect over a network 
(Internet?) and supercomputers’ CPUs connect to a high-speed internal bus/network 

• Problems are broken up into parts and distributed across multiple computers in the grid – less 
communication betw parts than in clusters. 
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• Fabric layer: interfaces to local resources at a specific site 

• Connectivity layer: protocols to support usage of multiple resources for a single application; e.g., access a 
remote resource or transfer data between resources; and protocols to provide security 

• Resource layer manages a single resource, using functions supplied by the connectivity layer  

• Collective layer: resource discovery, allocation, scheduling, etc. 

• Applications: use the grid resources 

• The collective, connectivity and resource layers together form the middleware layer for a grid 

3.1.3. Cloud Computing 

Cloud computing, or something being in the cloud, is an expression used to describe a variety of different types of 
computing concepts that involve a large number of computers connected through a real-time communication 

network such as the Internet. Cloud computing is a term without a commonly accepted unequivocal scientific or 

technical definition. In science, cloud computing is a synonym for distributed computing over a network and means 
the ability to run a program on many connected computers at the same time. The phrase is also more commonly used 
to refer to network-based services which appear to be provided by real server hardware, which in fact are served up 
by virtual hardware, simulated by software running on one or more real machines. Such virtual servers do not 
physically exist and can therefore be moved around and scaled up (or down) on the fly without affecting the end 

user—arguably, rather like a cloud. 

• Provides scalable services as a utility over the Internet. 

• Often built on a computer grid 

• Users buy services from the cloud 

– Grid users may develop and run their own software 

• Cluster/grid/cloud distinctions blur at the edges! 

3.2. Distributed Information Systems:- 

• Business-oriented 
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• Systems to make a number of separate network applications interoperable and build “enterprise-wide 
information systems”. 

• Two types discussed here: 

– Transaction processing systems 

– Enterprise application integration (EAI) 

3.2.1. Transaction Processing Systems 

• Provide a highly structured client-server approach for database applications 

• Transactions are the communication model 

• Obey the ACID properties: 

– Atomic: all or nothing 

– Consistent: invariants are preserved 

– Isolated (serializable) 

– Durable: committed operations can’t be undone 

 

4. Distributed Pervasive Systems 

• The first two types of systems are characterized by their stability: nodes and network connections are more 
or less fixed 

• This type of system is likely to incorporate small, battery-powered, mobile devices 

– Home systems 

– Electronic health care systems – patient monitoring 

– Sensor networks – data collection, surveillance. 
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5. Advantages & Disadvantages of Distributed Systems over Centralized ones:-  
5.1. Advantages 

 
1: Incremental growth: Computing power can be added in small increments  
 
2: Reliability: If one machine crashes, the system as a whole can  still survive  
 
3:Speed: A distributed system may have more total computing power than a  mainframe  
 
4:Open system: This is the most important point and themost characteristic point  
 
of a distributed system. Since it is an open system it is always ready to communicate with other systems. an open 
system that scales has an advantage over a perfectly closed and self-contained system.  
 
5. Economic: And Microprocessors offer a better price/performance than mainframes  
 
5.2. Disadvantages 

 
1: As I previously told you distributed systems will have an inherent security issue.  
 
2: Networking: If the network gets saturated then problems with transmission will surface.  
 
3: Software: There is currently very little less software support for Distributed system.  
 
4: Troubleshooting: Troubleshooting and diagnosing problems in a distributed system can also become more 
difficult, because the analysis may require connecting to remote nodes or inspecting communication between nodes.  
 

6. To design my own distribute system i would do the following 
 
1: Distributed users always pose a threat to be exposed by hackers. Therefore I'l create groups of users and will 
provide them constrained access to data.  
 
2: Authentication required by all users who use the system.  
 
3: Encryption. That is for message protection,  
 
4:The whole Domain is also to be protected via firewalls.. so I would install good Firewalls.  
 
5:Would install good anti-viruses on my machines which are a part of the distributed system, as these systems are 
prone to the domino effect that is if one system gets effected the whole network will be susceptible to becoming 
effected. 

7. What are Distributed Systems used for? 

1. Cracking Security - Competitions are set every so often by security vendors like RSA to try and decrpyt various 
messages in the shortest amount of time, with a large cash prize for the winner. To do this, there is usually a "key" 
or keys which unlock the message and allow you to read it, the work consists of calculating literally billions of 
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different keys to find out which one is the right one. distributed.net have just completed RC5, which had to search 
through (at most) 2^64 (18,446,744,073,709,551,616) keys to find the one that properly decrypted the message! 
People from all over the internet offered their spare CPU cycles to crack the code, some teamed up in groups to try 
and give themselves a better chance of being the ones to find it.  

2.Particle Physics - The largest particle accelerator in the 
world is at CERN, in Geneva. Here, physicists from all 
around the world study the beginnings of the universe, by 
jamming particles into each other at dizzyingly fast speeds 
and observing what happens. The LHC (Large Hadron 
Collider) is their newest accelerator, currently in 
construction, and will produce a tidal wave of information 
which needs to be processed and analysed. Over 10 million 
Gigabytes of data every year! (that's about 20 million CD-
roms). As a result, CERN will be one of the biggest users of 
a distributed system anywhere in the world and is looking at 
GRID technology (a distributed system!) as the only way of 
doing it's work.  

 

 

A cluster at CERN, Geneva 

3.Bioinformatics - The Human Genome Project has the job of identifying all genes in human DNA (approx 
30,000), and to determine the sequences of the 3 billion chemical base pairs that make up human DNA - the 
explosion of data that this project has caused is massive! Distributed systems are needed to both store data (in 
specialized databases), and process this data in all it's tedium to try and find the needed information. Within the 
broader Life Sciences too, distributed computing is being more heavily applied; to find cures for diseases amongst 
more than 1 million proteins which regulate bodily function, and even to study these proteins in more detail through 
simulating changes in their structures (which is called protein folding).  

4.Weather, Climate, & Geography - Linux clusters are often at the heart of ordinary weather forecasts; a job 
which needs to process satellite data, examine and match up patterns, and produce forecasts based on these patters 
for anything from a few hours in the future to years in the future. The Microwave Limb Sounder team (MLS) at 
NASA's Jet Propulsion Laboratory (An MLS basically detects naturally occuring microwaves in the Earth's upper 
atmosphere) are hooking into the TeraGrid to use the resources to battle Global Warming, which examines weather 
data in the long term.  

5. Economics & Finance - Analysis & statistics have always been a big part of helping to make economic & 
financial decisions, examining portfolios, risk management, money, and even the stock markets - there is a huge 
base of financial & economic data which is starting to be examined by clusters & distributed systems.  

6. Visualization & Graphics - The film Toy Story (the first one), used 
117 Sun SPARCstation’s to draw (or "render") all of the 114,000 frames 
which made up the 77-minute long film. One computer on it's own would 
have taken 43 years of non-stop computing to do this! The process of 
computer rendering takes objects in a scene and simulates how light will 
hit those objects. It can then calculate what colours etc. to use in drawing 
the picture. There are all sorts of physicsy models and stuff involved, so 
this is quite a lengthy process, shown by the Toy Story example. Ordinary 
desktop computers can render stuff pretty fast nowadays, but as more 
complicated effects are brought into play, the computer takes longer to 
model these. Hence the need for some sort of distributed computer to 

 

The film Toy Story 
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divide up the work. 

7. Scanning for Alien Life - The Search for Extra Terrestrial Intelligent life (or SETI) needs to examine mountains 
of data, from telescopes, satellites, radio waves etc., looking for patterns or signals which could tell us that we are 
not alone in the universe! (ooOOooh, and other scary noises). The SETI@home project allows you to help in this 
search by breaking up all the data that needs to be looked through, and dishing it out in home-pc size chunks to 
people across the world who want to donate their spare CPU cycles to the cause. The freely downloadable program 
runs as a screensaver (which comes on when you aren't doing anything) and searches through chunks of data for 
possible patterns. 

 

8. How do they do it? 

For clusters and grids in particular, you may be wondering how exactly they can use these systems to solve the 
problems and do the things described above. In the vast, vast (vast) majority of cases there is no system where you 
can just "throw" any program at it and expect it to take advantage of the distributed nature of the system. For these 
cases what is required is to take the problem, examine it in fine detail, split it up as best as possible, and then write a 
specific program to run on the system.  

For different systems, there are different methods and models you can use to both split up your program, and 
implement it on the system. A very popular model to use is called Message Passing. Split your program up into parts 
which can process themselves, and then use small messages between these parts to pass or swop any necessary 
information. A message passing library called MPI is very popular, and is used on the School's Linux Cluster. 
Basically it is a set of commands which you can drop into your C or Java program (like "MPI_Send(message) or 
MPI_Receive(message)" etc.) at different places. The hard part is working out where exactly in your program these 
places are! 

 

9. Conclusion 

Distributed architectures do not necessarily imply distributed control over decision making. For example, Fujitsu 
Worlds Away graphical world is implemented on a distributed software base for reasons of scalability, but Fujitsu 
retains complete control over all design decisions, just as is usually the case in single-server models. Distributed 
architectures do, however, make it much easier to establish distributed social control, where it is desired. If the 
economic and technical barriers to establishing your own little piece of the virtual world remain relatively high, then 
the system that emerges will not be radically different from what exists today. Communities will be more 
interconnected, and will need to negotiate border issues. Gateways between separate servers may be invisible to the 
user, or they may come with customs stations checking that you are authorized for access, are not carrying any 
prohibited objects, and agree to abide by the local rules and regulations. However, overall, things will not be very 
different. 

 As the barriers to having your own corner of the virtual world drop, the nature of the medium will likely begin to 
change more radically. What will be the impact of democratization of control? Will many people want to have their 
own corner of cyberspace? If so, what will they do there? Are realms run by individuals subject to any broader laws? 
Whose laws apply? Are there any civil rights in cyberspace? The nature of the social changes this technological shift 
will facilitate is an intriguing question for further research. 
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