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Abstract 

Distributed Operating System is a model where distributed applications are running on multiple computers linked by 
communications. A distributed operating system is an extension of the network operating system that supports higher levels of 
communication and integration of the machines on the network. This system looks to its users like an ordinary centralized 
operating system but runs on multiple, independent central processing units (CPUs). The need for distributed system stems from 
rapid changes in the hardware environment in many organizations. This paper presents a paradigm for structuring distributed 
operating system, its need and research directions for future. 
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1. Introduction 

Computer systems are undergoing a revolution. When the modern computer era began, computers were large and 
expensive. Minicomputers normally cost tens of thousands of dollars each because of which most organizations had 
only a handful of computers, and due to lack of a way to connect them, they operated independently from one 
another. With advancement in technology came two developments. The first was the development of powerful 
microprocessors. Initially, these were 8-bit machines, but soon 16-, 32-, and even 64-bit CPUs became common. 
The second development was the invention of high-speed computer networks. The local area networks or LANs 
allow hundreds, of machines within a building to be connected in such a way that small amounts of information can 
be transferred between machines in a millisecond or so. The result of these technologies is that it is now not only 
feasible, but easy, to put together computing systems composed of large numbers of CPUs connected by a high-
speed network. They are usually called distributed systems, in contrast to the previous centralized systems (or 
single-processor systems) consisting of a single CPU, its memory, peripherals, and some terminals. 
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Distributed systems need radically different software than centralized systems do. The hard part is the software and 
its implementation to manage and use all of this computing power in a convenient way. In this paper we describe a 
distributed operating system. 

1.1 What is a distributed operating system ? 

A distributed operating system is a model where distributed applications are running on multiple ,independent 
computers that appear to the users of the system as a single computer. This definition has two aspects. The first one 
deals with hardware: the machines are autonomous. The second one deals with software: the users think of the 
system as a single computer. 

For example think about a large bank with hundreds of branch offices all over the world. Each office has a master 
computer to store local accounts and handle local transactions. In addition, each computer has the ability to talk to 
all other branch computers and with a central computer at headquarters. If transactions can be done without regard to 
where a customer or account is, and the users do not notice any difference between this system and the old 
centralized mainframe that it replaced, it too would be considered a distributed system. 

 

1.2 Characterstics 

• Resource sharing: In a distributed system, resources are shared such as hardware - disks and printers, 
software - files, windows, and data objects. With hardware sharing there is convenience and a reduction in 
cost whereas data sharing adds to consistency (compilers and libraries) and exchange of information 
(database). 
 

• Openness: The system offers services according to standard rules that describes the syntax and semantics. It 
includes interoperability- which characterizes two implementations of system can coexist and work 
together and portability that is to what extent an application developed for a distributed system A can be 
executed without modification , on distributed system B that implements the same interface as A. 
 

• Concurrency: Distributed system allows parallel execution. It supports multiprogramming and 
multiprocessing. Multiple users can use the same resources simultaneously and in the same way many 
servers responds to the client requests.  
 

• Scalability: Distributed systems are designed to work with a hundreds of  CPUs. The system has access to 
all kinds of data bases and services, from electronic banking to reserving places in planes, trains, hotels, 
theaters, and restaurants, etc. 
 

• Fault Tolerance: The main goal of distributed systems was to make them more reliable than single-
processor systems. The idea is that if a machine goes down, some other machine takes over the job. 
Therefore we need hardware redundancy and software recovery. Distributed systems are designed to mask 
failures. If a file service or other service is actually constructed from a group of closely cooperating servers, 
it should be possible to construct it in such a way that users do not notice the loss of one or two servers, 
other than some performance degradation. 
 

• Transparency: Distributed system offers 5 levels of transparency: 
 

- Location transparency : in which the users cannot tell where resources are located  
- Migration transparency: in which the resources can move at will without changing their names  
- Replication transparency: where the users cannot tell how many copies exist  
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- Concurrency transparency: where multiple users can share resources automatically  
- Parallelism transparency: where activities can happen in parallel without users knowing 

2. Remote Procedure Call 

When a process on machine A calls a procedure on machine B, the calling process on A is suspended, and execution 
of the called procedure takes place on B. Information can be transported from the caller to the callee in the 
parameters and can come back in the procedure result. No message passing or I/O at all is visible to the programmer. 
This method is known as remote procedure call, or often just RPC. 

When making a remote procedure call:  

• The calling environment is suspended, procedure parameters are transferred across the network to the 
environment where the procedure is to execute, and the procedure is executed there. 

• When the procedure finishes and produces its results, its results are transferred back to the calling 
environment, where execution resumes as if returning from a regular procedure call. 

The following steps take place during an RPC:  

• A client invokes a client stub procedure, passing parameters in the usual way. The client stub resides 
within the client's own address space. 

• The client stub marshalls the parameters into a message. Marshalling includes converting the 
representation of the parameters into a standard format, and copying each parameter into the message. 

• The client stub passes the message to the transport layer, which sends it to the remote server machine. 
• On the server, the transport layer passes the message to a server stub, which demarshalls the parameters 

and calls the desired server routine using the regular procedure call mechanism. 
• When the server procedure completes, it returns to the server stub (e.g., via a normal procedure call 

return), which marshalls the return values into a message. The server stub then hands the message to the 
transport layer. 

• The transport layer sends the result message back to the client transport layer, which hands the message 
back to the client stub. 

• The client stub demarshalls the return parameters and execution returns to the caller. 

 

The main goal of RPC is to hide the existence of the network from a program. 
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    Fig.2 Remote Procedure Call 

 

3. Amoeba 

Amoeba originated at the Vrije Universiteit, Amsterdam, and The Netherlands in 1981 as a research project in 
distributed and parallel computing. It was designed primarily by Andrew S. Tanenbaum and three of his Ph.D. 
students. The primary goal of the project was to build a transparent distributed operating system. To the average 
user, using Amoeba is like using a traditional timesharing system like UNIX. One logs in, edits and compiles 
programs, moves files around, and so on. The difference is that each of these actions makes use of multiple 
machines over the network. These include process servers, file servers, directory servers, compute servers, and other 
machines, but the user is not aware of any of this. At the terminal, it just looks like a timesharing system. 

3.1 Architecture  

Amoeba was designed with two assumptions about the hardware in mind: 

1. Systems will have a very large number of CPUs. 

2. Each CPU will have tens of megabytes of memory. 

The driving force behind the system architecture is the need to incorporate large numbers of CPUs in a 
straightforward way. Although giving everyone a personal multiprocessor is certainly a possibility, doing so is not 
an effective way to spend the available budget. Most of the time, nearly all the processors will be idle, but some 
users will want to run massively parallel programs and will not be able to harness all the idle CPU cycles because 
they are in other users' personal machines. 
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    Fig. 3.1a The Amoeba hardware system. 

 

In this model, all the computing power is located in one or more processor pools. A processor pool consists of a 
substantial number of CPUs, each with its own local memory and network connection. Shared memory is not 
required, or even expected, but if it is present it could be used to optimize message passing by doing memory-to-
memory copying instead of sending messages over the network. The CPUs in a pool can be of different 
architectures, for example, a mixture of 680x0, 386. Pool processors are not "owned" by any one user. When a user 
types a command, the operating system dynamically chooses one or more processors on which to run that command. 
When the command completes, the processes are terminated and the resources held go back into the pool, waiting 
for the next command, very likely from a different user. Pool processors are inherently cheaper than workstations 
because they consist of just a single board with a network connection. 

To avoid any confusion, the pool processors do not have to be single-board computers. If these are not available, a 
subset of the existing personal computers or workstations can be designated as pool processors. They also do not 
need to be located in one room. The physical location is actually irrelevant. The pool processors can even be in 
different countries. 

The next element of the Amoeba architecture is the terminal. It is through the terminal that the user accesses the 
system. A typical Amoeba terminal is an X terminal, with a large bit-mapped screen and a mouse. Alternatively, a 
personal computer or workstation running X windows can also be used as a terminal.  

Another important component of the Amoeba configuration consists of specialized servers, such as file servers, 
which for hardware or software reasons need to run on a separate processor. In some cases a server is able to run on 
a pool processor, being started up as needed, but for performance reasons it is better to have it running all the time. 
Servers provide services. A service is an abstract definition of what the server is prepared to do for its clients. This 
definition defines what the client can ask for and what the results will be, but it does not specify how many servers 
are working together to provide the service. In this way, the system has a mechanism for providing fault-tolerant 
services by having multiple servers doing the work. 

 



Nivedita Joshi, IJRIT  90 

 

                        

     Fig.3.1b The software structure 

In the software model, it consists of two basic pieces: a microkernel, which runs on every processor, and a collection 
of servers that provide most of the traditional operating system functionality. The Amoeba microkernel runs on all 
machines in the system. The same kernel can be used on the pool processors, the terminals (assuming that they are 
computers, rather than X terminals), and the specialized servers. The microkernel has four primary functions: 

1. Manage processes and threads. 

2. Provide low-level memory management support. 

3. Support communication. 

4. Handle low-level I/O. 

 

4. Advantages and Disadvantages of Distributed Systems 

• Advantages: 
 The first advantage is device sharing which allows many user to share devices hence reducing the cost. 
The second advantage is data sharing across the network. 
Thirdly, group of isolated  computers are connected to facilitate enhanced person to person communication. 
 
     Table 1a 
Device sharing Allow many users to share expensive peripherals like color printers 

Data sharing Allow many users access to a common data base 

Communication Make human-to-human communication easier, for example, by electronic 
mail 

     
 

• Disadvantages: 
 
The first problem is the software, we do not have much experience in designing, implementing, and using 
distributed software, for instance what kinds of operating systems, programming languages, and 
applications are appropriate for the systems. 
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The second problem is communication network. The system can lose messages, which requires special 
software to be able to recover, and it can become overloaded. When the network saturates, it must either be 
replaced or a second one must be added. 
The third problem is the ease of data sharing which we termed as an advantage. If people can conveniently 
access data all over the system, they may equally be able to conveniently access data that they have no 
business looking at. In other words, security is often a problem. 
 
 
      Table 1b 

Software Little software exists at present for distributed systems 

Networking The network can saturate or cause other problems 

Security Easy access also applies to secret data 

     
     

5. Conclusion 

The paper presents an overview of the distributed operating system. We have discussed what a distributed system is 
and its major characteristics. We then talked about Amoeba, a project on distributed computing, its architecture and 
the ongoing researches. Next is the RPC (Remote Procedure Call) model, which discusses about how messages are 
passed in a distributed system between a client and server on different machines. Lastly we talked about the various 
advantages and disadvantages associated with the distributed system.   
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