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Abstract 

Data warehousing is a phenomenon that grew from the huge amount of electronic data stored in recent years and from the urgent 
need to use that data to accomplish goals that go beyond the routine tasks linked to daily processing. Data Warehousing is a 
recent technology that allows information to be easily and efficiently accessed for decision-making activities by collecting data 
from many operational, legacy and possibly heterogeneous data sources. This paper provides an overview of Data warehousing, 
OLAP, OLTP technologies, exploring the features, applications and the architecture of Data Warehousing. The data warehouse 
supports on-line analytical processing (OLAP), the functional and performance requirements of which are quite different from 
those of the on-line transaction processing (OLTP) applications traditionally supported by the operational databases. 
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1. Introduction 

 
Data warehousing is a collection of decision support technologies, aimed at enabling the knowledge worker 

(executive, manager, and analyst) to make better and faster decisions. It serves as a physical implementation of a 
decision support data model and stores the information on which an enterprise needs to make strategic decisions.  
 Data warehousing technologies have been successfully deployed in many industries: manufacturing (for order 
shipment and customer support), retail (for user profiling and inventory management), financial services (for claims 
analysis, risk analysis, credit card analysis, and fraud detection), transportation (for fleet management), 
telecommunications (for call analysis and fraud detection), utilities (for power usage analysis), and healthcare (for 
outcomes analysis). A data warehouse is a “subject-oriented, integrated, time varying, non-volatile collection of 
data that is used primarily in organizational decision making.” Typically, the data warehouse is maintained 
separately from the organization’s operational databases. There are many reasons for doing this.  
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1.1 Data Warehouse Support OLAP and OLTP 
 

The data warehouse supports on-line analytical processing (OLAP), the functional and performance requirements of 
which are quite different from those of the on-line transaction processing (OLTP) applications traditionally 
supported by the operational databases. Data warehousing and on-line analytical processing (OLAP) are essential 
elements of decision support, which has increasingly become a focus of the database industry. Decision support 
places have some rather different requirements on database technology compared to traditional on-line transaction 
processing applications. OLTP applications typically automate clerical data processing tasks such as order entry and 
banking transactions that are the bread-and-butter day-to-day operations of an organization. These tasks are 
structured and repetitive, and consist of short, atomic, isolated transactions. The transactions require detailed, up-to-
date data, and read or update a few (tens of) records accessed typically on their primary keys. Consistency and 
recoverability of the database are critical, and maximizing transaction throughput is the key performance metric. 
Consequently, the database is designed to reflect the operational semantics of known applications, and, in particular, 
to minimize concurrency conflicts. 

 
2. Data Warehousing Architecture 
 
The data warehouse architecture is primarily based on the business processes of a business enterprise taking into 
consideration the data consolidation across the business enterprise with adequate security, data modeling and 
organization, extent of query requirements, Meta data management and application, warehouse staging area 
planning for optimum bandwidth utilization and full technology implementation. 
 
The efficient management of the lifecycle of a data warehouse is enabled by the inspection of three viewpoints 
concerning the data warehouse: 

• Architecture 

• Processes 

• Substances 
 
The architecture constitutes of the static components comprising the data warehouse; the processes capture the 
dynamic part of the data warehouse environment. Finally, quality is a measure of the fulfillment of the expectations 
of the involved stakeholders in such an environment. Although many data warehouses have already been built, there 
is no common methodology, which supports database system administrators in designing and evolving a data 
warehouse. Formally, an architecture model corresponds to the schema structure of the meta-database that controls 
the usually distributed and heterogeneous set of data warehouse components and therefore is the essential starting 
point for design and operational optimization.  
The data can be stored in many different types of databases. One data base architecture that has recently emerged is 
the “data warehouse”, a repository of multiple heterogeneous data sources, organized under a unified schema at a 
single site in order to facilitate management decision-making. 
 
2.1 Architecture – A way of representing 
 
Data warehouse architecture is a way of representing the overall structure of data communication, processing and 
presentation that exists for end user computing within the enterprise. The architecture is made up of a number of 
interconnected parts: 
 
• Operational Data Base / External Data Base Layer 
• Information Access Layer  
• Data Access Layer 
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• Data Directory (Metadata) Layer  
• Process Management Layer  
• Application Messaging Layer 
• Data Warehouse Layer 
• Data Staging Layer 
 

1. Operational Data Base / External Data Base Layer 
The goal of data warehousing is to free the information that is locked up in the operational data bases and 
to mix it with information from other, often external, sources of data. Increasingly, large organizations are 
acquiring additional data from outside data bases. This information includes demographic, econometric, 
competitive and purchasing trends. 

2. Information Access Layer 
The Information Access layer of the Data Warehouse Architecture is the layer that the end-user deals with 
directly. In particular, it represents the tools that the end-user normally uses day to day, e.g. Excel, Word, 
Access, PowerPoint, SAS, etc. This layer also includes the hardware and software involved in displaying 
and printing reports, spreadsheets, graphs and charts for analysis and presentation. 

3. Data Access Layer 
The Data Access layer of the Data Warehouse Architecture is involved with allowing the Information 
Access layer talk to the Operational Layer. In the network world today, the common data language that has 
emerged is SQL. The Data Access layer then is responsible for interfacing between Information Access 
tools and Operational Data Bases. 

4. Data Directory (Metadata) Layer 
In order to provide for universal data access, it is absolutely necessary to maintain some form data directory 
or repository of meta-data information. Meta-data is the data about data within the enterprise. In order to 
have a fully functional warehouse, it is necessary to have a variety of meta-data available, data about the 
end-user views of data and data about the operational data bases. 

5. Process Management Layer 
The Process Management layer is involved in scheduling the various tasks that must be accomplished to 
build and maintain the data warehouse and data directory information. The Process Management layer can 
be thought of as the scheduler or the high level job control for the many processes (procedures) that must 
occur to keep the Data Warehouse up-to-date. 

6. Application Messaging Layer 
The Application Message layer has to do with transporting information around the enterprise-computing 
network. 
 

7. Data Warehouse (Physical) Layer 
The (core) Data Warehouse is where the actual data used primarily for informational uses occurs. 
 

8. Data Staging Layer 
Data staging is also called copy management or replication management, but in fact, it includes all of the 
processes necessary to select, edit, summarize, combine and load data warehouse and information access data 
from operation and/or external databases.  

 
2.2 Purpose of Architecture 
 
The purpose of architecture models is to provide an expressive, semantically defined and computationally 
understood Meta modeling language, based on observing existing approaches in practice and research.  
The data warehouse supports on-line analytical processing (OLAP), the functional and performance requirements of 
which are quite different from those of the on-line transaction processing (OLTP) applications traditionally 
supported by the operational databases.  
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Data warehouses provide on-line analytical processing (OLAP) tools for the interactive analysis of multidimensional 
data of varied granularities, which facilitates effective data mining. Data warehousing and on-line analytical 
processing (OLAP) are essential elements of decision support, which has increasingly become a focus of the 
database industry.  
 
OLTP is customer-oriented and is used for transaction and query processing by clerks, clients and information 
technology professionals.  

 
3. OLAP (On-Line Analytical Processing) 

 
An OLAP system is market-oriented and is used for data analysis by knowledge workers, including managers, 
executives and analysts. Data warehousing and OLAP have emerged as leading technologies that facilitate data 
storage, organization and then, significant retrieval. Decision support places some rather different requirements on 
database technology compared to traditional on-line transaction processing applications. 
 
It enables analysts, managers and executives to gain insight into data through fast, consistent, interactive access to a 
wide variety of possible views of information that has been transformed from raw data to reflect the real 
dimensionality of the enterprise as understood by the user. 

� On-line analytical processing (OLAP) can be performed in data warehouses/marts using the 
multidimensional data model.  

� Typical OLAP operations include rollup, drill-down, slice-and-dice, and pivot (rotate). 
� OLAP operations can be implemented efficiently using the data cube structure. 
�  

City Product Time Units Dollors 
All All All 113 251.26 
Mumbai All All 64 146.07 
Mumbai White Bread All 38 98.49 
Mumbai White Bread All 13 32.24 
Mumbai White Bread Qtr1 3 7.44 
Mumbai White Bread March 3 7.44 

Figure1: OLAP CUBE 
 
3.1 Caching Approach 
 
They sit between information sources gained externally or through online transaction processing systems (OLTP), 
and decision support or data mining queries following the vision of online analytic processing (OLAP). Three main 
arguments have been put forward in favor of this caching approach: 

1. Performance and Safety considerations: The concurrency control methods of most DBMSs do not react 
well to a mix of short update transactions (as in OLTP) and OLAP queries that typically search a large 
portion of the database. 

2. Logical interpretability problems : Inspired by the success of spreadsheet techniques, OLAP users tend to 
think in terms of highly structured multi-dimensional data models, whereas information sources offer at 
best relational, often just semi-structured data models. 

3. Temporal and granularity mismatch: OLTP systems focus on current operational support in great detail, 
whereas OLAP often considers historical developments at a somewhat less detailed granularity. 
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4. OLTP (On-line Transaction Processing)  
 
OLTP is characterized by a large number of short on-line transactions (INSERT, UPDATE, and DELETE). 

The main emphasis for OLTP systems is put on very fast query processing, maintaining data integrity in multi-
access environments and an effectiveness measured by number of transactions per second. In OLTP database there 
is detailed and current data, and schema used to store transactional databases is the entity model. 

 
5. Different Forms Of Representing Data warehouse 
 
Data warehouse can be best represented as an enterprise-wide framework for managing informational data within 
the organization. There are two fundamentally different types of information systems in all organizations namely 
Information systems and Operation systems. 
Operational systems are the systems that help us run the enterprise on day to day activities. Indeed, most large 
organizations couldn’t operate without their operational systems and data that these systems maintain. Other 
functions within the organization have to do with planning, forecasting and managing the organization. These are 
the knowledge-based functions, which form the Information system of the organization.  
 
Information systems have to do with analyzing data and making decision, often major decisions about how the 
enterprise will operate, now and in the future. Information data needs often span a number of different areas and 
needs large amounts of different operational data that are in summary form. 

 
6. Decision Support In Data warehouse 
 
Data warehouse provide information to the knowledge-based function (Decision Support Systems) within the 
organization. The operational systems generate data that have to be put and organized to the data warehouse. 
 
Since data warehouses contain consolidated data, perhaps from several operational databases, over potentially long 
periods of time, they tend to be orders of magnitude larger than operational databases; enterprise data warehouses 
are projected to be hundreds of gigabytes to terabytes in size.  
To facilitate complex analyses and visualization, the data in a warehouse is typically modeled multidimensional. 
Typical OLAP operations include rollup and drill-down along one or more dimension hierarchies, slice_and_dice, 
and pivot.  
Furthermore, decision support requires data that might be missing from the operational databases. Decision support 
usually requires consolidating data from many heterogeneous sources: these might include external sources such as 
stock market feeds, in addition to several operational databases.  
 
The different sources might contain data of varying quality, or use inconsistent representations, codes and formats, 
which have to be reconciled. Finally, supporting the multidimensional data models and operations typical of OLAP 
requires special data organization, access methods, and implementation methods, not generally provided by 
commercial DBMSs targeted for OLTP. It is for all these reasons that data warehouses are implemented separately 
from operational databases. 
 
6.1 Data Cleaning 
 
Since a data warehouse is used for decision making, it is important that the data in the warehouse be correct.  
However, since large volumes of data from multiple sources are involved, there is a high probability of errors and 
anomalies in the data. Therefore, tools that help to detect data anomalies and correct them can have a high payoff. 



Shafali Jain, IJRIT  155 

 

Some examples where data cleaning becomes necessary are: inconsistent field lengths, inconsistent descriptions, 
inconsistent value assignments, missing entries and violation of integrity constraints. Not surprisingly, optional 
fields in data entry forms are significant sources of inconsistent data. 
 
6.2 Decision Support System 
 
The architecture of the enterprise data warehouse is designed to deliver the analysis capabilities defined in the 
business requirements document just referenced and likewise to provide the critical success elements defined there. 
In addition, the warehouse is expected to deliver any additional analysis capabilities delivered by existing campus 
decision‐support systems which were not explicitly documented in the business requirements document.  
These systems include the following:  

• BAIRS  

• BIS  

• Cal Profiles  

• The pilot student data warehouse   

• FASDI   

• The Office of Student Research database/ reporting file.  
 
The data staging process includes three main areas of concerns or sub- processes for planning data warehouse 
architecture namely “Extract”, “Transform” and “Load” These interrelated sub-processes are sometimes referred to 
as an “ETL” process.  
 

1) Extract- Since data for the data warehouse can come from different sources and may be of different types, 
the plan to extract the data along with appropriate compression and encryption techniques is an important 
requirement for consideration.  

2) Transform- Transformation of data with appropriate conversion, aggregation and cleaning besides de-
normalization and surrogate key management is also an important process to be planned for building a data 
warehouse.  

3) Load- Steps to be considered to load data with optimization by considering the multiple areas where the 
data is targeted to be loaded and retrieved is also an important part of the data warehouse architecture plan. 
 

6.3 Data in Data Warehouse 
 
The data in a data warehouse have the following characteristics: 
 

1. Subject oriented — the data are logically organized around major subjects of the organization, e.g., around 
customers, sales, or items produced. 

2. Integrated — all of the data about the subject are combined and can be analyzed together. 
3. Time variant  — Historical data are maintained in detail form. 
4. Nonvolatile — the data are read only, not updated or changed by users. 

 
Operational systems have their own databases and are used for transaction processing; a data warehouse has its own 
database and is used to support decision making. Once the warehouse is created, users (e.g., analysts, managers) 
access the data in the warehouse using tools that generate SQL (i.e., structured query language) queries or through 
applications such as a decision support system or an executive information system.  
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7. SERVERS 
 
In addition to the traditional relational servers, there are three other categories of servers that were developed 
specifically for decision support.  

1. Specialized SQL Servers: Redbrick is an example of this class of servers. The objective here is to provide 
advanced query language and query processing support for SQL queries over star and snowflake schemas 
in read-only environments. 

2. ROLAP Servers: These are intermediate servers that sit between a relational back end server (where the 
data in the warehouse is stored) and client front end tools. They extend traditional relational servers with 
specialized middleware to efficiently support  multidimensional OLAP queries, and they typically optimize 
for specific back end relational servers. 
 They identify the views that are to be materialized, rephrase given user queries in terms of the appropriate 
materialized views, and generate multi-statement SQL for the back end server. They also provide additional 
services such as scheduling of queries and resource assignment.  

3. MOLAP Servers: These servers directly support the multidimensional view of data through a 
multidimensional storage engine. This makes it possible to implement front-end multidimensional queries 
on the storage layer through direct mapping. Many MOLAP servers adopt a 2-level storage representation 
to adapt to sparse data sets and use compression extensively. Many of the techniques that were devised for 
statistical databases appear to be relevant for MOLAP servers. 

 
8. OLTP and OLAP 

 
The job of earlier on-line operational systems was to perform transaction and query processing. So, they are also 
termed as on-line transaction processing systems (OLTP). Data warehouse systems serve users or knowledge 
workers in the role of data analysis and decision-making. Such systems can organize and present data in various 
formats in order to accommodate the diverse needs of the different users. These systems are called on-line analytical 
processing (OLAP) systems. Major distinguishing features between OLTP and OLAP: 
 

1. Users and system orientation: OLTP is customer-oriented and is used for transaction and query 
processing by clerks, clients and information technology professionals. An OLAP system is market-
oriented and is used for data analysis by knowledge workers, including managers, executives and analysts.  

2. Data contents: OLTP system manages current data in too detailed format. While an OLAP system 
manages large amounts of historical data, provides facilities for summarization and aggregation. Moreover, 
information is stored and managed at different levels of granularity, it makes the data easier to use in 
informed decision-making.  

3. Database design: An OLTP system generally adopts an entity –relationship data model and an application-
oriented database design. An OLAP system adopts either a star or snowflake model and a subject oriented 
database design.  

4. View: OLTP system focuses mainly on the current data without referring to historical data or data in 
different organizations. In contrast, OLAP system spans multiple versions of a database schema, due to the 
evolutionary process of an organization. Because of their huge volume, OLAP data are shared on multiple 
storage media. 

5. Access patterns: Access patterns of an OLTP system consist mainly of short, atomic transactions. Such a 
system requires concurrency, control and recovery mechanisms. But, accesses to OLAP systems are mostly 
read- only operations, although many could be complex queries. 
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9. Conclusion 
 
Data warehouses separate analysis workload from transaction workload and enable an organization to consolidate 
data from several sources. The data in a data warehouse is typically loaded through an extraction, transformation, 
and loading (ETL) process from one or more data sources such as OLTP applications, mainframe applications, or 
external data provider. Data warehousing and online analytical processing (OLAP) are essential elements of decision 
support, which has increasingly become a focus of the database industry. OLTP is customer-oriented and is used for 
transaction and query processing by clerks, clients and information technology professionals.  
 
The job of earlier on-line operational systems was to perform transaction and query processing. Data warehouse 
systems serve users or knowledge workers in the role of data analysis and decision-making. Such systems can 
organize and present data in various formats in order to accommodate the diverse needs of the different users. 
 
10. References 
 
[1] Anahory, S., and Murray, D., 1997. Data Warehousing in the Real World. Addison-Wesley. 

[2] Keshav Dev Gupta, Jyoti Gupta, Prakati Prasoon,Novel Architecture with Dimensional Approach of Data 

Warehouse, International Journal of Advanced Research in Computer Science and Software Engineering, Volume 3, 

Issue 3, March 2013. 

 [3] Inmon, W.H. (1996) Building the Data Warehouse, Second Edition,New York: John Wiley & Sons. 

[4]Data Mining, Jiawei Han, University of Illinois at Urbana Champaign, Morgan Kaufmann. 

[5] Reddy, G. Satyanarayana; Srinivasu, Rallabandi; Rao, M. Poorna Chander; Rikkula, Srikanth Reddy,Data 

Warehousing, Data Mining, Olap And Oltp  Technologies Are Essential Elements To Support Decision-Making 

Process In Ndustries,International Journal on Computer Science & Engineering,December 2010. 

[6] OLAP council white paper, accessed on 15/10/03, http: //www.olapcouncil.org/research/a. whtpaply.htm 

[7]OLAP, http://en.wikipedia.org/wiki/Online_analytical_processing. 

[8] http://www.cdacindia.com/html/dwh/dwhegov.asp 

[9]OLAP Cube, http://en.wikipedia.org/wiki/OLAP_cube 

[10] Wu, M-C., A.P. Buchmann. “Research Issues in Data Warehousing.” Submitted for publication. 

[11] Kimball, R. The Data Warehouse Toolkit. John Wiley, 1996. 

[12] http://www.olapcouncil.org  

[13]Data Warehouse, http://en.wikipedia.org/wiki/Data_warehouse 

[14] Data Warehousing Concept,http://docs.oracle.com/cd/B10501_01/server.920/a96520/concept.htm 

[15] Barclay, T., R. Barnes, J. Gray, P. Sundaresan, “Loading Databases using Dataflow Parallelism.” SIGMOD 

Record, Vol.23, No. 4, Dec.1994. 


