
IJRIT International Journal Of Research In Information Technology, Volume 3, Issue 8, August 2015, Pg. 19-24 
 

Mrs. Soniya Bastwade, IJRIT-19 
 

International Journal of Research in Information 
Technology (IJRIT) 

 
www.ijrit.com               ISSN 2001-5569 

 

Artificial Intelligence and Agents: An Overview 
 

Mrs. Soniya Bastwade1, Ms. Kishori Pawar2  

 

1Asst. Professor, Computer Engineering, Savitribai Phule Pune University 
Pune, Maharashtra, India 

bastwadesoniya3@gmail.com 
 

2Asst. Professor, Computer Engineering, Savitribai Phule Pune University 
Pune, Maharashtra, India 

kishori.bhojane@gmail.com 
 

 
 

Abstract 
Artificial Intelligence is the science and engineering of making intelligent machines.  Artificial intelligence (AI) is 
the intelligence exhibited by machines or software. It is also the name of the academic field of study which studies how 
to create computers and computer software that are capable of intelligent behavior. Artificial intelligence makes the 
systems to react and behave like a human being through the agents. An agent is something that acts in an environment - 
it does something. Agents include worms, thermostats, airplanes, robots, humans, companies, and countries. We are 
interested in what an agent does; that is, how it acts. We judge an agent by its actions. 
 
Keywords: Artificial Intelligence, Intelligent Systems, Agents, multi - agents, etc. 

1. Introduction 
Artificial intelligence is the technology which makes the computers behave and react like humans. AI is the 
intelligence which is exhibited by machines or software. The term was coined in 1956 by John McCarthy at 
the Massachusetts Institute of Technology. The goal of Artificial Intelligence is to enable the development of 
computers that are able to do things normally done by people -- in particular, things associated with people 
acting intelligently. An agent plays an important role in Artificial Intelligence. An agent is something that 
acts in an environment - it does something and makes the computer to behave and react like human being. 
We are interested in what an agent does; that is, how it acts. We judge an agent by its actions. 
An agent acts intelligently when 

• what it does is appropriate for its circumstances and its goals, 
• it is flexible to changing environments and changing goals, 
It learns from experience, and it makes appropriate choices given its perceptual and computational 
limitations. An agent typically cannot observe the state of the world directly; it has only a finite 
memory and it does not have unlimited time to act. 
 
A computational agent is an agent whose decisions about its actions can be explained in terms of 
computation. That is, the decision can be broken down into primitive operation that can be implemented in a 
physical device. This computation can take many forms. In humans this computation is carried out in 
"wetware"; in computers it is carried out in "hardware." Although there are some agents that are arguably not 
computational, such as the wind and rain eroding a landscape, it is an open question whether all intelligent 
agents are computational. 
The central scientific goal of AI is to understand the principles that make intelligent behavior possible in 
natural or artificial systems. This is done by 
The analysis of natural and artificial agents; 
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Formulating and testing hypotheses about what it takes to construct intelligent agents; and Designing, 
building, and experimenting with computational systems that perform tasks commonly viewed as requiring 
intelligence. 
 
As part of science, researchers build empirical systems to test hypotheses or to explore the space of 
possibilities. These are quite distinct from applications that are built to be useful for an application domain. 
Note that the definition is not for intelligent thought. We are only interested in thinking intelligently insofar 
as it leads to better performance. The role of thought is to affect action. The central engineering goal of AI is 
the design and synthesis of useful, intelligent artifacts. We actually want to build agents that act intelligently. 
Such agents are useful in many applications. Its goal is to enable the development of computers that are able 
to do things normally done by people -- in particular, things associated with people acting intelligently. 
 
2. Agents: 
Agent is anything that can be viewed as perceiving its environment through sensors and acting upon that 
environment through actuators. 
Example: 
In Human agent eyes, ears, and other organs are sensors and hands, legs, mouth and other body parts are 
works as actuators. 
In Robotic agent cameras and infrared range finder is works as sensors and various motors are actuators. 
 

 
 
An agent is anything that can be viewed as perceiving its environment through sensors and acting upon that 
environment through effectors. 
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A rational agent is one that does the right thing. We see that the word 'agent' covers humans (where the 
sensors are the senses and the effectors are the physical body parts) as well as robots (where the sensors are 
things like cameras and touch pads and the effectors are various motors) and computers (where the sensors 
are the keyboard and mouse and the effectors are the monitor and speakers). To determine whether an agent 
has acted rationally, we need an objective measure of how successful it has been and we need to worry about 
when to make an evaluation using this measure. When designing an agent, it is important to think hard about 
how to evaluate its performance, and this evaluation should be independent from any internal measures that 
the agent undertakes (for example as part of a heuristic search - see the next lecture). The performance 
should be measured in terms of how rationally the program acted, which depends not only on how well it did 
at a particular task, but also on what the agent experienced from its environment, what the agent knew about 
its environment and what actions the agent could actually undertake. 
 
2.1 RHINO, the Museum Tour-Guide Agent (Example) 
We will mostly be dealing with agents based inside computers, rather than robots based in the real world. 
However, the museum tour guide robot mentioned in the first lecture offers an ideal example of an 
autonomous agent which we will use to illustrate various concepts in the rest of this lecture. This robot was 
called RHINO. 
RHINO's job was to inform visitors to the Museum about various exhibits. To do this, it had to perform two 
main tasks: (i) move safely from exhibit to exhibit and (ii) display information and answer questions about 
each exhibit it visited. The project was very successful - in an operational time of 47 hours, covering 18.6 
kilometers, the software made only one mistake: a minor collision which caused no harm. 
 
2.2 Internal Structure of Agents 
We have looked at agents in terms of their external influences and behaviors: they take input from the 
environment and perform rational actions to alter that environment. We will now look at some generic 
internal mechanisms which are common to intelligent agents. 
 
2.3 Architecture and Program 
The program of an agent is the mechanism by which it turns input from the environment into an action on 
the environment. The architecture of an agent is the computing device (including software and hardware) 
upon which the program operates. On this course, we mostly concern ourselves with the intelligence behind 
the programs, and do not worry about the hardware architectures they run on. In fact, we will mostly assume 
that the architecture of our agents is a computer getting input through the keyboard and acting via the 
monitor. 
RHINO consisted of the robot itself, including the necessary hardware for locomotion (motors, etc.) and 
state of the art sensors, including laser, sonar, infrared and tactile sensors. RHINO also carried around three 
on-board PC workstations and was connected by a wireless Ethernet connection to a further three off-board 
SUN workstations. In total, it ran up to 25 different processes at any one time, in parallel. The program 
employed by RHINO was even more complicated than the architecture upon which it ran. RHINO ran 
software which drew upon techniques ranging from low level probabilistic reasoning and visual information 
processing to high level problem solving and planning using logical representations. 
An agent's program will make use of knowledge about its environment and methods for deciding which 
action to take (if any) in response to a new input from the environment. These methods include reflexes, goal 
based methods and utility based methods. 
 
2.4 Knowledge of the Environment 
We must distinguish between knowledge an agent receives through its sensors and knowledge about the 
world from which the input comes. Knowledge about the world can be programmed in, and/or it can be 
learned through the sensor input. For example, a chess playing agent would be programmed with the 
positions of the pieces at the start of a game, but would maintain a representation of the entire board by 
updating it with every move it is told about through the input it receives. Note that the sensor inputs are the 
opponent's moves and this is different to the knowledge of the world that the agent maintains, which is the 
board state. There are three main ways in which an agent can use knowledge of its world to inform its 
actions. If an agent maintains a representation of the world, then it can use this information to decide how to 
act at any given time. Furthermore, if it stores its representations of the world, then it can also use 
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information about previous world states in its program. Finally, it can use knowledge about how its actions 
affect the world. 
The RHINO agent was provided with an accurate metric map of the museum and exhibits beforehand, 
carefully mapped out by the programmers. Having said this, the layout of the museum changed frequently as 
routes became blocked and chairs were moved. By updating it's knowledge of the environment, however, 
RHINO consistently knew where it was, to an accuracy better than 15cm. RHINO didn't move objects other 
than itself around the museum. However, as it moved around, people followed it, so its actions really were 
altering the environment. It was because of this (and other reasons) that the designers of RHINO made sure it 
updated its plan as it moved around. 
 
Example: Vacuum cleaning Robot 
Percepts P = {[A,Clean], [A,Dirty], [B,Clean],  
[B,Dirty]} Actions A = {Left, Right, Suck, NoOp} 
Agent Function = F = p*-> A 
e.g : 
f ([ A, dirty]) = Suck; 
f ([ A, clean]) = Right; 
f ([ A, clean] , [ B, dirty]) = Suck; 
 

Reflexes 
If an agent decides upon and executes an action in response to a sensor input without consultation of its 
world, then this can be considered a reflex response. Humans flinch if they touch something very hot, 
regardless of the particular social situation they are in, and this is clearly a reflex action. Similarly, chess 
agents are programmed with lookup tables for openings and endings, so that they do not have to do any 
processing to choose the correct move, they simply look it up. In timed chess matches, this kind of reflex 
action might save vital seconds to be used in more difficult situations later. 
Unfortunately, relying on lookup tables is not a sensible way to program intelligent agents: a chess agent 
would need 35100 entries in its lookup table (considerably more entries than there are atoms in the universe). 
And if we remember that the world of a chess agent consists of only 32 pieces on 64 squares, it's obvious 
that we need more intelligent means of choosing a rational action. 
For RHINO, it is difficult to identify any reflex actions. This is probably because performing an action 
without consulting the world representation is potentially dangerous for RHINO, because people get 
everywhere, and museum exhibits are expensive to replace if broken! 
 
Goals 
One possible way to improve an agent's performance is to enable it to have some details of what it is trying 
to achieve. If it is given some representation of the goal (e.g., some information about the solution to a 
problem it is trying to solve), then it can refer to that information to see if a particular action will lead to that 
goal. Such agents are called goal-based. Two tried and trusted methods for goal-based agents are planning 
(where the agent puts together and executes a plan for achieving its goal) and search (where the agent looks 
ahead in a search space until it finds the goal). Planning and search methods are covered later in the course. 
In RHINO, there were two goals: get the robot to an exhibit chosen by the visitors and, when it gets there, 
provide information about the exhibit. Obviously, RHINO used information about its goal of getting to an 
exhibit to plan its route to that exhibit. 
 
Utility Functions 
A goal based agent for playing chess is infeasible: every time it decides which move to play next, it sees 
whether that move will eventually lead to a checkmate. Instead, it would be better for the agent to assess its 
progress not against the overall goal, but against a localized measure. Agent's programs often have a utility 
function which calculates a numerical value for each world state the agent would find itself in if it undertook 
a particular action. Then it can check which action would lead to the highest value being returned from the 
set of actions it has available. Usually the best action with respect to a utility function is taken, as this is the 
rational thing to do. When the task of the agent is to find something by searching, if it uses a utility function 
in this manner, this is known as a best-first search. 
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RHINO searched for paths from its current location to an exhibit, using the distance from the exhibit as a 
utility function. However, this was complicated by visitors getting in the way. 

3. Multi-Agent Systems 

The word 'agent' is extremely popular in AI at the moment, and you will come across research on multi-
agent systems. This approach to AI is to break a task into subtasks which have to be undertaken 
simultaneously, and give each subtask to a different autonomous agent. The agents can communicate in 
order to co-operate and compete on their tasks. This approach has been shown to be very effective on certain 
problems and is currently very influential in AI. 
 
3.1 The Structure of Agents  

• Agent = architecture + program • 
 Four basic types in order of increasing generality:  
• Simple reflex agents  
• Model-based reflex agents 
 • Goal-based agents 
 • Utility-based agents 
 
Simple reflex agents 
Simple reflex agents act only on the basis of the current percept, ignoring the rest of the percept history. The 
agent function is based on the condition-action rule: if condition then action. 
This agent function only succeeds when the environment is fully observable. Some reflex agents can also 
contain information on their current state which allows them to disregard conditions whose actuators are 
already triggered. 
Infinite loops are often unavoidable for simple reflex agents operating in partially observable environments. 
Note: If the agent can randomize its actions, it may be possible to escape from infinite loops. 
 
Model-based reflex agents 
A model-based agent can handle a partially observable environment. Its current state is stored inside the 
agent maintaining some kind of structure which describes the part of the world which cannot be seen. This 
knowledge about "how the world works" is called a model of the world, hence the name "model-based 
agent". 
A model-based reflex agent should maintain some sort of internal model that depends on the percept history 
and thereby reflects at least some of the unobserved aspects of the current state. It then chooses an action in 
the same way as reflex agent. 
 
Goal-based agents 
Goal-based agents further expand on the capabilities of the model-based agents, by using "goal" information. 
Goal information describes situations that are desirable. This allows the agent a way to choose among 
multiple possibilities, selecting the one which reaches a goal state. Search and planning are the subfields of 
artificial intelligence devoted to finding action sequences that achieve the agent's goals. 
In some instances the goal-based agent appears to be less efficient; it is more flexible because the knowledge 
that supports its decisions is represented explicitly and can be modified. 
 
Utility-based agents 
Goal-based agents only distinguish between goal states and non-goal states. It is possible to define a measure 
of how desirable a particular state is. This measure can be obtained through the use of a utility 
function which maps a state to a measure of the utility of the state. A more general performance measure 
should allow a comparison of different world states according to exactly how happy they would make the 
agent. The term utility can be used to describe how "happy" the agent is a rational utility-based agent 
chooses the action that maximizes the expected utility of the action outcomes - that is, what the agent expects 
to derive, on average, given the probabilities and utilities of each outcome. A utility-based agent has to 
model and keep track of its environment, tasks that have involved a great deal of research on perception, 
representation, reasoning, and learning. 
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4. Intelligent Systems 
 

An intelligent system is a machine with an embedded, Internet-connected computer that has the capacity 
to gather and analyze data and communicate with other systems.   
Requirements for an intelligent system include security, connectivity, the ability to adapt according to 
current data and the capacity for remote monitoring and management. 
Essentially, an intelligent system is anything that contains a functional, although not usually general-
purpose, computer with Internet connectivity.  An embedded system may be powerful and capable of 
complex processing and data analysis, but it is usually specialized for tasks relevant to the host machine. 
Intelligent systems exist all around us in point-of-sale (POS) terminals, digital televisions, traffic 
lights, smart meters, automobiles, digital signage and airplane controls, among a great number of other 
possibilities. As this ongoing trend continues, many foresee a scenario known as the Internet of Things (IoT), 
in which objects, animals and people can all be provided with unique identifiers and the ability to 
automatically transfer data over a network without requiring human-to-human or human-to-computer 
interaction.  Here we will see how intelligent systems work in retail environment. 
Where the processors found? The processors found in our laptops, they found in PC’s or in servers.  
 Intelligent systems are intelligent, connected, Secure and Managed. Where we found the intelligent 
systems? Suppose if we are travelling on highway we found the CCTV cameras on signal, signal lights, 
LED’s displayed on roads for advertisements all are nothing but intelligent systems because continuously 
they are communicating with each other and performing some tasks. 
 Intelligent Systems are called as connected because continuously they share data with people, other 
devises and cloud. 
 Intelligent Systems are called as secure because the data which is stored in cloud remains protected 
at all the times. 
 Intelligent Systems are called as managed because the data which is stored on remote places that we 
can update, monitor, diagnose and repair remotely. It saves the time as well as money.  
 Intelligent Systems are Intelligent because they process many sources of data at a time, performs 
complex analytics, quickly recognize changes in the environment and instantly adopt to optimize results.  
 The world is becoming fast, connected and intelligent place only because of Artificial Intelligence 
and Intelligent Systems. 
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