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Abstract 
This paper gets into task scheduling in operating systems. Main methods and techniques of scheduling are 

presented. With a short introduction including long-term, medium-term, short term and dispatcher 

scheduling, main concepts are described. We will also  study the scheduling algorithms (their characterstics 

and constraints): FIFO, shortest Job First, fixed-priority pre-emptive scheduling, round-robin scheduling 

and multilevel feedback queue. These methods are compared in conclusion. In this paper Analysis methods 

and the concept of optimality criteria, which leads to design appropriate scheduling algorithms, will also be 

addressed.  

 

Keywords: Operating System(OS),Scheduling Algorithms, Paper Specifications. 

1. Introduction 

Real-time systems are defined as those systems in which the correctness of the system depends not only on 

the logical result of computation, but also on the time at which the results are produced. Examples of this 

type of real-time system are command and control systems, process control systems, flight control systems, 

the Space Shuttle avionics system, future systems such as the space station, space based defence systems.  

 

Scheduling is the method by which threads, processes or data flows are given access to system resources 

(e.g. processor time, communications bandwidth). This is usually done to load balance and share system 

resources effectively or achieve a target quality of service. The need for a scheduling algorithm arises from 

the requirement for most modern systems to perform multitasking (executing more than one process at a 

time) and multiplexing (transmit multiple data streams simultaneously across a single physical channel). 

The scheduler is concerned mainly with: 

• Throughput -:  The total number of processes that complete their execution per time unit.  
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•  Latency-: Turnaround time - total time between submission of a process and its completion .                                                                    

Response time - amount of time it takes from when a request was submitted until the first response 

is produced. 

• Fairness - Equal CPU time to each process (or more generally appropriate times according to each 

process' priority and workload). 

• Waiting Time - The time the process remains in the ready queue. 

 

 

This document is set in 10-point Times New Roman.  If absolutely necessary, we suggest the use of 

condensed line spacing rather than smaller point sizes. Some technical formatting software print 

mathematical formulas in italic type, with subscripts and superscripts in a slightly smaller font size, this is 

acceptable. 

 

 

2. REAL-TIME SCHEDULING 

Scheduling involves the allocation of resources and time to tasks in such a way that certain performance 

requirements are met. Scheduling has been perhaps the most widely researched topic within real-time 

systems. This is due to the belief that the basic problem in real-time systems is to make sure that tasks meet 

their time constraints. Scheduling is also a well-structured and conceptually demanding problem. Given the 

resulting enormous amount of literature available on scheduling, any survey paper can only scratch the 

surface. On the other hand, just giving a list of algorithms is not useful. Hence, we have categorized the 

state of the art into a set of paradigmatic approaches to scheduling and present instances of the algorithms 

that fit the different paradigm. 

Operating systems may feature up to four types of scheduler: 

2.1 Long-term scheduling: The long-term, or admission scheduler, decides which jobs or processes are to 

be admitted to the ready queue (in the Main Memory); that is, when an attempt is made to execute a 

program, its admission to the set of currently executing processes is either authorized or delayed by the 

long-term scheduler. Thus, this scheduler dictates what processes are to run on a system, and the 

degree of concurrency to be supported at any one time - i.e.: whether a high or low amount of 

processes are to be executed concurrently, and how the split between IO intensive and CPU intensive 

processes is to be handled. In modern operating systems, this is used to make sure that real time 

processes get enough CPU time to finish their tasks. Without proper real time scheduling, modern GUI 

interfaces would seem sluggish. The long term queue exists in the Hard Disk or the "Virtual Memory". 

Long-term scheduling is also important in large scale systems such as batch processing systems, 

computer clusters, supercomputers and render farms. In these cases, special purpose job scheduler 

software is typically used to assist these functions, in addition to any underlying admission scheduling 

support in the operating system. 

 

2.2  Medium-term scheduling: The medium-term scheduler temporarily removes processes from main 

memory and places them on secondary memory (such as a disk drive) or vice versa. This is commonly 

referred to as "swapping out" or "swapping in" (also incorrectly as "paging out" or "paging in"). The 

medium-term scheduler may decide to swap out a process which has not been active for some time, or 

a process which has a low priority, or a process which is page faulting frequently, or a process which is 

taking up a large amount of memory in order to free up main memory for other processes, swapping 

the process back in later when more memory is available, or when the process has been unblocked and 

is no longer waiting for a resource. In many systems today (those that support mapping virtual address 

space to secondary storage other than the swap file), the medium-term scheduler may actually perform 

the role of the long-term scheduler, by treating binaries as "swapped out processes" upon their 

execution. In this way, when a segment of the binary is required it can be swapped in on demand, or 

"lazy loaded" 
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2.3 Short-term scheduling: The short-term scheduler (also known as the CPU scheduler) decides which 

of the ready, in-memory processes are to be executed (allocated a CPU) next following a clock 

interrupt, an IO interrupt, an operating system call or another form of signal. Thus the short-term 

scheduler makes scheduling Masoud Nosrati et al., World Applied Programming, Vol (2), No (6), June 

2012. 39 5 decisions much more frequently than the long-term or mid-term schedulers - a scheduling 

decision will at a minimum have to be made after every time slice and these are very short. This 

scheduler can be preemptive, implying that it is capable of forcibly removing processes from a CPU 

when it decides to allocate that CPU to another process, or non-pre emptive (also known as "voluntary" 

or "co-operative"), in which case the scheduler is unable to "force" processes off the CPU. In most 

cases short-term scheduler is written in assembly because it is a critical part of the operating system. 

 

 

2.4 Dispatcher: Another component involved in the CPU-scheduling function is the dispatcher. The 

dispatcher is the module that gives control of the CPU to the process selected by the short-term 

scheduler. This function involves the following:  

1. Switching context , 

2. Switching to user mode 

3. Jumping to the proper location in the user program to restart that program. 

 

 

3. SCHEDULING ALGORITHMS 

 
Scheduling disciplines are algorithms used for distributing resources among parties which simultaneously 

and asynchronously request them. Scheduling disciplines are used in routers (to handle packet traffic) as 

well as in operating systems (to share CPU time among both threads and processes), disk drives (I/O 

scheduling), printers (print spooler), most embedded systems, etc. The main purposes of scheduling 

algorithms are to minimize resource starvation and to ensure fairness amongst the parties utilizing the 

resources. Scheduling deals with the problem of deciding which of the outstanding requests is to be 

allocated resources. There are many different scheduling algorithms. In this section, we introduce several of 

them. In packet-switched computer networks and other statistical multiplexing, the notion of a scheduling 

algorithm is used as an alternative to first-come first-served queuing of data packets. 

 

Scheduling algorithms are listed and described below: 

 

First In, First Out - FIFO is an acronym for First In, First Out, which is an abstraction related to ways of 

organizing and manipulation of data relative to time and prioritization. This expression describes the 

principle of a queue processing technique or servicing conflicting demands by ordering process by first-

come, first-served (FCFS) behavior: where the persons leave the queue in the order they arrive, or waiting 

one's turn at a traffic control signal. FCFS is also the jargon term for the FIFO operating system scheduling 

algorithm, which gives every process CPU time in the order they come. Its disadvantages can be: 

 

Since context switches only occur upon process termination, and no reorganization of the process queue is 

required, scheduling overhead is minimal. 

 

• Throughput can be low, since long processes can hold the CPU 

• Turnaround time, waiting time and response time can be high for the same reasons above 

• No prioritization occurs, thus this system has trouble meeting process deadlines. 
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3.1 Shortest job next (SJN) - also known as Shortest Job First (SJF) or Shortest Process Next (SPN), is a 

scheduling policy that selects the waiting process with the smallest execution time to execute next. 

SJN is a non-preemptive algorithm. Shortest remaining time is a preemptive variant of SJN. Shortest 

job next is advantageous because of its simplicity and because it maximizes process throughput (in 

terms of the number of processes run to completion in a given amount of time). It also minimizes the 

average amount of time each process has to wait until its execution is complete. However, it has the 

potential for process starvation for processes which will require a long time to complete if short 

processes are continually added. Highest response ratio next is similar but provides a solution to this 

problem. Its disadvantages can be: 

• The total execution time of a process must be known before execution. It is not possible to 

accurately predict execution time for all processes. 

• Waiting time and response time increase as the process's computational requirements increase. 

Since turnaround time is based on waiting time plus processing time, longer processes are 

significantly affected by this. Overall waiting time is smaller than FIFO, however since no process 

has to wait for the termination of the longest process. 

• No particular attention is given to deadlines, the programmer can only attempt to make processes 

with deadlines as short as possible. 

 

3.2 Fixed-priority scheduling - Fixed-priority pre-emptive scheduling is a scheduling system commonly 

used in real-time systems. With fixed priority pre-emptive scheduling, the scheduler ensures that at 

any given time, the processor executes the highest priority task of all those tasks that are currently 

ready to execute. The pre-emptive scheduler has a clock interrupt task that can provide the scheduler 

with options to switch after the task has had a given period—the time slice. This scheduler system has 

the advantage of making sure no task hogs the processor for any time longer than the time slice. 

However this scheduling scheme also has the downfall of process or thread lockout, as priority is 

given to higher priority tasks the lower priority tasks could wait an indefinite amount of time. One 

common method of arbitrating this situation is the use of aging. Aging will slowly increment a 

process/thread(s) priority which is in the wait queue to ensure some degree of fairness. Most Real-

time operating systems (RTOSs) have pre-emptive schedulers. Also turning off time slicing 

effectively gives you the non-pre-emptive RTOS. Its disadvantages can be: 

• Overhead is not minimal, nor is it significant. 

• FPPS has no particular advantage in terms of throughput over FIFO scheduling. 

• If the number of rankings is limited it can be characterized as a collection of FIFO queues, one for 

each priority ranking. Processes in lower-priority queues are selected only when all of the higher-

priority queues are empty. 

• Waiting time and response time depend on the priority of the process. Higher priority processes 

have smaller waiting and response times. 

• Deadlines can be met by giving processes with deadlines a higher priority. 

 

3.3 Round-robin scheduling - Round-robin (RR) is one of the simplest scheduling algorithms for 

processes in an operating system. As the term is generally used, time slices are assigned to each 

process in equal portions and in circular order, handling all processes without priority (also known as 

cyclic executive). Round-robin scheduling is simple, easy to implement, and starvation-free. Round-

robin scheduling can also be applied to other scheduling problems, such as data packet scheduling in 

computer networks. The name of the algorithm comes from the round-robin principle known from 

other fields, where each person takes an equal share of something in turn. In order to schedule 

processes fairly, a round-robin scheduler generally employs time-sharing, giving each job a time slot 

or quantum [9] (its allowance of CPU time), and interrupting the job if it is not completed by then. 

The job is resumed next time a time slot is assigned to that process. In the absence of time-sharing, or 

if the quanta were large relative to the sizes of the jobs, a process that produced large jobs would be 

favored over other processes.Its disadvantages can be: 
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• Good average response time, waiting time is dependent on number of processes, and not 

average process length. 

• Balanced throughput between FCFS and SJF, shorter jobs are completed faster than in FCFS 

and longer processes are completed faster than in SJF. 

 

3.4 Multilevel feedback queue - A multilevel feedback queue is a scheduling algorithm. It is intended 

to meet the following design requirements for multimode systems: 

 

• Give preference to short jobs. 

• Give preference to I/O bound processes. 

• Separate processes into categories based on their need for the processor Multiple FIFO queues are 

used and the operation is as follows: 

 

1. A new process is positioned at the end of the top-level FIFO queue. 

2. At some stage the process reaches the head of the queue and is assigned the CPU. 

3. If the process is completed it leaves the system. 

4. If the process voluntarily relinquishes control it leaves the queuing network, and when the process   

becomes ready again it enters the system on the same queue level. 

5. If the process uses all the quantum time, it is pre-empted and positioned at the end of the next lower level 

queue. 

6. This will continue until the process completes or it reaches the base level queue. 

 

4. COMPARISON  

 

 
 

5. CONCLUSION  

 
A real time system is a system that must satisfy explicit bounded response-time constraints, otherwise risk 

severe consequences including failure. Failure happens when a system cannot satisfy one or more of the 

requirements laid out in the formal system specification. For a given set of tasks the general scheduling 

problem asks for an order according to which the tasks are to be executed such that various constraints are 

satisfied. For a given set of realtime tasks, we are asked to devise a feasible allocation/schedule. The 

release time, the deadline and the execution time of the tasks are some of the parameters that should be 

considered for scheduling. The deadline may be hard, soft or firm. Other issues to be considered are as 

follows. Sometimes, a resource must be exclusively held by a task. Tasks may have precedence constraints. 

A task may be periodic, aperiodic, or sporadic. The schedule may be pre emptive or non-pre emptive. Less 

critical tasks must be allowed to be pre empted by higher critical ones when it is necessary to meet 
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deadlines. For the real-time systems in which tasks arrive extensively we have to use more than one 

processor to guarantee that tasks are feasibly scheduled.  

In this paper, the concept of real-time systems and the characteristics of real-time tasks are described. Also, 

the concept of utilization bound and optimality criteria, which leads to design appropriate scheduling 

algorithms, are addressed. The techniques to handle aperiodic and periodic tasks, precedence constraints, 

and priority inversion are explained. Scheduling of real-time systems is categorized and a description for 

each class of algorithms is provided. Also, some algorithms are presented to clarify the different classes of 

algorithms. For realtime multiprocessor systems, we discuss the main strategies, namely partitioning and 

global strategies, to allocate/schedule the real-time tasks upon the processors.  

 

Scheduling algorithms for real-time systems have been studied extensively. This paper does not cover all 

the existing real-time scheduling algorithms. We have not discussed subjects such as fault-tolerant real-

time scheduling algorithms and scheduling of reward functions. Also, we have not mentioned time 

complexity issues and many major theorems about the feasibility and optimality conditions of the real-time 

scheduling algorithms. There exist many approximation algorithms for real-time systems that we did not 

have an opportunity to discuss in this paper. We tried to present the main ideas and classes of real-time 

scheduling. This paper is organized such that a computer scientist who is not familiar with real-time 

scheduling, can obtain enough knowledge about this area to be able to analyze and categorize any real-time 

scheduling problem. 

 

Therefore, the number of available processors is another parameter to consider. The available processors 

may be identical, uniform or unrelated. 

 

 
 

 

5.1 Open Problems - As we mentioned earlier, there are two main strategies to deal with 

multiprocessor scheduling problems: partitioning strategy and global strategy, each of which has its 

advantages and disadvantages. Real-time scheduling problems for multiprocessor systems have 

mostly been studied for simple system models. Little work has been done on more complex systems. 

In this section, we provide a list of multiprocessor real-time scheduling problems that require further 
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research. For each problem, scheduling algorithms are to be developed that may fall into either of 

the above strategies. In addition, designing a suitable hybrid partitioning/global scheduling  

algorithm, one can take advantage of both methods. Providing suitable hybrid scheduling algorithms 

that yield the best solutions for each of the following problems is one of the interesting areas of 

research. A list of open problems for multiprocessor real-time scheduling is as follows: 

 

• If the real-time tasks are hard, periodic, preemptive and have fixed priorities, then find the 

minimum number of the processors required to guarantee that all deadlines are met. Some 

heuristic algorithms have already been proposed, however we believe better algorithms with 

improved performance can be developed. 

• Suppose in a system consisting of k identical processors, real-time tasks are preemptive and have 

fixed priorities. Hard real-time tasks are periodic. Communication cost is negligible. Find a 

schedule that minimizes mean response time while guaranteeing that all deadlines are met. 
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