
Research Statement Dr. Eli Brosh Fall 2012

Research Statement

My research interests are in networked systems, broadly defined. My research spans various areas, including
networking, cloud computing, distributed systems, and large-scale multimedia services. My approach to
research typically involves the design of new algorithms and systems that can handle the functionality,
performance, and robustness needs of our emerging computing infrastructure; mathematical modeling and
analysis; and the development of prototypes and real-world production deployments.

Research Overview

I believe that creating innovative systems in the age of scale requires both theoretical innovations and system
implementations. I spent the last two years designing and building perhaps the first large-scale cloud-based
video conferencing service as part of my tenure in Vidyo. Through this experience I learned that a full-
scale prototype or deployment is instrumental to evaluate a design, understand its limitations, and expose
additional research directions. Alongside, I continued working on algorithmic issues and modeling of large-
scale systems, collaborating with Prof. Hanoch Levy from Tel-Aviv University and receiving several research
grants to support our work. Such analysis and modeling allow my research to provide rigorous guarantees,
ultimately resulting in simpler more efficient systems.

My research has coincided with the massive change in the use of computing in recent years. First,
the surge of content has cause the Internet to shift from a platform for sharing static web pages to one
for large-scale delivery of rich dynamic content such as video. Content is no longer served from a single
server, but rather from multiple servers spanning different geographical locations. Second, cloud computing
– the ability to rapidly deliver computing services in a pay-as-you-go model to users anywhere – has finally
reached mainstream. Rather then using highly reliable large-capacity computers, cloud computing leverages
interconnected data centers running commodity machines to efficiently provide the service.

These changes pose new challenges to the way networked systems are designed and architected. Systems
should be able to provide better performance and availability in distributed settings, and incorporate efficient
scaling, resource management, and recovery mechanisms. My research seeks to tackle these challenges: it
focuses on improving the performance, functionality, and robustness of large-scale services.
Some of my research contributions on these topics include resource replication algorithms for geo-distributed
systems, scalable infrastructure provisioning for data centers and clouds, and systems for efficient streaming
of video content. My prior research projects are described in more detail below.

Prior Research

Distributed Replication Systems Large-scale distributed services typically feature large volume of
content and demands that are highly dynamic and geographically diverged. Consequently, they replicate
content across multiple locations for better performance and availability. These services all face the general
problem of how to place and efficiently utilize (content) resources in a geographically distributed environment,
usually organized in a regional structure, where it is typically cheaper to provide a specific demand by a local
resource than a remote one. Solving this problem for a general (multi-dimensional) demand distribution is,
on its face value, of prohibitive high complexity. We show that, despite this complexity, it is possible to
explore the structure of the problem (e.g., convexity) to optimize the system operation [4]. We develop
resource replication algorithms for distributed networked systems that have optimality guarantees. Our
algorithms have low complexity, and hence can handle large systems. We show that a simpler variant of
the problem with symmetric demands can be solved by a simple greedy algorithm [6, 7]. The performance
of our solutions, may, in certain cases, be drastically better than traditional approaches, e.g., proportional
replication. This work was awarded two research grants from Ministry of Science in Israel.

VMTorrent: Scalable Virtual Machine Streaming Clouds commonly store Virtual Machine (VM)
images on networked storage. This poses a serious potential scalability bottleneck as launching a single
fresh VM instance requires, at minimum, several hundred MB of network reads. To address this challenge, I
initiated and co-developed VMTorrent [5, 9], a system for just-in-time deployment and execution of virtual
machines in clouds/data-centers. Our system introduces new profile-based prefetching and prioritized P2P
delivery to provide scalable launching of VMs. We demonstrate that VMTorrent supports comparable
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execution time to that achieved using local disk, and that it maintains this performance while scaling to 100
instances, providing up to 11x speedup over current state-of-the-art. The research has been commercialized
and led to the formation of a VC-backed startup company, SilverLining.

Scalable Video-On-Demand Despite tremendous efforts in supporting on-demand video streaming in
recent years, the availability of cost-effective large-scale VoD services is still limited. Peer-to-peer (P2P)
systems have emerged as an effective solution for scalable content distribution by leveraging peers resources.
In P2P, scalability is traditionally achieved by accommodating arbitrarily high request rates for individual
videos. However, scalability with respect to the number of videos is much more challenging to achieve,
owing to a long tail of low-demand videos. Consequently, I designed and developed a P2P VoD system that
supports efficient streaming of the long tail of video content, leveraging cross-content storage design and
new caching and bandwidth allocation strategies [8, 10]. We demonstrate through mathematical analysis
and prototyping that our proposed solution can increase the available video catalog size by 50% compared
to traditional approaches.

Media Streaming over TCP The conventional wisdom is that TCP is inappropriate for real-time
applications because its congestion controlled reliable delivery may lead to excessive end-to-end delays.
Despite the perceived shortcomings of TCP, popular media applications such as Skype and Windows Media
Services use TCP to pass through restrictive NATs and firewalls that block UDP traffic. Motivated by this
observation, I studied the delay performance of TCP for real-time media flows by developing an analytical
performance model for the delay of TCP [11, 12]. Backed by extensive Internet experiments, our research
reveals when and why does TCP work for real-time media applications. We further show that simple app-level
schemes, such as packet splitting and parallel connections, can reduce TCP delay by as much as 90%.

Fairness in queueing systems Fairness is an important factor in queues operation and scheduling in
computer-based applications, such as Web servers and call centers. In this work, we developed a novel Slow-
down Queueing Fairness (SQF) measure [2] based on the idea that users’ waiting time should be proportional
to their service time. We demonstrate that SQF is a uniform fairness metric that can be used to evaluate
the fairness of a variety of systems and scheduling polices, allowing to compare them, fairness-wise, to each
other.

Delay-optimized multicast A key challenge in the design of modern group communication applications
is how to construct minimum-delay application-layer multicast trees, such as those used in delay-sensitive
overlay and P2P networks. It is accepted that shortest path trees are not a good solution for the problem
because such trees can have nodes with very large degree. Instead of introducing arbitrary bounds on node
degrees, as done in previous works, we directly map the node load to the delay penalty at the application
host [3, 15]. This unified cost model allows us to study the problem rigorously and develop approximation
and heuristic algorithms for delay-optimized multicast. The heuristic algorithm is shown to be scalable for
large group sizes, and produces results that are very close to optimal.

Detecting Internet Bottlenecks A key challenge in Internet operation is to to identify the Internet links
that are responsible for poor end-to-end TCP performance, e.g., those with significant losses and reorders. In
contrast to existing approaches which aim to infer the loss rates at individual links, we focused on identifying
the root cause links, those with highest loss or reorder rates relative to their neighbors. We then develop a
cost-effective algorithm for root-cause detection [14]. We use large-scale TCP traces passively collected at
an edge ISP to show that our algorithm provides high detection accuracy.

Future Research

As the scale and complexity of computer systems grows, managing their performance, resilience, and cost
will only become a greater challenge. There are many interesting research questions that I aim to pursue in
next years.

Data Center Design One part of my research agenda is to design a better architecture for operation
and management of datacenters. Virtualization plays a key role in datacenter infrastructure as it enables
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efficient use of server resources. Its abstraction layer provides the ability to migrate live virtual machines
across physical servers and dynamically adjust resource allocations. However, effective live migration (e.g.,
load balancing) in large datacenters is a highly complex optimization problem, which often involves multiple
objectives and many parameters. As a result, many datacenter administrators employ heuristic approaches
for capacity planning. My experience in design and analysis of large systems puts me in a good position to
tackle such a challenge more rigorously. My approach is to develop simple model that captures the tradeoffs
between migration speed and datacenter sizing, and use it to derive migration-aware dynamic capacity
provisioning algorithms that optimize datacenter operation costs. Another research venue is the design of
incentive mechanisms for cloud tenants for traffic localization. For example, a cloud provider can charge less
or provide better service to cooperative tenants that shape or localize their traffic. How to quantify tenant
payback and security issues are few of the challenges that remain to be addressed.

Big Data The past decade has seen a massive increase the scale of big data analytics. One of the most
popular of such systems, MapReduce and its open-source clone Hadoop , runs large number of parallel tasks as
a series of synchronized jobs within a datacenter. While conventional MapReduce platforms expect the data
to reside in a tightly-coupled cluster where the data is already locally available, the data of many emerging
commercial systems is often generated across the wide-area, e.g., across multiple datacenetrs potentially
spread out geographically. I plan to study how to scale the MapReduce platform and its underlying algorithms
to support geo-distributed data environments and develop new ways to analytically characterize MapReduce’s
performance in such environments.

Mobile App Streaming Mobile devices are poised to become the future dominant software platform
outside the home. However, as the size of mobile software apps increases, delays associated with retrieving
them over a wireless network increase, and may be unacceptable to users. My goal is to explore how to build
a system that would make applications instantly accessible, offering try-before-you-buy option to users. My
work on virtual appliance streaming provides me with solid background to explore this area. I intend to
investigate the use of light-weight application-level virtualization to eliminate the need for app installation;
and progressive download and adaptive prefetching techniques to drastically speedup app deployment and
execution. Studying app access profiles at scale (e.g., for a large number of concurrent apps and users)
is another challenge to be addressed. The proposed approach can benefit other services such as software
upgrade and patch management services.

My research employs an integrated approach for large system design that combines architecture, analysis,
and implementation. From a practical perspective, my goal is to produce solid innovative systems and
algorithms with real-world impact, as I have done so far. From a theoretical perspective, my aim is to
uncover new design principles and provide new analytical tools. I believe that the current pace of innovation
in networked systems and computing use generates no shortage of interesting research questions to answer.
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